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Abstract

The vehicle rescheduling problem (VRSP) involves dynamically adapting train sched-
ules in response to delays or disruptions. To address this, the AIcrowd Flatland3
challenge introduced a simulated railway environment where hundreds of agents must
reach their destinations while avoiding bottlenecks and deadlocks. While operation
research (OR) methods initially led the leaderboard, the competition highlighted
the growing promise of multi-agent reinforcement learning (MARL) as a scalable
and faster alternative. This thesis investigates whether explicit inter-agent commu-
nication via CommNet can enhance performance in the VRSP. Using the Flatland
simulator, we evaluate dueling double DQN (DDDQN) and proximal policy optimiza-
tion (PPO), both with and without communication. After 50,000 training episodes
CommNet-DDDQN quadruples the share of trains that reach their destination (5.3
% → 23.2 %), while incurring only a modest rise in deadlocks (0.2 % → 1.1 %).
Conversely, CommNet-PPO slashes the deadlock rate (3.8 % → 0.8 %) but the stark
difference in arrival rates (29.3 % → 3.9 %), despite the score matching the baseline,
has led to an interesting observation on the learned behaviour: avoiding deadlocks
but not completing the route. When the agents were evaluated after the training
on a suite of 100 previously unseen railway environment, the results exposed a clear
trade-off: explicit communication can be tuned to either raise completion rate or re-
duce deadlocks, but given the current architectures and experiment setup it cannot
achieve both goals simultaneously. The thesis contributes (i) a modular and repro-
ducible Flatland3 MARL benchmark, (ii) the first quantitative study of CommNet for
train scheduling, and (iii) evidence that carefully designed inter-agent communication
is a key lever for scaling reinforcement learning (RL)-based traffic control provided it
is matched to the right learning strategy.
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Zusammenfassung

Das vehicle rescheduling problem (VRSP) umfasst die dynamische Anpassung von
Zugfahrplänen als Reaktion auf Verspätungen oder Störungen. Um dieses Prob-
lem anzugehen, wurde im Rahmen der AIcrowd Flatland3 Challenge eine simulierte
Eisenbahnumgebung eingeführt, in der Hunderte von Agenten ihre Ziele erreichen
müssen, während sie Engpässe und Deadlocks vermeiden. Während operation re-
search (OR)-Methoden zunächst die Rangliste anführten, zeigte der Wettbewerb das
wachsende Potenzial des multi-agent reinforcement learning (MARL) als skalierbare
und schnellere Alternative auf. Diese Arbeit untersucht, ob eine explizite Kommu-
nikation zwischen Agenten über CommNet die Leistung im VRSP verbessern kann.
Mit dem Flatland-Simulator bewerten wir dueling double DQN (DDDQN) und prox-
imal policy optimization (PPO), sowohl mit als auch ohne Kommunikation. Nach
50’000 Trainingsepisoden vervierfacht CommNet-DDDQN den Anteil der Züge, die
ihr Ziel erreichen (5 % → 23 %), während es nur zu einem moderaten Anstieg der
Deadlocks kommt (0.2 % → 1.1 %). Umgekehrt senkt CommNet-PPO die Deadlock-
Rate drastisch (3.8 % → 0.8 %), aber der starke Unterschied in den Ankunftsraten
(29.3 % → 3.9 %), obwohl die Punktzahl mit der Baseline übereinstimmt, hat zu
einer interessanten Beobachtung des erlernten Verhaltens geführt: Deadlocks werden
vermieden, aber die Strecke wird nicht vollständig zurückgelegt. Als die Agenten nach
dem Training anhand einer Reihe von 100 zuvor unbekannten Eisenbahnumgebun-
gen bewertet wurden, zeigten die Ergebnisse einen klaren Kompromiss: Die explizite
Kommunikation kann entweder so eingestellt werden, dass sie die Abschlussrate er-
höht oder Deadlocks reduziert, aber angesichts der aktuellen Architekturen und des
Versuchsaufbaus können nicht beide Ziele gleichzeitig erreicht werden. Die Arbeit
leistet einen Beitrag (i) zu einem modularen und reproduzierbaren Flatland3-MARL-
Benchmark, (ii) zur ersten quantitativen Studie zu CommNet für die Zugplanung und
(iii) zum Nachweis, dass eine sorgfältig konzipierte Kommunikation zwischen Agenten
ein wichtiger Hebel für die Skalierung der auf reinforcement learning (RL) basierenden
Verkehrssteuerung ist, sofern sie auf die richtige Lernstrategie abgestimmt ist.
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Chapter 1

Introduction

1.1 Motivation
The Vehicle Rescheduling Problem (VRSP) is a critical challenge in transportation
logistics, where the objective is to dynamically adapt train schedules in the event of
delays, malfunctions, or unexpected events [1]. Traditional solutions from operations
research (OR) have relied heavily on optimization and heuristics, but these meth-
ods often struggle to scale linearly in highly dynamic, multi-agent environments1.
To explore modern alternatives, AIcrowd launched the Flatland3 Challenge, an in-
ternational benchmark competition that invites researchers to solve the VRSP in
a simulated railway environment [2]. The open source platform Flatland [3] models
complex railway traffic as a multi-agent pathfinding and coordination problem, where
hundreds of train agents must navigate to their destinations efficiently while handling
bottlenecks, and avoiding deadlocks.

Artificial Intelligence (AI)-based methods, and in particular multi-agent reinforce-
ment learning (MARL), offer a promising avenue for handling these complexities
by enabling decentralized, data-driven decision making [4]. However, safety-critical
domains such as rail traffic demand that AI decisions must remain transparent and
interpretable [5]. Explainable AI (XAI) techniques therefore play a crucial role in fos-
tering human trust, facilitating oversight and ensuring predictable system behaviour.

Motivated by this, this thesis investigates the potential benefits of communication by
integrating a CommNet module into two standard deep RL architectures, proximal
policy optimization (PPO) and double dueling deep Q-network (DDDQN) and bench-
marking their performance against their non-communicating counterparts. Rather
than analyzing or interpreting the communication messages themselves, the scope of
this work is limited to the architectural implementation and evaluation of communica-
tion-based agents. However, the resulting framework was intentionally designed to
be modular and extensible, laying a solid foundation for future work that could focus
on analyzing, interpreting, and potentially optimizing the content and semantics of
the communication exchanged between agents.

1.2 Objective
The objective of this bachelor’s thesis is to implement and evaluate explicit inter-agent
communication within a MARL framework for railway traffic control in Flatland3.

1https://flatland.aicrowd.com/tutorials/or.html

https://flatland.aicrowd.com/tutorials/or.html
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While we acknowledge that other approaches currently outperform RL in this do-
main in terms of efficiency2, our focus deliberately lies on RL due to its potential
to autonomously discover coordination strategies in complex, dynamic environments,
capabilities that we believe could prove increasingly valuable as problem complexity
grows. This work pursues the following aims:

• Framework establishment: Develop a robust, modular and reproducible
baseline implementation that can serve as a foundation for further experimenta-
tion like the deep dive analysis of messages and communication between agents.

• CommNet integration on PPO and DDDQN: Implement a communica-
tion network (CommNet) module for two base policies, PPO and DDDQN and
ensure seamless interoperability.

• Performance comparison: Quantitatively compare each policy with and
without CommNet in terms of deadlocks, reward gained and arrival rate.

• Research ideas: Potential suggestions for improvement and interesting leads
for future investigations can be found later on in Chapter 5.2.

Central Research Question

Can explicit inter-agent communication via CommNet improve coordination and over-
all performance in a multi-agent reinforcement learning setup for railway traffic man-
agement?

Hypothesis

We hypothesize that augmenting standard RL algorithm (PPO and DDDQN) with
CommNet will result in lower deadlock frequencies, higher cumulative rewards, and
improved arrival rates because of potential improved cooperation due to the messages,
especially in environments where agent coordination is critical for success.

Key performance indicators (KPIs)

To evaluate this hypothesis, we define the following KPIs:

• Deadlock Rate: The percentage of agents failing to reach their targets due
to deadlocks, agents facing each other and therefore getting stuck. A lower %
rate is better.

• Arrival Rate: The percentage of agents that successfully reach their destina-
tions in time. A higher % rate is better.

• Average Episode Reward: The cumulative reward per episode, reflecting
task completion efficiency, deadlock avoidance and penalty reduction. A higher
value is better.

These KPIs allow us to empirically assess whether communication leads to measurable
improvements of the models in coordination and task performance.

2https://www.aicrowd.com/challenges/flatland-3/leaderboards

https://www.aicrowd.com/challenges/flatland-3/leaderboards
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1.3 Work Approach
This study comprises four principal components:

• Flatland3 environment configuration: We establish a Flatland3 environ-
ment that enables the integration and evaluation of different reinforcement
learning algorithms. The focus lies on DDDQN, PPO and their respective
integration with a communication network, namely CommNet.

• Experimental design and methodology: We develop a suite of experiments
to assess each algorithm and to compare their performance. This includes a
detailed description of the test scenarios and evaluation metrics used to validate
our approach. More details in chapter 3.

• Result analysis: In chapter 4, we present and interpret the outcomes of the
experiments, highlighting the relative strengths and weaknesses of each method.

• Discussion and outlook: At the end in chapter 5, we examine the implica-
tions of our findings, propose directions for future research and outline potential
improvements to the established baseline.

This process guides us toward a robust baseline setup for potential future takeover
and research.

1.4 Related Work
The field of MARL examines how multiple autonomous agents learn to make de-
cisions within a shared environment to achieve individual or collective objectives.
MARL has been successfully applied across diverse domains, including a variety
of multi-player games [6] and autonomous driving [7, 8]. Despite these successes,
MARL faces several fundamental challenges. First, because each agent’s policy con-
tinuously adapts, the environment perceived by any single agent becomes inherently
non-stationary. Second, agents frequently operate under partial and heterogeneous
observability, which complicates both policy optimization and reward assignment.
Third, the joint state–action space grows combinatorial with the number of agents,
resulting in significant scalability constraints [9].

Explicit inter-agent communication has been proposed as a natural mechanism to
mitigate these issues. By enabling agents to exchange observations, learned features,
or intended actions, communication can stabilize learning dynamics and enhance co-
ordination [10, 11]. Early approaches relied on manually designed message-passing
protocols, whereas more recent work emphasizes end-to-end learning of communica-
tion policies tailored to specific tasks [9].

Communication in MARL: Classic Approaches

Communication protocols in MARL are traditionally divided into explicit and implicit
schemes. In explicit approaches, agents exchange discrete or continuous messages
over dedicated channels, as in the seminal works of Foerster et al. and Sukhbaatar
et al., who demonstrated that learned message-passing can stabilize training and
improve joint policy performance [12, 13]. However, these methods often suffer from
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scalability issues: when the number of agents grows, naive all-to-all communication
incurs prohibitive bandwidth and computational costs.

Implicit communication, by contrast, arises from the observation that agents actions
themselves can carry informational content. Das et al. showed that agents operating
under a common reward signal can implicitly coordinate without explicit message
channels, though at the expense of slower convergence and limited expressiveness in
highly non-stationary settings [14].

Emergent communication frameworks remove the need for manually defined proto-
cols, allowing agents to develop their own encoding schemes end-to-end. Peng et al.
first demonstrated this in the StarCraft domain, where learned symbolic messages
led to human-level coordination and tactics [15]. More recent studies have extended
these ideas to continuous-vector payloads and dynamic vocabularies [11, 16]. While
emergent languages can yield strong empirical gains, they often produce unclear mes-
sage structures that resist human interpretation and can be unstable under shifting
environment dynamics.

To reduce redundancy and focus communication on task-relevant content, structured
protocols impose constraints on message flow. Attention-based schemes and gating
mechanisms selectively route information between agents, reducing overhead and im-
proving robustness [17, 18]. Context-aware methods further filter messages according
to the recipient’s identity or environmental state, as shown by Li and Zhang [19].
These approaches alleviate some scalability concerns but typically rely on heuristic
topology choices that may not generalize across domains.

An aspiring direction integrates large language models into agent communication,
aiming to produce human-readable messages and facilitate human–AI collaboration
[20, 21]. Although promising for interpretability, this line of work introduces addi-
tional computational complexity and raises questions about message consistency and
safety in critical applications.

In summary, classic communication approaches in MARL, including learned message-
passing over explicit channels [12, 16], emergent languages that agents develop end-
to-end [15], and structured topologies or context-aware gating mechanisms [19], have
substantially improved coordination in a variety of domains. Nevertheless, these
methods exhibit several limitations: communication overhead grows rapidly with
the number of agents, emergent protocols often remain unreadable to human inspec-
tion, and heuristic or task-specific structures may not generalize across environments.
Moreover, in the Flatland railway benchmark, there is currently no widely adopted,
reproducible baseline unifying these communication strategies. Existing codebases
are fragmented and documentation for those repositories are either non-existant or
best case outdated, which hampers direct comparison and systematic study. But it
has been suggested on several occasions that an improved communication approach
could lead to a better understanding of the environment by the agent, which could
potentially lead to deadlocks being avoided more effectively, yielding a better result
[3, 22].
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Chapter 2

Theoretical Foundation

2.1 Reinforcement Learning
Reinforcement learning (RL) is the study of how an agent, an autonomous decision-
maker, can learn to select actions by interacting with an environment and receiving
scalar rewards as feedback. The agent is not told which actions to take. Instead,
it must discover through trial-and-error which actions yield the highest cumulative
reward, considering both immediate and future outcomes. This gives rise to two
fundamental characteristics of RL: (1) trial-and-error exploration and (2) delayed
reward, where actions may influence not only the next reward but also subsequent
states and returns. All information and theorem on how RL works are derived from
the book from Sutton [23].

A RL problem is commonly formalized as a Markov decision process and the agent’s
objective is to learn a policy that maximizes its expected return

Gt =
∞∑

k=0
γkRt+k+1, (2.1)

where γ ∈ [0, 1) is the discount factor that geometrically weights future rewards to
model the agent’s preference for immediacy and to ensure the sum converges. Unlike
supervised learning, RL does not rely on a fixed dataset of labeled examples, nor
like unsupervised learning does it aim to uncover hidden data structures. Instead,
the agent actively gathers experience to maximize its long-term reward signal Gt as
shown in Equation 2.1.

As shown in Figure 2.1, a RL agent repeatedly interacts with its environment in the
following cycle:

1. At time t, the agent observes state St.

2. It selects action At according to its policy π.

3. The environment returns a scalar reward Rt+1 and next state St+1.

Value-Based vs. Policy-Based Methods (and Beyond)

RL algorithms can be classified along two primary axes:
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Figure 2.1: MDP, Agent-environment interaction [24].

• Model-Free vs. Model-Based: Model-based methods learn or assume knowl-
edge of the environment’s transition model P (s′ | s, a) and/or reward function
R(s, a) and plan accordingly. Model-free methods bypass explicit modeling and
learn value functions or policies directly from experience.

Value-Based Methods

Model-free, value-based algorithms seek an approximation Q(s, a) ≈ q∗(s, a) of the
optimal action-value function. A greedy policy is then derived by

π(s) = arg max
a

Q(s, a) (2.2)

often augmented with ϵ-greedy or softmax exploration. DQN extend this approach
with neural function approximation but require special techniques (e.g. target net-
works, experience replay) to stabilize learning. Purely continuous action problems
typically demand an actor component (e.g. DDPG, SAC) to select actions.

Policy-Based Methods

These methods parameterize the policy πθ(a | s) directly and optimize the expected
return

J(θ) = Eτ∼πθ

[
G0
]

via ∇θJ(θ) = Eτ∼πθ

[ ∞∑
t=0
∇θ ln πθ(At | St) (Gt − bt)

]
(2.3)

where bt is a baseline (often v(st)) to reduce variance. PPO further improves stability
by clipping the policy-ratio objective and performing multiple mini-batch updates per
batch of experience [25].

Actor–Critic Methods

Actor–critic algorithms blend both worlds: the actor updates the policy via a (low-
variance) gradient that uses advantage estimates from the critic. Variants range from
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synchronous (A2C) to asynchronous (A3C) to off-policy (DDPG, SAC), each with
trade-offs in sample efficiency and stability [26].

2.2 Flatland3
Flatland3 is a MARL environment developed to simulate complex railway traffic sys-
tems. It provides a challenging testbed in which either single or multiple autonomous
train agents must navigate a shared rail network to reach their respective destina-
tions efficiently, while avoiding collisions, deadlocks, and delays [3]. The environment
is particularly suited for evaluating coordination and planning in constrained, par-
tially observable settings, and has been widely adopted for benchmarking MARL
algorithms.

Figure 2.2: Flatland environment example illustrating a grid-based
rail network with agents and stations [2].

As shown in Figure 2.2 the environment is structured as a two-dimensional discrete
grid, where each cell represents a type of track segment. The network includes vari-
ous railway elements such as straight lines, switches, crossings, and terminal points.
Agents can only move along these tracks and must adhere to their topology and
connectivity.

Figure 2.3: The eight different railway track cells available in Flat-
land [2].

Each agent has a discrete set of actions: it may move forward, remain idle, or turn
left or right if permitted by the current track configuration. These different track
configurations can be seen in Figure 2.3. Since all agents operate in a shared space and
can block one another, coordination becomes essential for overall system performance.
Furthermore, the environment enforces strict movement constraints, ensuring that
agents can only take valid actions at any given time and track position.

Flatland also introduces random malfunctions as part of its challenge. Agents may
temporarily lose the ability to move due to system failures. These malfunctions occur
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with a certain probability and last for a fixed number of time steps, adding realism
and robustness requirements to the learned policies.

The reward structure in Flatland is designed to incentivize both individual and col-
lective performance. At each time step t, agent i receives a total reward composed of
local, global, and optional penalty components:

ri(t) = αrl(t) + βrg(t) + rp(t), (2.4)

where α and β are tunable coefficients. The optional penalty ri
p(t) is received if the

move is illegal (i.e. the action cannot be executed). The local reward rl(t) en-
courages agents to reach their targets quickly and penalizes unnecessary movement
or stalling. Typically, an agent receives rl = −0.01 per time step and rl = +1 upon
successful arrival. The global reward rg(t) adds a shared incentive for cooperative
behavior, granting a bonus (e.g., rg = 1) if all agents complete their routes success-
fully.

The cumulative return for each agent over an episode of length T is defined as:

gi =
T∑

t=1
ri(t). (2.5)

For the present work, we retain the core architecture while introducing several mod-
ifications. Detailed specifications and all adjustments of our setup in Flatland are
described in chapter 3.

Observation

Flatland exposes three observation builders1, each balancing the trade-off between
information richness and dimensionality, as visualized in Figure 2.4:

• GlobalObservation: Returns the entire rail environment as a tensor of shape
h×w × c, where h and w represent the grid’s height and width, and c is the
number of feature channels (e.g., agent positions, transitions, malfunctions).
While informative, its size scales with the environment and is thus mostly useful
for debugging.

• LocalGridObservation: Produces a fixed-size local view (e.g., 15× 31) cen-
tered around the agent and rotated to align with its orientation. This reduces
dimensionality but loses global context unless supplemented with additional
channels like distance to goal.

• TreeObservation: Traverses legal paths from the agent’s position using a 4-
branch tree of fixed depth, collecting features like distance to goal or presence of
switches. The resulting vector has constant size regardless of the environment’s
scale and reflects Flatland’s rail semantics.

1https://flatland.aicrowd.com/environment/observations.html

https://flatland.aicrowd.com/environment/observations.html
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Figure 2.4: Global, local, and tree observations: A visual summary
of the three provided observation types [2].

A custom observation builder can be implemented to suit specific agent requirements
or task constraints. For a detailed specification of each observation type and custom
implementation guidelines, refer to the official Flatland documentation2.

2.3 Dueling Double Deep Q-Network
The DDDQN has been used in prior work as a non-communicative baseline in MARL
[27]. In our setting, DDDQN is chosen to enable controlled comparisons between
agents with and without communication. By using a stable and interpretable value-
based method, the effects of communication can be isolated more effectively. This
makes the analysis of emergent communication more rigorous and transparent, allow-
ing us to assess whether communication truly improves coordination, decision quality,
or learning dynamics.

DDDQN combines two foundational ideas from deep reinforcement learning:

• Double Q-Learning [28]

• Dueling Network Architectures [27]

Double Q-Learning

Standard DQN tend to overestimate Q-values because the max operator is used both
to select and evaluate actions using the same network. Double Q-Learning addresses
this by decoupling action selection and evaluation using two networks: an online
network with parameters θ, and a target network with parameters θ−. The target
value is computed as follows:

Y DoubleDQN
t = rt + γQ

(
st+1, arg max

a
Q(st+1, a; θ), θ−

)
(2.6)

This reduces overestimation and leads to more stable learning.

Dueling Network Architecture

Another limitation of standard DQN is that it often struggles to learn which states
are valuable independently of the actions taken. The dueling network architecture

2https://flatland.aicrowd.com/

https://flatland.aicrowd.com/
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addresses this by separating the estimation of Q-values into two streams:

• the state-value function V (s)

• the advantage function A(s, a)

These are then combined into the Q-value using:

Q(s, a) = V (s) +

(
A(s, a)− 1

|A|
∑
a′

A(s, a′)

)
(2.7)

This helps the network to learn the value of being in a particular state, even when
action advantages are similar.

DDDQN - Combining Both Ideas

DDDQN combines the benefits of both approaches: it uses the dueling architecture
to learn better value estimations, and applies double Q-learning updates to reduce
overestimation bias. The result is a more stable and accurate value-based RL algo-
rithm. Empirical evidence supports this design: in the work of Huang et al. [29],
their proposed variant of DDDQN (V-D D3QN) demonstrated superior performance
over standard double DQN in a custom grid map environment. Their experiments
showed that using two dueling networks with randomized updates further mitigates
value overestimation and improves generalization in dynamic environments.

2.4 Proximal Policy Optimization
PPO is a family of policy gradient methods in RL introduced by Schulman et al. [25]
to address instability and inefficiency issues in traditional policy gradient algorithms.
PPO belongs to the class of actor-critic methods and is widely favored for its simplicity
and strong empirical performance.

PPO maintains two neural networks: the actor, which parameterizes the policy
πθ(a|s), and the critic, which estimates the value function Vϕ(s). The agent in-
teracts with the environment to collect trajectories, and then uses these trajectories
to compute advantage estimates Ât, which are used to update the policy in a direction
that increases expected return.

To prevent the policy from changing too drastically during updates (which can lead
to poor performance), PPO introduces a clipped surrogate objective, defined as:

LCLIP(θ) = Et

[
min

(
rt(θ)Ât, clip(rt(θ), 1− ϵ, 1 + ϵ)Ât

)]
(2.8)

where rt(θ) =
πθ(at|st)

πθold (at|st)
is the ratio between the new and old policy probabilities, and

ϵ is a hyperparameter controlling the trust region. The clipping mechanism ensures
that the update does not excessively deviate from the previous policy, thus improving
stability.
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In addition to the surrogate objective, the full PPO loss includes a value function loss
LV (ϕ) and an entropy bonus S[πθ] to promote exploration:

Ltotal = LCLIP(θ)− c1LV (ϕ) + c2S[πθ] (2.9)

where c1 and c2 are coefficients that weight the value loss and entropy bonus, respec-
tively.

PPO alternates between sampling new trajectories from the environment and per-
forming multiple epochs of mini-batch stochastic gradient ascent on the collected
data. Its balance of performance and simplicity has made it one of the most commonly
used algorithms in single-agent and multi-agent reinforcement learning settings, and
it serves as a strong baseline in environments such as StarCraft Multi-Agent Challenge
(SMAC), Google Research Football and Hanabi challenge [30].

2.5 CommNet
The CommNet architecture, introduced by Sukhbaatar et al. in 2016 [13], addresses
a key limitation in MARL: the inability of agents to learn differentiable communi-
cation protocols end-to-end during training. Traditional approaches either fix com-
munication rules or rely on discrete message passing, which hinders scalability and
gradient-based learning.

CommNet proposes a fully differentiable communication mechanism embedded di-
rectly within the policy network. It is designed for multi-agent scenarios in which
agents can benefit from sharing information. In each communication step, local hid-
den states are aggregated across agents using the mean to produce a shared context.
This context is then combined with each agent’s local state to inform its next hidden
representation and ultimately its action decision.

As shown in Figure 2.5, the model consists of multiple stacked layers, each perform-
ing a communication step followed by local updates using shared parameters. This
structure allows each agent to condition its action not only on its own observation,
but also on a learned, global context synthesized from the collective agent states.

Figure 2.5: Overview of the CommNet model. The communication
step aggregates hidden states using a mean operation, which is then

used to update each agent’s representation [13].

We analyze CommNet as a communication-enabled baseline because it provides a
fully differentiable communication mechanism at the architectural level.
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2.6 Statistical Foundation
Our goal is to decide, for each metric, whether the CommNet variant performs better
than its baseline. Because we have only n = 5 independent seeds per configuration,
we follow small-sample guidelines [31]:

Normality check

We first test both seed-mean samples for normality (Shapiro–Wilk) [32]. If both look
approximately Gaussian, we apply a parametric comparison, otherwise we switch to
a rank-based alternative.

Parametric test

For two approximately normal groups with possibly unequal variances we use Welch’s
one-sided t-test. The test direction is fixed in advance: “CommNet > Baseline” for
score and completion; “CommNet < Baseline” for deadlock.

Non-parametric test

If normality is questionable, we rely on the one-sided Mann–Whitney U test [33],
which compares the rank ordering of the two samples and makes no distributional
assumptions.

Effect size

Alongside each p-value we report a standardised effect size: Hedges’ g [34] for the
t-test or Cliff’s δ [35] for the Mann–Whitney test. These unit-free numbers indicate
how large the difference is (small ≈ 0.2, medium ≈ 0.5, large ≥ 0.8).

Multiple testing

Three metrics are analysed in parallel within each architecture, so we control the
family-wise error rate with a Bonferroni adjustment [36]. A result is called “signifi-
cant” only if its one-sided p falls below this stricter threshold.
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Chapter 3

Methodology

In this chapter, we describe the methods and procedures employed to assess the
impact of explicit inter-agent communication in the Flatland3 environment.

3.1 Flatland3 Environment Configuration
Flatland3 builds on its predecessor Flatland2 by introducing revised generator APIs,
a more expressive train-state model and enhanced support for timetable-driven sce-
narios [37]. It also offers extensive configurability, allowing map layouts, agent spawn
points and train densities to vary dynamically on a per-episode basis, thereby provid-
ing a versatile MARL platform for the VRSP. To leverage these improvements and
maintain future compatibility, all environment customizations in this work are based
on the official Flatland3 implementation.

Spatial and Agent Layout

For our initial experiments, we limited the environment to the minimum recommended
grid size of 30× 30 cells and restricted the number of agents to two. To maintain
simplicity and allow for clear interpretation of results, the rail network consists of two
city nodes connected by two inter-city rail segments, with each city also containing
two intra-city rail segments. Our custom configuration reduces structural complexity
while retaining key coordination challenges such as routing and collision avoidance.
We chose this minimal layout due to its simplicity and low computational overhead.
More complex scenarios may be explored after thoroughly validating our approach in
this foundational setting.

Malfunctions

In real-world railway systems, disruptions such as signal failures or train breakdowns
are common challenges that require robust handling. To reflect this complexity with-
out overwhelming early learning, we opted for a balanced approach: instead of re-
moving malfunctions entirely, which would create an unrealistically ideal training
environment, we introduced a low but nonzero malfunction probability of 2× 10−4,
corresponding to one malfunction roughly every 5,000 agent steps.

This setup preserves the primary learning focus on coordination and communication
while subtly encouraging agents to develop resilience. It represents a trade-off between
robustness and training efficiency: fewer malfunctions speed up convergence but risk
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overfitting to idealized conditions, while more frequent malfunctions introduce noise
but can enrich the learning process.

In hindsight, a slightly higher malfunction rate could have made the learning signal
more informative, particularly for communication-enabled agents that may benefit
from coordination during recovery. We therefore recommend either starting with no
malfunctions for stable initial learning or increasing the malfunction rate in later
phases to strengthen adaptation to variable and more complex scenarios.

Observation Model

Agents in our experiments receive input from a compact and informative observation
model based on the TreeObsForRailEnv builder, specifically using the optimized
FastTreeObs variant developed by Adrian Egli1. This observation format represents
the local rail environment from the agent’s perspective as a flattened feature vector of
fixed size (60 dimensions), making it efficient and suitable for neural network input.

FastTreeObs encodes the reachable paths in a tree structure from the agent’s position,
recursively exploring possible future transitions. Each node in the tree captures local
rail connectivity, agent status, deadlock risks, shortest-path distances, and projected
densities of other agents, thereby preserving key decision-relevant information while
remaining independent of the map’s global dimensions.

The configuration is defined by three key parameters:

• The maximum depth controls how many steps ahead (decisions or cells) each
branch of the tree can explore.

• The observation radius limits how far in Euclidean distance the agent can
perceive from its position, acting as a spatial constraint on what parts of the
environment are visible.

• The maximum path depth per branch restricts how many nodes can be
present in each branch, effectively limiting how detailed each explored direction
can become.

In our setup, we set a maximum branching depth of 2, an observation radius of 10
cells, and a maximum per-branch node limit of 30. These values strike a balance
between offering agents enough local context for decision-making while keeping the
observation space manageable for training efficiency.

3.2 Algorithmic Implementation
As highlighted by Zhu et al. in their comprehensive survey of multi-agent deep rein-
forcement learning with communication [9], the field has produced a wide array of so-
phisticated architectures, including graph neural networks, attention-driven message-
passing and dynamic topology schemes, that can yield impressive performance in
complex coordination tasks. However, the complexity and specialized dependencies
of these methods can impede reproducibility and make systematic comparison diffi-
cult, especially when adapting to a novel environment such as Flatland3.

1https://www.researchgate.net/profile/Adrian_Egli2

https://www.researchgate.net/profile/Adrian_Egli2
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To establish a clear, extensible foundation, we therefore concentrate on two well-
studied baseline algorithms: DDDQN and PPO, before integrating explicit communi-
cation. Each algorithm is first implemented in its standard, non-communicative form
to characterize its standalone capabilities. We then augment both with a CommNet
communication module, enabling direct comparison of performance with and without
message passing. The pseudocode and a detailed descriptions of algorithm architec-
tures can be found in the appendix A.4. Other important details like environment,
and hyperparameter configurations are provided in the appendix A.4.

Baseline - Dueling Double Deep Q-Network

We adopt DDDQN as one of our baseline policies due to its demonstrated advan-
tages in stability and sample efficiency. Van Hasselt et al. [28] showed that Double
Q-learning decouples action selection from value estimation, thereby mitigating the
upward bias present in standard Q-learning and producing more reliable value pre-
dictions. The dueling network architecture further decomposes the Q-function into
separate state-value and advantage streams, which accelerates learning in environ-
ments where the importance of actions varies with the state.

We did not reimplement DDDQN from first principles. Instead, we built upon the
implementation provided by Andrian Egli in the Flatland starter kit2, therefore all
hyperparameters were also adopted from the default configuration, unless explicitly
stated otherwise. Because this repository has not been maintained since 2020 and
targets earlier Flatland versions, we performed substantial refactoring and API adap-
tations updating generator calls, state-encoding routines and observation builders to
ensure full compatibility with the revised interfaces of Flatland3.

Network Architecture

Both the value and the advantage streams are implemented as identical three-layer
multilayer perceptrons (MLPs), each consisting of three hidden layers with a com-
monly used value of 128 units. The input size is 128, matching the observation vec-
tor length, and the output of the advantage stream corresponds to the action space
size, which is 4 (representing STOP_MOVING, MOVE_LEFT, MOVE_FORWARD, MOVE_RIGHT).
Each hidden layer uses the ReLU activation function, chosen for its simplicity, com-
putational efficiency, and effectiveness in mitigating the vanishing gradient problem.
This architecture is implemented in DuelingQNetwork.py and instantiated twice:
once as the online network, whose parameters Θ are updated at every learning step,
and once as the target network, whose parameters ΘT are updated by a soft copy of
Θ using the Polyak coefficient τ = 0.0005. Maintaining a slowly moving target net-
work in this way stabilises the bootstrapped targets used during temporal-difference
updates.

Experience Replay

Transitions are stored in a fixed-size replay buffer of 32,000 experiences, sufficient for
our training environment. A mini-batch of 128 experiences is sampled uniformly from
the buffer every 200 environment steps for training. To avoid learning from highly
correlated transitions at the beginning of training, updates are delayed until the buffer
reaches a minimum size of 128 transitions [28]. The temporal-difference targets are
computed using the Double Q-learning principle, where the next action is selected

2https://gitlab.aicrowd.com/adrian_egli/neurips2020-flatland-starter-kit

https://gitlab.aicrowd.com/adrian_egli/neurips2020-flatland-starter-kit


16 Chapter 3. Methodology

using the online network and evaluated using the target network. All values were
retained from the default configuration, except for the batch size, which was reduced
from 1024 to 128. This change was made to enable more frequent weight updates
with smaller memory requirements, which can improve convergence in environments
in our short training loop [38].

Action Selection and Exploration

Action selection relies on an ε-greedy strategy with linearly decreased exploration.
At each environment step the exploration rate is updated as

εt = max
(
εend, εstart · εt

decay

)
, (3.1)

where εstart = 1.0, εend = 0.01, and εdecay = 0.99975. Because Flatland episodes
can span several hundred steps, ε is updated at every step rather than every episode,
resulting in smoother adaptation of exploration behaviour.

Baseline - Proximal Policy Optimization

PPO was chosen as our second baseline because it exemplifies the on-policy ac-
tor–critic paradigm, combining training stability with reasonable sample efficiency.
PPO’s clipped surrogate objective constrains policy updates to a trust region, pre-
venting large, destabilizing parameter shifts, an important property in multi-agent
settings where each agent’s changing policy induces non-stationarity.

In the context of centralized training with decentralized execution (CTDE), PPO ex-
tends naturally: the multi-agent PPO (MAPPO) variant augments PPO with a cen-
tralized critic, stabilizing multi-agent learning under partial observability and sparse
rewards. MAPPO has demonstrated state-of-the-art performance on complex coor-
dination benchmarks such as the SMAC [30].

In direct relation to Flatland, a MAPPO model was developed and evaluated from
scratch by Merli [39], demonstrating promising results and outperforming the top
contenders from the Flatland3 challenge.

Another notable example is local-critic PPO (LCPPO), a modified variant of the
standard PPO algorithm, in which the global critic is replaced with a local critic
architecture. This adjustment allows each agent to learn and evaluate its own value
function independently, thereby reducing the reliance on centralized value estimates.
Empirical results from LCPPO [40] have shown that this approach not only improves
scalability but also leads to better overall performance, outperforming the custom
created MAPPO [30] baseline in the Flatland environment.

Utilizing the repository provided by Egli3, we adapted his implementation of the PPO
algorithm and updated it to serve as a robust and modular baseline. All hyperparam-
eters were adopted from the default configurations, unless explicitly stated otherwise.
Our adjustments focused on ensuring the architecture remained flexible enough to
support the integration of a communication mechanism such as CommNet. By in-
cluding PPO as a policy-gradient-based baseline alongside the value-based DDDQN,

3https://gitlab.aicrowd.com/adrian_egli/neurips2020-flatland-starter-kit

https://gitlab.aicrowd.com/adrian_egli/neurips2020-flatland-starter-kit
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we establish a complementary foundation to more thoroughly evaluate the impact of
CommNet across fundamentally different reinforcement learning paradigms.

Network Architecture

The PPO implementation includes separate neural networks for the actor and the
critic. The actor network outputs a distribution over actions, while the critic estimates
the expected return from a state. The networks use MLPs with hidden size 128 by
default, and are optimised using the Adam optimiser. Gradient clipping with a norm
threshold of 0.5 is used to stabilise updates.

Action Selection

Actions are sampled from a categorical distribution produced by the actor network.
During training, the agent uses stochastic sampling to explore the policy space. For
evaluation, actions are taken deterministically by selecting the mode of the distribu-
tion. The selected action, log-probabilities, and value estimates are stored to compute
policy and value losses.

Experience Buffer

Each agent maintains a per-episode buffer of its transitions. At the end of the episode,
returns and advantages are computed using generalized advantage estimation (GAE)
with discount factor γ = 0.99 and GAE parameter λ = 0.95. The advantages and
returns are standardised before use. The replay buffer stores experiences and supports
curiosity sampling by selecting transitions with the highest temporal-difference (TD)
error.

Policy Update

After collecting a batch of transitions, the actor and critic are trained using K = 10
epochs of minibatch updates. The clipped objective is calculated according to formula
2.8.

CommNet-Integration

To facilitate explicit message passing among agents, we integrate the CommNet archi-
tecture [13] into both our DDDQN and PPO baselines. CommNet enables end-to-end
differentiable communication by having each agent broadcast a continuous latent vec-
tor that is mean-pooled and reinjected into policy networks. Despite producing non-
symbolic messages, this approach has been empirically shown to improve coordination
under partial observability: Sukhbaatar et al. report significant gains on cooperative
navigation and traffic junction tasks [13]. CommNet’s minimal architectural foot-
print, requiring only a small change in the network, renders it highly modular. These
properties motivate its adoption as a practical foundation for systematically evalu-
ating communication dynamics in the Flatland3 environment. The idea of applying
CommNet to Flatland had been considered previously but was ultimately dismissed
due to perceived redundancy [41], since the top-performing solution in the competi-
tion [42] had already implemented a custom communication mechanism within their
MAPPO. However, no empirical evidence was provided to support this redundancy
claim, motivating our approach to challenge and evaluate this assumption directly.
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Reward Shaping

The default Flatland reward function is sparse, issuing rewards only upon success-
ful arrival at an agent’s target, which can lead to slow convergence in reinforcement
learning. To address this, we implemented potential-based reward shaping to pro-
vide more informative and frequent feedback. Our choices are guided by the goal of
encouraging desired behavior while penalizing inefficient or undesirable actions:

• +1.0 for reaching the target: This reinforces the primary task objective
and remains aligned with the original Flatland reward.

• -10.0 for deadlocks: A strong negative signal discourages actions that lead to
deadlocks, which not only affect the agent itself but may block others, reducing
overall efficiency.

• -0.01 for unnecessary stops: In the early states of our experiments, we
noticed an increased stopping. This minor penalty encourages agents to keep
moving unless stopping is required, promoting smoother traffic flow.

• -0.001 for movement without reaching the goal: A small negative reward
discourages agents from wandering indefinitely without making progress toward
their destination, while not overly penalizing exploration.

• +(number of agents)2 bonus for deadlock-free completion: This global
reward is applied as a roll-out after an episode is concluded, incentivizes global
coordination and collaboration, rewarding policies that allow all agents to reach
their goals without blocking each other.

These values strike a balance between shaping the agent’s behavior and preserving the
original task objectives. The same reward scheme is applied across all four evaluated
policies to ensure fair and consistent comparisons.

3.3 Setup

Experiment Setup

All experiments were conducted on the ZHAW high-performance computing cluster,
with each training run allocated to a dedicated CPU node (AMD-Virtual, 4 threads,
16 GB RAM). The primary goal was to perform an initial empirical evaluation of
explicit multi-agent communication in the Flatland3 environment.

We began with pilot experiments limited to 10,000 episodes to verify setup correctness
and assess early learning trends (visible in appendix A.1). Based on these insights
that varied strongly, we extended the training horizon to 50,000 episodes to allow
for more meaningful and stable policy development. While convergence was not
always achieved within this limit, and learning curves had not yet fully plateaued, the
decision reflects a pragmatic trade-off between experimental depth and the constraints
of cluster availability. These results represent a first-step investigation, providing a
foundation for more extensive, future studies.

We evaluated four algorithmic variants: PPO, CommNet-PPO, DDDQN and CommNet-
DDDQN, each trained with five independent random seeds to guard against statistical
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flukes [38]. Individual runs lasted between two and four hours, resulting in approx-
imately 40 compute-hours in total for the successful runs. To isolate the effect of
the communication module, all implementations used the default hyperparameter
settings with documented tweaks. We acknowledge that a comprehensive hyperpa-
rameter search would likely yield stronger absolute results, but this was deferred in
the interest of time and resource efficiency.

Evaluation Setup

To evaluate the algorithms, we employed three KPIs. These metrics provide a com-
prehensive assessment of the effectiveness and efficiency of the learning algorithms,
capturing not only task success but also the quality of agent coordination in the
environment.

Episodes are capped at a maximum number of steps, computed as 8 × (width +
height + n_agents

n_cities ), ensuring that infinite loops (such as agents moving endlessly in
circles) are terminated. Deadlocks are strictly defined: an agent is marked as dead-
locked if it has no legal next moves or if all its possible moves lead to positions
occupied by already deadlocked agents. Agents that keep moving, even inefficiently,
are not considered deadlocked.

Score:

Score =
1
N

N∑
i=1

∑
agents Ri

max(max_steps, n_agents) (3.2)

This score measures the average normalized reward per episode over N episodes. For
each episode, the total reward received by all agents is computed and then divided by
the number of agents in that episode. The final score is obtained by averaging these
normalized rewards across all N episodes.

Completion:

Completion =
1
N

N∑
i=1

finished_agentsi

n_agentsi

(3.3)

This metric represents the average proportion of agents that successfully reached their
targets across N episodes. For each episode, the number of agents that completed
their tasks is divided by the total number of agents, and the results are then averaged
over all episodes.

Deadlocked:

Deadlocked =
1
N

N∑
i=1

deadlocked_agentsi

n_agentsi

(3.4)

This metric captures the average fraction of agents that became permanently stuck,
(i.e., deadlocked, across N episodes). For each episode, the number of deadlocked
agents is divided by the total number of spawned agents, and the mean is computed
over all episodes.
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Evaluation

Due to resource constraints and significantly fewer training episodes, it was not fea-
sible to evaluate our models against existing benchmark submissions. As a result, we
designed a smaller-scale evaluation tailored to assess the potential of our implemen-
tations, laying the groundwork for future expansion and improvement. After training
all model implementations, we conducted a custom final evaluation to compare their
performance under identical conditions. Each model was evaluated on the same set
of 100 fixed but previously unseen maps, using a consistent set of map seeds to ensure
comparability. For each individual run, the arithmetic mean of the KPIs were com-
puted across all 100 episodes. These per-run averages were then aggregated across
five different seeds per model to produce a final set of performance indicators, which
form the basis for comparison in Section 4.

Evaluation Statistical Significance

To decide whether the CommNet variant improves its baseline, we compared per-seed
means (n = 5 vs. n = 5) as follows:

1. Normality. A Shapiro–Wilk test on each group. If both p > 0.05 we used
Welch’s one-sided t-test; otherwise the one-sided Mann–Whitney U test.

2. Directional H1. Directions were preregistered: “CommNet > Baseline” for
score and completion, “CommNet < Baseline” for deadlock.

3. Multiple testing. The three metrics within one architecture form one test
family. Bonferroni adjustment: αadj = 0.05/3 = 0.0167.

4. Effect size. Alongside p-values we report Hedges g (parametric) or Cliff’s δ
(non-parametric).

3.4 Reproducibility
To reproduce the results from our Bachelor’s thesis on multi-agent reinforcement
learning for train rescheduling, simply clone our GitHub repository4 and follow the
environment setup instructions.

Extension Guide
The file multi_agent_training.py is the core functionality of the training pipeline,
where custom observations and policies can be integrated. The training loop, includ-
ing episodes, step-wise interactions, training updates, and evaluations, is modularly
designed and can be adapted to fit the specific requirements of new policies or exper-
iments.

To customize testing, experimentation, or evaluation settings, users are encouraged
to create dedicated configuration files in JSON format. These configuration files allow
for flexible adjustments of environment, policy, and evaluation parameters without
modifying the core codebase. They can be then executed in the run_experiment.py
file.

4https://github.zhaw.ch/RAI-Student-Projects/25_FS_BA_RL-train_scheduling

https://github.zhaw.ch/RAI-Student-Projects/25_FS_BA_RL-train_scheduling


21

Chapter 4

Results

In this chapter, we present the key findings from our experimental comparison of base-
line policies (DDDQN, PPO) and their corresponding CommNet-augmented variants.
For clarity, only plots that exhibit particularly notable differences are included here.
A more comprehensive set of training and evaluation curves can be found in Appendix
A.3.

Training Results

Overhead-Analysis

While not a primary objective of this study, we report the average training times
for each policy to provide insight of our experiment into the resource consumption
associated with MARL in Flatland. Table 4.1 summarizes the average training dura-
tions in seconds across different policy variants. Unsurprisingly, models incorporating
explicit communication mechanisms (CommNet-PPO and CommNet-DDDQN) tend
to require more training time than their non-communicative counterparts, due to
increased input dimensionality and additional computation in the forward pass.

Model Average Training Time (s)

DDDQN 7873.10
CommNet-DDDQN 8416.02
PPO 9594.74
CommNet-PPO 15721.72

Table 4.1: Average training time comparison between CommNet and
non-CommNet variants of PPO and DDDQN agents.

These results are useful for contextualizing the computational cost of more complex
models and may guide resource planning for future experiments.

DDDQN vs. CommNet-DDDQN

The training curves show that CommNet-DDDQN consistently outperforms DDDQN
across all five seeds in terms of completion rate (Figure 4.1), with CommNet agents
reaching nearly three times the completion percentage by episode 50,000, indicating
enhanced coordination and better task success through communication; at the same
time, the deadlock rate (Figure A.3) remains slightly elevated for CommNet-DDDQN
throughout training, suggesting that while communication improves throughput, it
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Figure 4.1: Training curves for DDDQN (dashed lines) and
CommNet-DDDQN across five seeds: (right) completion rate (%)
showing a strong advantage for CommNet-enabled agents, and (left)
deadlock rate (%) indicating slightly higher interference risks when

communication is enabled.

may also introduce complex inter-agent dynamics that occasionally lead to increased
interference in high-traffic areas, complementary score curves can be found in the
appendix (Figure A.2) for further context.

PPO vs. CommNet-PPO

The training plots reveal that while the communication-enhanced variant struggles
to match PPO in terms of completion rate, plateauing earlier and failing to achieve
comparable improvements beyond 10,000 episodes (Figure 4.2), other dynamics such
as deadlock reduction and reward trends, though less pronounced, can be observed
in the Appendix (Figure A.5 and Figure A.4).

Figure 4.2: Training completion rate (%) for PPO (dashed lines)
and CommNet-PPO across five seeds.

Evaluation Results
The consistently negative scores result from the strict reward structure and the agents’
limited learning progress. Since agents have not yet reliably learned to reach their
goals, they primarily accumulate penalties instead of positive rewards. However, with
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extended training time and continued exploration, the average score may gradually
shift toward positive values as agents improve their behavior.

Model Score Completion Deadlock

DDDQN -0.207 0.053 0.002
CommNet-DDDQN -0.215 0.232 0.011
PPO -0.117 0.293 0.038
CommNet-PPO -0.273 0.039 0.008

Table 4.2: Aggregated evaluation results on 100 maps across five
seeds per model.

DDDQN vs. CommNet-DDDQN

The comparison between DDDQN and its communication-augmented variant, CommNet-
DDDQN, highlights the tangible benefits of inter-agent communication in value-based
methods. While the Score of CommNet-DDDQN (−0.215) is slightly lower than
DDDQN (−0.207), this difference is marginal and likely within variance. The major
improvement is seen in the Completion rate, which jumps from 0.053 (DDDQN) to
0.232 (CommNet-DDDQN), a more than fourfold increase. This suggests that com-
munication enables agents to better coordinate and avoid conflicts, leading to more
successful deliveries. In terms of Deadlock, the rate increases slightly from 0.002 to
0.011, which is an acceptable trade-off considering the gain in task completion. This
trade-off implies that while communication improves collaboration, it may introduce
some complexity that occasionally results in conflict. Nonetheless, CommNet proves
especially effective in enhancing coordination in environments where DDDQN alone
struggles to scale.

PPO vs. CommNet-PPO

In the PPO-based comparison, the results show a more nuanced picture. Standard
PPO achieves the best Score (−0.117) and the highest Completion rate (0.293) among
all tested models, clearly demonstrating its effectiveness in high-level planning and
execution. However, the Deadlock rate of PPO (0.038) is also the highest, indicating
a tendency for agents to collide or enter unsolvable configurations during complex
episodes.

CommNet-PPO, on the other hand, underperforms on both Score (−0.273) and Com-
pletion (0.039), with only a modest improvement in Deadlock rate (0.008). This
underwhelming performance could stem from architectural incompatibilities between
CommNet and PPO, where the added communication layers might disrupt the sta-
ble training dynamics of policy-gradient methods. The lower deadlock rate suggests
some improvement in safety or coordination, but it comes at a considerable cost to
overall task performance. These results highlight that while CommNet enhances co-
ordination in value-based approaches like DDDQN, its integration into actor-critic
methods such as PPO may require more careful tuning or structural adaptation to
yield benefits.
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Statistical Significance
It is well known that direct performance comparisons in RL can be problematic, as
results often exhibit high variance and significant fluctuations due to randomness in
training and environment dynamics [43, 44]. To ensure that our observed perfor-
mance differences are not merely artifacts of random seed variation, we conducted a
systematic evaluation of statistical significance, following the procedure described in
Section 3.3.

Tables 4.3 and 4.4 summarizes, for each comparison, the test statistic and the one-
sided p-value. ”n.s.” indicates ”not significant” at the Bonferroni-adjusted level αadj =
0.0167.

DDDQN vs. CommNet-DDDQN

Metric Test Statistic pone-sided (Sig.) Effect

Score t = −0.33 .624 (n.s.) g = −0.19
Completion U = 22 .028 (n.s.) δ = +0.76
Deadlock U = 21 .974 (n.s.) δ = +0.68

Table 4.3: DDDQN baseline vs. CommNet-DDDQN. One-sided tests
(greater for Score/Completion, less for Deadlock); Bonferroni thresh-

old αadj = 0.0167. Eff.: Hedges g or Cliff’s δ.

Score

The preregistered one-sided t-test (µCommNet > µBase) produced t = −0.33 and p1s =
0.624 > 0.0167. Because the statistic is negative, CommNet-DDDQN’s mean score is
in fact lower than the baseline’s. Hedges’ g = −0.19 denotes a very small effect. No
evidence of a score improvement.

Completion

As illustrated in Figure 4.3, CommNet-DDDQN’s completion rates are substan-
tially higher than those of DDDQN. A one-sided Mann–Whitney U test (alternative:
CommNet-DDDQN > DDDQN) yields U = 22.000 with p = 0.0278. Although this
p-value (0.0278) suggests a trend in favor of CommNet-DDDQN, it still exceeds our
Bonferroni-corrected threshold αadj = 0.0167. Therefore, we classify the difference as
not significant at the family-wise level.

Figure 4.4 further shows the completion values sorted within each seed. In four
out of five seeds, CommNet-DDDQN outperforms DDDQN, reinforcing the observed
upward trend even though it does not reach the adjusted significance level.
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Figure 4.3: Distribution of completion for DDDQN versus
CommNet-DDDQN over five seeds. The histogram (left) and box-
plot (right) both demonstrate that CommNet-DDDQN achieves higher

completion rates.

Figure 4.4: Sorted completion values per seed for DDDQN (blue)
and CommNet-DDDQN (orange). In four of the five runs, CommNet-

DDDQN maintains a higher completion score.
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Deadlock

For deadlocks the alternative is reversed (CommNet < Base). The Mann–Whitney
test returns U = 21 and p1s = 0.974, far from significance. Cliff’s δ = +0.68 (positive
sign) means that, if anything, CommNet-DDDQN creates more deadlocks, yet the
estimate is highly uncertain. No reliable eduction in deadlocks can be claimed for
this configuration.

PPO vs. CommNet-PPO

Metric Test Statistic pone-sided (Sig.) Effect

Score t = −13.94 1.000 (n.s.) g = −7.96
Completion U = 0 1.000 (n.s.) δ = −1.00
Deadlock t = −3.17 .0066* g = −1.81

Table 4.4: PPO baseline vs. CommNet-PPO; same test directions
and αadj. * significant at the adjusted level.

Score

The preregistered one-sided t-test H1 : µCommNet-PPO > µPPO returned t = −13.94
and p1s = 1.000. Because the observed mean score of the CommNet variant is much
lower than that of the baseline, the test statistic is negative and the one-sided p attains
its maximum value (directional miss). Hedges’ g = −7.96 indicates an extraordinarily
large negative effect. There is no evidence in favour of an improvement.

Completion

A one-sided Mann–Whitney U -test with the same directional hypothesis produced
U = 0 and p1s = 1.000. Cliff’s δ = −1.00 (its theoretical minimum) shows that
every CommNet-PPO run completes fewer trains than its PPO counterpart. Again,
the directional test cannot flag significance because the effect points opposite to the
hypothesised side. CommNet communication markedly reduces completion rate.
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Deadlock

A one-sided t-test (alternative: µCommNetPPO < µPPO, since lower deadlock is better)
yields t = −3.174, p = 0.0066. Because p < 0.0167, we conclude that CommNet-
PPO achieves a statistically significant reduction in deadlock rate compared to PPO.
Figure 4.5 illustrates this effect: in the left panel, the histogram of per-episode dead-
lock values shows that CommNet-PPO (orange) is heavily concentrated near zero,
whereas PPO (blue) exhibits a longer tail of higher deadlock rates. In the right
panel, the boxplot further highlights this difference: the median deadlock rate for
CommNetPPO is close to zero, with a much narrower interquartile range and fewer
extreme outliers, while PPO’s median is substantially higher and its distribution is
more dispersed. Hedges’ g = −1.81 denotes a very large beneficial effect. CommNet-
PPO substantially lowers the number of deadlocks, a safety gain that comes at the
expense of score and completion.

Figure 4.5: Distribution of Deadlocks Rates for PPO vs. CommNet-
PPO.
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Chapter 5

Discussion and Outlook

5.1 Conclusion
The primary objective of this thesis was to integrate an explicit inter-agent commu-
nication mechanism (CommNet) into two baseline reinforcement-learning algorithms
(PPO and DDDQN) and to evaluate their performance in the Flatland3 railway traffic
control environment. Specifically, we wished to determine whether CommNet could
improve key metrics such as collision avoidance (deadlock rate), completion rate and
average reward compared to the original, non-communicating algorithm.

Summary of Findings:

• PPO vs. CommNet-PPO: Across five independent seeds, CommNet-PPO
achieved a statistically significant reduction in deadlock (t = −3.174, one-sided
p = 0.0066 < αadj = 0.0167), indicating that communication enabled agents to
avoid mutual blockage more effectively than vanilla PPO. However, this benefit
was accompanied by a marked drop in both score (t = −13.938, p = 1.0000)
and completion (U = 0.000, p = 1.0000), neither of which reached significance
under the Bonferroni-adjusted threshold. In other words, while CommNet-
PPO excels at conflict resolution, it appears to sacrifice reward maximization
and successful episode completion when communication is introduced.

• DDDQN vs. CommNet-DDDQN: CommNet-DDDQN exhibited a visi-
ble upward trend in completion in four out of five seeds, median comple-
tion rates exceeded those of DDDQN but the one-sided Mann–Whitney U -test
(U = 22.000, p = 0.0278 > αadj) did not achieve statistical significance. Neither
score (t = −0.327, p = 0.6239) nor deadlock (U = 21.000, p = 0.9738) showed
any significant improvement. Thus, although suggestive evidence points toward
a possible completion-rate advantage for CommNet-DDDQN, the current data
do not allow us to conclude definitively that CommNet enhances DDDQN given
our sample size and variance.

Implications Relative to Objectives

The results partially fulfill the original goal of this work: CommNet does enable
better deadlock avoidance for PPO (fulfilling the ”collision avoidance” aim), but this
gain comes at the cost of throughput and reward, undermining overall performance.
For DDDQN, while there is an encouraging trend in completion rate, no statistically
significant benefit was established, leaving the question of whether communication
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meaningfully aids DDDQN unresolved. These mixed outcomes highlight that the
efficacy of explicit communication depends critically on the base algorithm. Further
testing and hyperparameter tuning is needed to solidify this hypothesis and clarify
under which conditions communication becomes beneficial.

Limitations

We emphasize that our evaluation was conducted under several practical constraints:

• Default hyperparameters. All learning-rates, network sizes, batch-sizes, explo-
ration schedules, and optimizer settings were taken from the preexisting reposi-
tory defaults without exhaustive tuning. As a result, neither PPO nor DDDQN
(with or without CommNet) was optimized for the Flatland3 task, and different
hyperparameters might shift the observed performance gaps.

• Fixed training horizon. Each agent was trained for exactly 50,000 episodes. In
scenarios where communication is beneficial, convergence often requires more
training steps (especially for deep actors/critics with message passing). Agents
might continue to improve beyond this cutoff point, so performance differences
could evolve if a longer training regime was used.

• Reward-shaping design. The reward-shaping scheme employed (e.g. +1 for suc-
cessful completion, -10 for deadlock, without intermediate shaping) was chosen
for consistency with the baseline experiments. Alternate shaping strategies,
such as giving a small bonus for each collision avoided or a distance-based
reward, may encourage different learning behaviors and a stronger use of com-
munication.

• Limited environment variety. Experiments were confined to a small set of Flat-
land3 map layouts (fixed grid sizes, fixed switch density, fixed number of agents).
These particular configurations may not reflect larger or more complex rail net-
works. As a result, conclusions about CommNet’s efficacy may not generalize
to other topologies or to real-world railway environments.

• Computational resources. All training and evaluation were performed on a
single compute cluster with limited CPU/GPU availability. This restricted our
ability to run larger-scale hyperparameter sweeps, train on more seeds, or test
on larger grid sizes.

• Sample size limitation. Each architecture was evaluated with only n = 5 ran-
dom seeds. Such a small replication count makes the sampling distributions
of performance metrics wide and sensitive to individual outliers. A single un-
lucky seed can shift the group mean or variance substantially. Consequently, a
non-significant test result cannot be interpreted as proof that the two agents
are equivalent. Future studies should increase the number of seeds (15–30 are
recommended in current RL-evaluation guidelines [38]).

5.2 Ideas for Future Research
In this section, we outline two categories of future research: (1) extensions that
build directly on the limitations and findings of the present work, and (2) additional
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promising directions that were beyond the scope of this Bachelor’s thesis but merit
investigation.

1. Directions Based on the Present Study

The experimental constraints and mixed outcomes observed in Chapters 4 suggest
several immediate avenues for deepening and refining the evaluation of CommNet-
augmented policies in Flatland3:

Rigorous Hyperparameter Optimization

In our study, all learning-rate schedules, network architectures, optimizer settings,
and CommNet message-passing parameters were inherited from existing repository
defaults rather than exhaustively tuned for Flatland3. Future work should employ
systematic hyperparameter search methods (e.g., grid search, Bayesian optimization,
or population-based training) for each algorithm (PPO, DDDQN, CommNet-PPO,
CommNet-DDDQN) to determine whether tuned configurations yield larger or more
consistent performance gains.

Extended Training Horizon

Each agent in this thesis was trained for a fixed horizon of 50,000 episodes. It is
plausible that CommNet-augmented agents, which must learn both base policies and
inter-agent message encoding/decoding, require more time to converge fully. Fu-
ture experiments should extend training beyond 50,000 episodes, potentially up to
100,000 or more [22, 40, 42, 45] to ascertain whether the trends observed (e.g., re-
duced deadlocks for CommNet-PPO) translate into enduring improvements in score
and completion.

Reward-Shaping Variations

We employed a relatively simple reward-shaping scheme. Prior work has shown that
reward engineering can profoundly influence multi-agent coordination dynamics [22].
A dedicated study could explore alternative shaping strategies such as successful nav-
igation through high-conflict areas such as railway switches, crossings, or junctions,
could foster better coordination. Similarly, penalising congestion or rewarding agents
that yield or reroute to avoid deadlock may encourage more collaborative policies.
Indeed, reward design itself could constitute a standalone Bachelor’s thesis.

Diverse Environment Configurations

All experiments were conducted on a limited set of Flatland3 maps with fixed grid
dimensions, track topologies, and agent counts. To assess generalizability, future
research should evaluate CommNet-enhanced and vanilla policies on a broader variety
of environments, including:

• Larger grids and more complex switch layouts.

• Variable agent densities (e.g., 5,10,15+ agents simultaneously).

• Higher malfunction rate (for more extreme situations and potential adaption)

Such variations would reveal whether observed gains (or trade-offs) persist under
more realistic and challenging conditions.
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Benchmarking Against State-of-the-Art Solutions

The MAMBA and JBR teams (the winners of the NeurIPS 2020 Flatland Challenge)
released their codebases, which incorporate custom communication heuristics on top
of PPO models [42]. A detailed study comparing our CommNet implementations
with the JBR communication heuristics (e.g., reservation tables, local message tags)
would clarify which communication strategies yield the best performance in practice.
Furthermore, studying how their methods scale to larger environments could inform
improvements to CommNet or hybrid approaches.

Interpretation of Communication

Analyzing the content and structure of exchanged messages is a crucial avenue for
future investigation. In exploratory experiments, we logged the high-dimensional mes-
sage vectors transmitted by CommNet agents and applied dimensionality-reduction
technique t-SNE [46] to visualize cluster patterns at various training stages. Al-
though these initial results did reveal emergent clustering behavior suggesting that
agents learn to encode situationally relevant features the clusters were not sufficiently
well-separated or interpretable to draw concrete conclusions.

A more thorough analysis would align message-vector clusters with specific environ-
mental contexts (e.g., approaching a junction, negotiating a shared track segment, or
avoiding imminent collisions). By correlating clusters with discrete map situations,
one could identify which aspects of local or global state (such as distance to near-
est train, track occupancy, or switch configuration) drive particular communication
patterns. These insights could inform the design of more efficient or targeted commu-
nication protocols, reveal latent factors that agents prioritize during coordination, and
ultimately lead to architectures that explicitly incorporate semantic features rather
than learning all encodings end-to-end. Such an interpretability study represents
an important bridge between black-box message passing and human-understandable
coordination strategies in MARL.

2. Additional Promising Directions

Beyond direct extensions of our methodology, several alternative approaches to inter-
agent communication appear promising but were not explored in this thesis due to
time and resource constraints:

Localized Communication Protocols

CommNet, by design, exchanges full embeddings among all agents. This approach
does not scale well when the number of agents increases [9]. A more scalable alterna-
tive is to restrict communication to pairs (or small subsets) of agents that are in direct
proximity or on the same track segment a form of communication in the observable
space. Such localized or ”contact-based” message-passing would reduce bandwidth
requirements and might more closely mimic real-world signaling in rail networks.

Context-Aware Communication (CACOM)

Context-Aware Communication frameworks, such as CACOM [19], decouple inter-
agent messaging into two stages: (1) agents exchange coarse environment context to
establish a shared situational understanding, and (2) they selectively generate and
broadcast personalized messages tailored to relevant receivers. Preliminary tests (not
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reported in detail here) indicated that CACOM may be a competitive candidate.
However, initial experiments in Flatland3 required substantial adjustments (both
architectural and computational) beyond the scope of this thesis. A systematic in-
vestigation of CACOM in the railway control domain could reveal whether selectively
filtered messages yield better coordination than global CommNet broadcasts.

Dream-Based Coordination with JEPA

Recent work on Joint Embedding Predictive Architectures (JEPA) [47] suggests that
agents can ”dream” plausible future trajectories independently and then share these
imagined trajectories as a form of communication. In a railway context, each agent
could simulate its own future path, and these predictions could be exchanged among
agents to coordinate routing decisions preemptively. While highly intriguing, imple-
menting JEPA in Flatland3 would require substantial additional capacity for example,
training a separate transition predictor and embedding module and was therefore out-
side our current capabilities. Nevertheless, JEPA-based dreaming for coordinated RL
warrants future investigation.

Graph Neural Network (GNN) Communication

Flatland3’s underlying grid can be naturally represented as a graph (with stations and
switches as nodes, tracks as edges). GNN-based communication protocols leverage
message aggregation over graph edges, allowing each agent to exchange information
with its neighbors in a learned, attention-weighted fashion [9]. Integrating a GNN
communication layer into PPO or DDDQN could enable more scalable, structured
interactions that exploit Flatland3’s graph topology.

Hierarchical and Hybrid Architectures

Hierarchical RL frameworks (e.g., options, meta-controllers) can be extended with
communication at multiple levels: low-level controllers may exchange immediate
collision-avoidance signals, while high-level planners communicate long-term routing
goals. Hybrid architectures combining CommNet, attention-based message filtering,
and hierarchical control may strike a balance between simplicity and scalability.

Collectively, these future directions underscore that explicit inter-agent communi-
cation in MARL remains an open and fertile area of research. By acknowledging
both the limitations of the present study and the broader landscape of emerging
approaches, subsequent work can build more scalable, robust, and generalizable com-
munication mechanisms for railway traffic control and other multi-agent domains.
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Appendix A

A.1 Task Definition
Title: Applying Reinforcement Learning to Train Scheduling

Goal:

• literature study on current state-of-the-art systems and methods for RL

• setting up the virtual environment

• select promising candidate solutions to perform RL

• designing and carrying out experiments in the Flatland environment to test
these solutions

• writing a scientific report with a focus on motivation, argumentation and results

A.2 AI Declaration
Generative AI systems and tools were utilized during various stages of this work.
Specifically, ChatGPT was occasionally employed to enhance the clarity and wording
of the text, as well as to support comprehension of specific content. GitHub Copilot
and ChatGPT were used to assist in the development and debugging of program code.
Additionally, Perplexity.ai supported the literature search process.
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A.3 Plots

Figure A.1: Early training (10,000 Episodes) completion rate for
DDDQN (dashed lines) and PPO across five seeds.

Figure A.2: Training score for DDDQN (dashed lines) and
CommNet-DDDQN across five seeds.
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Figure A.3: Training deadlock rate (%) for DDDQN (dashed lines)
and CommNet-DDDQN across five seeds.

Figure A.4: Training score for PPO (dashed lines) and CommNet-
PPO across five seeds.
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Figure A.5: Training deadlock rate (%) for PPO (dashed lines) and
CommNet-PPO across five seeds.

Figure A.6: Distribution of Scores for DDDQN vs. CommNet-
DDDQN.

Figure A.7: Distribution of Deadlock Rates for DDDQN vs.
CommNet-DDDQN.
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Figure A.8: Distribution of Score Rates for PPO vs. CommNet-
PPO.

Figure A.9: Distribution of Competion Rates for PPO vs.
CommNet-PPO.
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A.4 Pseudocodes and Configurations

Algorithm 1 DDDQN training loop
1: Input: replay buffer D, learning rate α
2: Initialise online network Qθ and target network Qθ− ← Qθ

3: for episode = 1 to N do
4: Reset environment, get s0
5: for time step t = 0, . . . , T do
6: With probability ε select random action at

7: Else at ← arg maxa Qθ(st, a)
8: Execute at, observe rt, st+1, done
9: Store (st, at, rt, st+1, done) in D ▷ experience replay

10: if |D| > batch_size then
11: Sample mini-batch {(sj , aj , rj , s′

j , dj)}Bj=1
12: a∗

j ← arg maxa Qθ(s
′
j , a) ▷ Double DQN action

13: yj ← rj + γ(1− dj)Qθ−

(
s′

j , a∗
j

)
14: L← 1

B

∑
j(yj −Qθ(sj , aj))2

15: θ ← θ− α∇θL
16: end if
17: if t mod C = 0 then
18: θ− ← τθ + (1− τ )θ− ▷ soft (or hard) update
19: end if
20: if done then break
21: end if
22: end for
23: end for

Algorithm 2 PPO with clipped surrogate objective
1: Input: initial policy πθ, value net Vϕ

2: for iteration k = 1 to K do
3: Collect T transitions by acting with πθ

4: Compute advantages Â1:T using Vϕ

5: for epoch e = 1 to E do
6: Optimise θ wrt. LCLIP(θ)
7: Optimise ϕ wrt. MSE(Vϕ(s), Rt)
8: end for
9: πθold ← πθ ▷ update reference policy

10: end for
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Algorithm 3 CommNet training inside DDDQN
Input: replay buffer D, learning-rate α, communication passes Kcomm

1: Initialize online CommNet Qθ and target network Qθ− ← Qθ

2: for episode = 1 to N do
3: Reset environment, obtain joint observation {oi,0}Ni=1
4: for time step t = 0 to T do
5: for all agents i = 1, . . . , N in parallel do
6: h

(0)
i ← fenc(oi,t) ▷ local encoder

7: end for
8: for ℓ = 0 to Kcomm − 1 do
9: for all agents i do

10: m
(ℓ)
i ← 1

N−1
∑

j ̸=i Wmh
(ℓ)
j ▷ mean message

11: h
(ℓ+1)
i ← σ

(
Whh

(ℓ)
i + Wcm

(ℓ)
i

)
12: end for
13: end for
14: for all agents i do
15: Compute Qθ(oi,t, a) from h

(Kcomm)
i

16: Pick ai,t via ϵ-greedy; execute; observe ri,t, oi,t+1, di,t
17: Store (oi,t, ai,t, ri,t, oi,t+1, di,t) in D
18: end for
19: if |D| > batch_size then
20: Sample mini-batch B for every agent
21: for all (o, a, r, o′, d) ∈ B do
22: a∗ ← arg maxa′ Qθ(o

′, a′) ▷ Double DQN
23: y ← r + γ(1− d) ·Qθ−(o′, a∗)

24: L +=
(
y−Qθ(o, a)

)2

25: end for
26: θ ← θ− α∇θ

1
|B|L

27: end if
28: if t mod C = 0 then ▷ target-network update every C steps
29: θ− ← τθ + (1− τ )θ−

30: end if
31: if all di,t then break
32: end if
33: end for
34: end for
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Algorithm 4 CommNet training inside PPO
1: Input: shared CommNet parameters θ, critic ϕ
2: for iteration k = 1 to K do
3: Initialise rollout buffer B
4: for environment step t = 1 to T do
5: for all agents i = 1, . . . , N in parallel do
6: h

(0)
i ← fenc(oi,t) ▷ local encoder

7: end for
8: for ℓ = 0 to Kcomm − 1 do
9: m

(ℓ)
i ← 1

N−1
∑

j ̸=i Wmh
(ℓ)
j ▷ mean aggregation

10: h
(ℓ+1)
i ← σ

(
Whh

(ℓ)
i + Wcm

(ℓ)
i

)
11: end for
12: πθ(a1:N ,t|o1:N ,t)← g(h

(Kcomm)
1:N )

13: Execute joint action, store transition in B
14: end for
15: Compute advantages Â and returns R with critic Vϕ

16: Update θ via MAPPO loss (policy + entropy)
17: Update ϕ via value loss
18: end for

Listing A.1: Evaluation Environment Configuration (ID: 1)
1 ENV_CONFIG = {
2 " n_agents ": 2,
3 "x_dim": 30,
4 "y_dim": 30,
5 " n_cities ": 2,
6 " max_rails_between_cities ": 2,
7 " max_rail_pairs_in_city ": 1,
8 " malfunction_rate ": 1/5000 ,
9 }
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Listing A.2: Custom Configuration Example Used for Training
1 {
2 " n_episodes ": 50000 ,
3 " n_evaluation_episodes ": 10,
4 " training_env_config ": 1,
5 " evaluation_env_config ": 1,
6 " checkpoint_interval ": 10000 ,
7 " eps_start ": 1.0,
8 " eps_end ": 0.01 ,
9 " eps_decay ": 0.99975 ,

10 " buffer_size ": 32000 ,
11 " buffer_min_size ": 0,
12 " restore_replay_buffer ": "",
13 " save_replay_buffer ": false ,
14 " batch_size ": 128,
15 "gamma": 0.99 ,
16 "tau": 0.0005 ,
17 " learning_rate ": 0.00005 ,
18 " hidden_size ": 128,
19 " update_every ": 200,
20 " use_gpu ": false ,
21 " num_threads ": 4,
22 " K_epoch ": 10,
23 " policy ": "PPO",
24 " load_policy ": null ,
25 " action_size ": "full",
26 " eval_mode ": false ,
27 " use_observation ": " FastTreeObs ",
28 " max_depth ": 2,
29 " observation_radius ": 10,
30 " observation_max_path_depth ": 30,
31 " render ": false ,
32 " eval_render ": false ,
33 " render_deadlocked ": false ,
34 " no_regeneration ": false ,
35 " n_agent_fixed ": true ,
36 " n_agent_iterate ": false ,
37 " skip_unfinished_agent ": 9999.0 ,
38 " disable_wandb ": true ,
39 " wandb_project_name ": " BA_RL_experiment ",
40 "seed": null
41 }
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