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Abstract

Pelvic organ prolapse and pelvic floor descent are conditions that significantly affect patient
well-being and require precise anatomical analysis for diagnosis and treatment planning. Man-
ual segmentation of pelvic MRI scans is time-consuming and expertise-intensive, limiting scal-
ability and speed in clinical practice.
This thesis presents the design, implementation, and evaluation of an AI-based segmentation tool
for pelvic organ structures using deep learning and the MONAI Label framework. The primary
focus is on segmenting the bladder and hip joints in MRI scans. The system combines a UNet-
based convolutional neural network with active learning techniques in an interactive annotation
loop, enabling efficient model refinement through human-in-the-loop corrections.
Data were sourced from the University Hospital Zurich and included 131 MRI volumes. Anno-
tations were conducted using 3D Slicer, assisted by AI-generated predictions. The final model,
trained on 116 annotated scans, achieved strong quantitative performance with a mean Dice
score of 0.94 on unseen test data.
This project demonstrates the feasibility of using AI-assisted workflows in medical image seg-
mentation for pelvic floor applications. The developed tool lays the groundwork for future clin-
ical integration, more detailed organ coverage, and real-time diagnostic support.
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List of Abbreviations

AI Artificial Intelligence

API Application Programming Interface

CNN Convolutional Neural Network

CSV Comma Separated Values

CT Chromatography

DICOM Digital Imaging and Communications in Medicine

FEM Finite Element Method

GUI Graphical User Interface

HTTP Hypertext Transfer Protocol

IMES Institute of Mechanical Systems

MONAI Medical Open Network for Artificial Intelligence

MRI Magnetic Resonance Imaging

NIfTI Neuroimaging Informatics Technology Initiative

POP Pelvic Organ Prolapse

ReLU Rectified Linear Unit

RESTful Representational State Transfer
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Glossary

class A category or group that pixels or regions in an image are assigned to during segmenta-
tion, representing different anatomical structures or tissue types.

contracting path The encoder portion of a UNet architecture that progressively reduces spatial
dimensions while increasing feature channels to capture semantic information.

convolutions Mathematical operations that apply filters to input data to extract spatial features,
fundamental building blocks of convolutional neural networks.

DICOM Digital Imaging and Communications in Medicine, a standard format for storing and
transmitting medical imaging information including metadata.

encoder-decoder An architecture pattern where the encoder compresses input into a compact
representation and the decoder reconstructs the desired output from this representation.

enhanced gradient propagation Improved flow of gradients through deep networks using
techniques like skip connections, enabling better training of deeper architectures.

expansive path The decoder portion of a UNet architecture that progressively increases spatial
dimensions while reducing feature channels to produce the final segmentation map.

feature Distinctive characteristics or patterns extracted from image data that help the neural
network distinguish between different classes or structures.

framework A software platform that provides a foundation and standardized way to build and
deploy applications, offering pre-built components and architectural patterns.

generalization The ability of a machine learning model to perform well on new, unseen data
that was not part of the training process.

L2 regularization A regularization method that adds the sum of squared weights to the loss
function, encouraging smaller weight values and reducing model complexity.

label The assigned class identifier for each pixel or region in a segmented image, typically
represented as integer values or color codes.

low-level pipeline engineering The detailed implementation of data processing workflows
including memory management, optimization, and system-level considerations for effi-
cient execution.

max-pooling A downsampling operation that reduces spatial dimensions by selecting the max-
imum value within a defined window, helping to reduce computational load and achieve
translation invariance.

metadata Descriptive information about data that provides context such as acquisition param-
eters, patient information, and imaging specifications.

NIfTI Neuroimaging Informatics Technology Initiative format, a file format commonly used for
storing brain imaging data with spatial orientation information.

plugin A modular software component that adds specific functionality to an existing application
without modifying the core system.
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PyTorch An open-source deep learning framework developed by Meta that provides dynamic
computation graphs and extensive support for neural network development.

ReLU activation Rectified Linear Unit activation function that outputs the input if positive,
zero otherwise, introducing non-linearity while being computationally efficient.

ResNet Residual Network architecture that uses skip connections to enable training of very
deep networks by addressing the vanishing gradient problem.

SegResNet A segmentation network architecture that combines residual connections with encoder-
decoder structure for medical image segmentation tasks.

skip connections Direct pathways that bypass one or more layers in a neural network, allow-
ing information to flow directly from earlier to later layers, improving gradient flow and
feature preservation.

sliding window A technique used to efficiently process subsets of sequential data by maintain-
ing a window over a portion of the data and updating it incrementally as it moves forward,
reducing redundant computation.

T2-weighted A type of MRI sequence that emphasizes differences in T2 relaxation times be-
tween tissues, providing excellent contrast for detecting pathology and fluid-containing
structures.

transformer Neural network architectures based on self-attention mechanisms that can capture
long-range dependencies in data, increasingly used in vision tasks.

transposed convolutions Upsampling operations that increase spatial dimensions, also known
as deconvolutions, used in the decoder path to reconstruct high-resolution segmentation
maps.

Validation Set A subset of data used during training to evaluate model performance and tune
hyperparameters, separate from both training and test sets.

voxel A three-dimensional pixel representing a volume element in 3D space, the basic unit of
volumetric medical imaging data.

weight decay A regularization technique that adds a penalty term to the loss function propor-
tional to the magnitude of model weights, preventing overfitting.
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1 Introduction

Pelvic floor descent, also known as pelvic organ prolapse (POP) or perineal descent, is a con-
dition characterized by the weakening and downward displacement of the pelvic organs due to
insufficient support from the pelvic floor muscles and connective tissues. This dysfunction can
lead to symptoms such as urinary incontinence, fecal incontinence, pelvic pressure, and discom-
fort during physical activity.
The condition primarily affects women, particularly those who have undergone childbirth, meno-
pause, or pelvic surgery, though it can also occur in men due to chronic straining, neurological
disorders, or aging. The severity of pelvic floor descent can vary, ranging from mild asymp-
tomatic cases to severe prolapse where the bladder, uterus, or rectum protrudes outside the vagi-
nal or anal opening [1].

1.1 Initial Situation

Understanding the risk factors, diagnostic methods, and treatment options for pelvic floor de-
scent is crucial for effective management. Treatment approaches include conservative therapies
such as pelvic floor muscle training, lifestyle modifications, and the use of pessaries, as well as
surgical interventions in more advanced cases [2].
However, diagnosing pelvic floor descent can be complex and often requires specialized exper-
tise in MRI or CT analysis to accurately assess the presence and severity of the condition. Due
to the limited availability of trained professionals, the diagnostic process can be time-consuming
and resource-intensive. A potential solution to expedite diagnosis is the integration of artificial
intelligence (AI) to assist in segmenting pelvic organs in MRI scans—a task that is particularly
time-consuming for specialists. By automating this aspect of the analysis, AI could significantly
reduce diagnostic delays and improve accessibility to timely treatment.

1.2 Objectives and Approach

This project aims to develop a deep learning-based tool for the quantitative analysis of pelvic
floor structures in MRI sequences. The primary objectives include the segmentation of organs
and anatomical landmarks in static MRI images to assess geometric properties such as dimen-
sions and orientation. An additional, optional goal is the analysis of organ deformation through
image registration applied to dynamic MRI sequences, with the intent of quantifying structural
changes under physiological load. The methodological approach begins with a comprehensive
review of current literature on segmentation and registration techniques, with particular focus on
convolutional neural networks and architectures such as UNet [3]. Following this, deep learning
models will be implemented and adapted using Python and the PyTorch framework to perform
segmentation of pelvic structures. The final phase involves validation of the results in order to
assess the feasibility of the approach and to identify potential limitations and challenges. Ulti-
mately, the outcomes of this project aim to advance the understanding of pelvic floor mechanics
and support the development of targeted clinical therapies for disorders such as pelvic organ
prolapse.
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2 Background and Related Work

2.1 Pelvic Floor Anatomy and Descent Disorders

Figure 1 – Anatomical illustration of normal female
pelvic anatomy and various types of pelvic or-
gan prolapse[4].

The pelvic floor consists of a coordi-
nated system of muscles, fascia, and lig-
aments that provides structural support for
the pelvic organs, most notably the blad-
der, uterus, rectum, and parts of the small
intestine. This support mechanism is dy-
namic, responding to physical strain, intra-
abdominal pressure, and hormonal influ-
ences. When its integrity is disrupted,
the pelvic organs may descend abnormally,
leading to a range of prolapse condi-
tions.

Clinically, pelvic organ prolapse (POP)
presents in several forms, each correspond-
ing to a different organ or compartment
affected. These include anterior vaginal
wall prolapse (commonly involving the blad-
der), posterior vaginal wall prolapse (typ-
ically involving the rectum), uterine pro-
lapse, vaginal vault prolapse (usually post-
hysterectomy), urethrocele, and enterocele
(involving the small bowel). Visualizing
these variations is essential for understand-
ing the complexity of pelvic floor disor-
ders.[4]

Figure 1 provides an anatomical overview of
these prolapse types, offering a comparative
view against normal pelvic anatomy. This il-
lustration supports both clinical understand-
ing and the development of automated seg-
mentation tools by highlighting structural de-
viations that AI models must learn to recognize.

2.2 Imaging Modalities

Several imaging techniques are employed to evaluate the pelvic floor, including fluoroscopy,
ultrasound, and magnetic resonance imaging. MRI has emerged as the gold standard for visu-
alizing soft tissue structures due to its superior contrast resolution, multi-planar capability, and
non-invasive nature. For pelvic floor studies, T2-weighted MRI is typically used in sagittal and
axial planes, allowing for clear delineation of the bladder, uterus, vagina, rectum, and pelvic
floor muscles.
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2.3 AI in Medical Imaging

Dynamic MRI, obtained during rest and straining, can provide functional insights into organ
descent and muscle movement. However, MRI interpretation and organ boundary identification
require specialized radiological expertise. This motivates the integration of automated segmen-
tation tools to support clinical workflows.

The effectiveness of these models depends on the training data’s quality, the model’s archi-
tecture, and the strategies used in preprocessing. Although AI holds great potential, it faces
challenges such as data variability, class imbalance, and the ability to generalize across various
institutions or scanners. Furthermore, regulatory and clinical integration demands models that
are interpretable and reliable, a disconnect that existing frameworks like MONAI aim to bridge
[5].

2.4 Related Work: Pelvic Organ Segmentation

2.4.1 Traditional Methods

Before the advent of deep learning, pelvic organ segmentation relied on semi-automatic tech-
niques, including:

• Thresholding and region-growing algorithms, often limited by intensity overlaps between
tissues [6].

• Active shape and appearance models (ASM/AAM) which encode statistical variations in
shape but require manual initialization and struggle with occlusions or deformations [7].

While these methods laid the groundwork, they are limited by poor generalization and time
efficiency.

2.4.2 Deep Learning Approaches

Recent studies have applied CNN-based methods to organ segmentation with promising results:

• Automated segmentation and measurement of the female pelvic floor from the mid-sagittal
plane of (3D) ultrasound volumes. [3]

• Segmentation of Different Human Organs on 3D Computer Tomography and Magnetic
Resonance Imaging using an Open Source 3D UNet Framework. [8]
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3 Dataset

3.1 Source and Acquisition

The dataset utilized in this study was obtained from the University Hospital Zurich (Universitäts
Spital Zürich), a recognized center for clinical research in pelvic floor disorders. The hospital has
an extensive archive of pelvic floor MRI scans previously used in studies focusing on anatomical
assessment and surgical planning in POP.

3.2 Image Modality Details

The collected dataset comprises pelvic MRI scans, most of which were acquired using T2-
weighted imaging sequences as seen in Figure 2 [9]. These sequences are well-suited for soft
tissue contrast and are frequently used in the assessment of pelvic floor structures. The majority
of scans were acquired in the sagittal orientation, which provides a comprehensive view of the
pelvic organs and musculature in the vertical plane. Some scans included axial and coronal
sequences, though they were not consistently available across the full dataset.
Due to the retrospective nature of the data, there is inherent heterogeneity in acquisition pro-
tocols, field strengths, and imaging resolution, reflecting real-world variability. This diversity
posed a practical challenge in preprocessing and model generalization, which was addressed in
subsequent steps.

Figure 2 – Visualization of the pelvic region in sagittal view using a T2-weighted imaging protocol.

3.3 Annotation Procedure and Standards

The annotation process was conducted by the student authors of this thesis project, each of whom
possessed a foundational understanding of pelvic anatomy through coursework and independent
study. While not clinically certified radiologists, the annotation team ensured consistency by ref-
erencing anatomical diagrams and collaborating on segmentation approaches during the labeling
process.
Annotations were performed using 3D Slicer, an open-source software platform widely used for
medical image analysis. The built-in Segmentation Editor was used for manual label creation,
supported by MONAI Label’s interactive AI-assisted annotation tools, which provided real-time
segmentation suggestions based on the evolving trained model. This human-in-the-loop ap-
proach allowed the annotators to accept, refine, or reject the AI’s predictions, thus accelerating
the labeling process while maintaining human oversight.
No formal segmentation guideline or anatomical protocol was strictly followed, and the anno-
tation strategy was adapted iteratively based on visual assessment and labeling feasibility. Due
to resource and time constraints, there was no inter-rater review process or quantitative inter-
observer agreement assessment. However, care was taken to minimize noise and ambiguity
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through peer discussions and visual verification during segmentation.
Despite these limitations, the combination of semi-automated tools and continuous model feed-
back contributed to a relatively consistent annotation process, suitable for training a segmenta-
tion model in a research context.

3.4 Preprocessing Steps

The original imaging data were supplied in DICOM (.dcm) format, which is standard in clini-
cal radiology workflows. However, to ensure compatibility with MONAI Label’s deep learning
infrastructure, the dataset was converted into a NIfTI (.nii.gz) format. NIfTI is widely used
in medical image analysis because it supports multidimensional volumetric data and provides
standardized handling of metadata. Prior to conversion, the DICOM directories were curated
to isolate individual patient volumes and to correct inconsistencies in file structure and DICOM
hierarchy. This step was accomplished using the script rename_dicom_root_dirs.py
(apendix A.1) provided by Dr. Marc André Stadelmann. Once the data organization was com-
plete, a custom Python script was used to automate the conversion of curated DICOM series into
NIfTI format. This custom script dicom_to_nifti.py (apendix A.2), developed specifi-
cally for this project, utilized the pydicom and SimpleITK libraries to preserve consistent
image orientation and maintain relevant metadata throughout the process.

3.5 Class Definitions

Due to time constraints and the inherent complexity of pelvic anatomy, this project concen-
trated on segmenting two anatomical structures: the bladder and the hip joints (left and right).
These structures were chosen primarily for their clear visibility and consistent appearance in
T2-weighted MRI scans. Compared to other soft tissue organs such as the uterus or rectum,
they posed fewer challenges in terms of annotation complexity. Additionally, the bladder holds
clinical relevance in the context of pelvic floor descent assessment, making it a particularly
meaningful target for segmentation. The selection of these classes offered a practical compro-
mise between anatomical significance and the feasibility of reliable model training within the
available timeframe and annotation resources.

3.6 Dataset Split

A total of 131 MRI scans were prepared for the segmentation task. The dataset was divided as
follows:

• Test Set (Unseen): 15 randomly selected scans, held out for final model evaluation and
not exposed during training or validation.

• Training and Validation Set: The remaining 116 scans were passed to MONAI Label’s
internal data splitter, which automatically allocated:

– 92 scans for training

– 24 scans for validation

The random split aimed to maintain a balanced distribution of organ appearances and patient
variability across the training and evaluation subsets.
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4 Methods

4.1 Problem Formulation

The objective of this thesis is formulated as a multi-class semantic segmentation task applied to
three-dimensional pelvic MRI volumes. In this context, each voxel within a scan is assigned a
class label corresponding to a specific anatomical structure. The target structures selected for
segmentation in this study are the bladder and the hip joints (including both the left and right
sides). In addition to these explicit classes, the background constitutes an implicit class encom-
passing all other non-target anatomical regions. This setup defines a multi-class segmentation
problem in which the goal is to generate accurate voxel-wise predictions of the anatomical struc-
tures of interest, despite the presence of background tissue and the inherent variability in pelvic
morphology.

4.2 Model Architecture

4.2.1 Network Candidates: UNet and SegResNet

Two 3D convolutional neural network architectures provided by the MONAI framework were
considered: UNet and SegResNet. Both architectures are encoder-decoder based and are opti-
mized for medical volumetric segmentation.

UNet Architecture
Figure 3 illustrates the UNet architecture, a widely used convolutional neural network for med-
ical image segmentation tasks. The network consists of two main paths: a contracting path on
the left and an expansive path on the right, forming a symmetric U-shaped structure.
In the contracting path, the input image undergoes successive layers of two-dimensional convo-
lutions with 3×3 kernels and ReLU activation functions. After each convolutional block, spatial
dimensions are reduced using 2×2 max-pooling operations. As the resolution decreases, the
number of feature channels increases, allowing the network to extract increasingly abstract and
complex features. This downsampling process continues until the network reaches its bottleneck
at the lowest resolution.
From this point, the expansive path begins, where feature maps are upsampled using transposed
convolutions, also referred to as up-convolutions. At each level of upsampling, the feature maps
are concatenated with corresponding feature maps from the contracting path via skip connec-
tions. This “copy and crop” mechanism allows the network to recover spatial context lost during
downsampling while preserving semantic information from deeper layers.
The final layer of the network uses a 1×1 convolution to map the feature maps to the desired
number of output classes. In this study, the model outputs a two-class segmentation map distin-
guishing the bladder and hip joints from the background. This architecture effectively combines
global context with fine localization, making it particularly suitable for organ segmentation in
pelvic MRI.

Zurich University of Applied Sciences · IMES – Institute of Mechanical Systems
CH-8401 Winterthur · www.zhaw.ch/imes



4 Methods 7 / 40

Figure 3 – Overview of a UNet architecture used for segmentation.[10]

SegResNet Architecture
SegResNet (Figure 4) builds on the encoder-decoder framework by integrating residual blocks,
inspired by ResNet, enabling the development of deeper networks and enhanced gradient prop-
agation during the training process. These residual modules are capable of detecting more com-
plex features and improve segmentation accuracy in challenging scenarios.

Figure 4 – Overview of the SegResNet architecture used for comparison. [11]

4.2.2 Justification for Final Model Choice

Although both architectures were implemented and tested, UNet was selected as the final model
due to its:

• Simpler and more interpretable design.

• Efficient training with limited data and compute.

• Competitive results during initial evaluations.

SegResNet, while more expressive, introduced longer training times and did not provide signif-
icant performance improvements for the given dataset size and target anatomy.

Zurich University of Applied Sciences · IMES – Institute of Mechanical Systems
CH-8401 Winterthur · www.zhaw.ch/imes



4 Methods 8 / 40

4.3 Loss Functions

An essential aspect of training a deep learning model for medical image segmentation is the
choice of an appropriate loss function. The loss function guides the optimization process by
quantifying the difference between the predicted segmentation and the ground truth. Given the
challenges of class imbalance and small anatomical structures in pelvic organ segmentation, it is
critical to select a loss formulation that accurately reflects both region overlap and classification
accuracy. To optimize segmentation performance, several loss functions were explored:

• Dice Loss: Focuses on the overlap between predicted and ground truth labels.

• Cross-Entropy Loss: Penalizes class-wise misclassification and is standard for multi-
class tasks.

• Combo Loss (Dice + Cross-Entropy): A weighted combination that balances region
overlap and classification performance.

The final experiments used a Combo Loss formulation:

Lcombo = α · Ldice + (1− α) · Lce, with α = 0.5

4.4 Optimizer Selection

The choice of optimizer plays a critical role in the convergence behavior and final performance
of deep learning models. Optimizers adjust the model’s weights during training in response to
the computed loss, influencing how quickly and effectively the network learns from data.
In the course of this study, two popular adaptive optimization algorithms were evaluated: NAdam
(Nesterov-accelerated Adaptive Moment Estimation) and AdamW (Adam with decoupled weight
decay). Both optimizers are extensions of the widely used Adam optimizer but incorporate ad-
ditional strategies to improve training stability and generalization.
NAdam combines the benefits of Adam with Nesterov momentum, which anticipates the direc-
tion of parameter updates and can lead to faster convergence in some cases. It introduces a look
ahead mechanism to refine gradient updates, particularly useful for noisy gradients or smaller
batch sizes.
AdamW, on the other hand, decouples the weight decay term from the gradient update, thereby
addressing a known limitation of standard Adam in handling L2 regularization. This decoupling
leads to more effective regularization and has been shown to improve generalization, particularly
in transformer-based and segmentation models.

4.5 Framework Selection for Model Development

During the initial phase of the project, model development was carried out using a conventional
Python-based approach with a manually implemented 2D UNet (A.3) in PyTorch, which laid
the foundation for scaling up to a 3D UNet (A.4) in the final model. While this setup pro-
vided full control over each component of the pipeline, it soon became clear that the traditional
implementation introduced several practical obstacles given the scope and timeline of the work.
The conventional pipeline required the separate construction and maintenance of modules for
data loading, preprocessing, augmentation, model training, inference, and result visualization.
This fragmented structure increased the risk of inconsistencies, added complexity to the work-
flow, and consumed considerable development time. Furthermore, integrating features such as
interactive segmentation, real-time inference, and active learning would have demanded sub-
stantial additional engineering effort.
To overcome these challenges, the project transitioned to the MONAI Label framework. MONAI
Label offers a unified environment specifically designed for medical imaging applications, pro-
viding standardized components for model training, deployment, and interactive annotation.
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This transition enabled more efficient development and testing, while also supporting an interac-
tive, human-in-the-loop annotation process. MONAI Label includes built-in support for active
learning workflows, allowing the model to iteratively improve by learning from corrected predic-
tions. Implementing such functionality manually would have been significantly more complex
within a conventional PyTorch-only setup.
Overall, the move to MONAI Label resulted in a faster, more robust, and more clinically relevant
development process. It allowed the project to focus on optimizing segmentation performance
and user interaction, rather than on low-level pipeline engineering.

4.6 Data Augmentation

To address data scarcity and improve model generalization, online data augmentation was ap-
plied using MONAI’s Compose transform pipeline. The following transformations were used
during training:

• Random affine transformations (rotation, scaling, translation)

• Random flipping (left-right, anterior-posterior)

• Elastic deformation

• Intensity shifts and scaling

• Random spatial cropping

These augmentations were applied probabilistically during training only. Validation and infer-
ence were performed without any augmentations to maintain result consistency.

4.7 Evaluation Metrics

Model performance was assessed using the following metrics:

4.7.1 Dice Similarity Coefficient (DSC)

A region-based metric for evaluating segmentation performance, especially in medical imaging.
It measures the overlap between the predicted voxel set P and the ground truth set G, and is
defined as:

DSC =
2|P ∩G|
|P |+ |G|

Here, |P ∩ G| is the number of correctly predicted voxels (true positives), while |P | and |G|
are the total number of voxels in the prediction and ground truth, respectively. The DSC ranges
from 0 (no overlap) to 1 (perfect overlap). It balances false positives and false negatives, and is
symmetric: DSC(P,G) = DSC(G,P ). Higher values indicate better segmentation accuracy.

4.7.2 Volumetric Similarity

Measures the absolute difference in volume between predicted and ground truth masks, normal-
ized by their mean.
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5 Implementation with MONAI Label

5.1 System Overview

Following the adoption of MONAI Label, the segmentation pipeline was implemented using
its client-server architecture. The server, hosting the AI model and associated logic, exposed a
RESTful API for handling inference, training, and active learning [12]. On the client side, the
3D Slicer interface enabled real-time review and correction of model-generated segmentations.
This architecture allowed efficient iteration between annotation and model retraining, forming
the basis for an active learning workflow. Cases with high model uncertainty were automatically
prioritized for labeling, optimizing expert effort. Additionally, MONAI Label’s compatibility
with volumetric medical data and clinical visualization tools made it well-suited for pelvic floor
segmentation tasks.

5.2 Model Configuration and Implementation Details

The segmentation model configuration in MONAI Label is modular and divided into three
main components, located within the ./monailabel/radiology/lib/ directory: configs,
infers, and trainers. Each of these subdirectories handles a specific aspect of the deep
learning pipeline.

Model Configuration (configs) The configs file defines the neural network architecture
and training behavior. As illustrated below, a 3D UNet was utilized, configured to process
volumetric medical data. The architecture consists of an encoder-decoder structure with skip
connections, and uses dropout for regularization. No pre-trained weights were used throughout
the project; all models were trained from scratch.

1 self.network = UNet(
2 spatial_dims=3,
3 in_channels=1,
4 out_channels=len(self.labels) + 1, # labels plus background
5 channels=(16, 32, 64, 128, 256, 512),
6 strides=(2, 2, 2, 2, 2),
7 num_res_units=2,
8 dropout=0.2,
9 )

Listing 1 – 3D UNet architecture definition in MONAI Label

Training Configuration (trainers) The trainers module defines the training routine,
including the choice of optimizer and loss function. The AdamW optimizer is employed with
a learning rate of 1e−4 and a weight decay of 1e−5. For the loss function, a compound loss
combining Dice loss and cross-entropy loss is used. This approach balances region overlap
accuracy with probabilistic class discrimination.

1 def optimizer(self, context: Context):
2 return torch.optim.AdamW(context.network.parameters(), lr=1e-4,

weight_decay=1e-5)
3

4 def loss_function(self, context: Context):
5 return DiceCELoss(to_onehot_y=True, softmax=True)

Listing 2 – Optimizer and loss function in the trainer file
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Inference Configuration (infers) The infers component defines the inference logic,
specifically how predictions are made on the input data. A sliding window approach is adopted
to handle volumetric inputs that exceed GPU memory limitations. This method allows the net-
work to process the input in overlapping patches, with Gaussian weighting applied to improve
boundary predictions.

1 def inferer(self, data=None) -> Inferer:
2 return SlidingWindowInferer(
3 roi_size=self.roi_size,
4 sw_batch_size=4, # Increased batch size for UNet
5 overlap=0.5, # Increased overlap for better boundary handling
6 padding_mode="replicate",
7 mode="gaussian",
8 )

Listing 3 – Sliding window inference method

Transform Pipeline (transforms) The preprocessing and data preparation steps are im-
plemented using MONAI’s Compose framework. In contrast to standard pipelines that rely on
uniform resampling or global normalization, this project uses a customized and anatomy-aware
transformation strategy.
Specifically, image volumes are cropped based on vertebra-specific label centroids using a cus-
tom transform SelectVertebraAndCroppingd, which isolates individual vertebrae within
the volume. Gaussian-smoothed heatmaps are then generated at the centroid locations via the
GaussianSmoothedCentroidd or VertHeatMap transforms, providing guidance sig-
nals that are concatenated as auxiliary input channels. These localized regions are resized as
needed, and full-volume predictions are reconstructed using transforms such as PlaceCroppedAread.
Additional transforms handle label normalization, metadata extraction, and signal encoding for
user guidance.
The composition of these transforms is defined in the training configuration using MONAI’s
standard transform API. A simplified code excerpt is shown below:

1 self.train_transforms = Compose([
2 LoadImaged(keys=["image", "label"]),
3 NormalizeLabelsInDatasetd(keys="label", label_names=self.labels),
4 GetCentroidsd(keys="label"),
5 SelectVertebraAndCroppingd(keys="label"),
6 GaussianSmoothedCentroidd(keys="label"),
7 ConcatenateROId(keys="signal"),
8 EnsureTyped(keys=["image", "label"]),
9 ])

Listing 4 – Custom transform pipeline using MONAI Compose

This modular and task-specific pipeline is fully integrated into the MONAI Label training and in-
ference workflows, enabling efficient vertebral localization and segmentation while maintaining
consistent input structure and model generalizability.
To optimize performance, several variants of the model were trained with differing hyperpa-
rameters and architectural settings. Each model was trained for 500 epochs. The modifications
made to each model variant are outlined in the following section. Evaluation results for the
best-performing model are discussed in Section 6.1.
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5.2.1 Model Customization

To better understand the impact of architectural modifications and training hyperparameters on
segmentation performance, several customized versions of the base UNet model were imple-
mented and tested. These variations were designed to explore how changes in network depth,
width, regularization, and optimizer selection affect model accuracy, convergence behavior, and
generalization. All variants were integrated into the same MONAI Label training pipeline for
consistency.

Baseline The baseline configuration followed the standard 3D UNet implementation from
MONAI. It consisted of four encoding and decoding blocks (i.e., four downsampling and up-
sampling steps) with an initial number of feature channels set to 16. This model was trained
using the AdamW optimizer with a weight decay of 1× 10−5 and served as the reference archi-
tecture for all subsequent experiments.

Wider Network In the wider UNet configuration, the architecture retained the same number
of encoding and decoding levels as the baseline (five in total), but the initial number of feature
channels was increased from 16 to 32. This effectively doubled the number of parameters in
the model, enhancing its representational capacity. Wider networks are known to learn more
complex patterns but may also be more prone to overfitting, particularly in low-data regimes.

Weight Decay Change To evaluate the effect of regularization, the weight decay parameter
of the AdamW optimizer was modified. While the baseline model used a decay of 1×10−5, this
experiment increased the decay to 1× 10−3. The aim was to encourage stronger penalization of
large weights, potentially improving the model’s generalization performance.

Different Optimizer Finally, a variation of the baseline model was trained using the NAdam
optimizer (Nesterov-accelerated Adaptive Moment Estimation) instead of AdamW. NAdam com-
bines the adaptive learning rate of Adam with Nesterov momentum, which provides a lookahead
mechanism in the gradient update. This experiment aimed to determine whether NAdam could
offer improved convergence stability or speed compared to AdamW.

WWD The final model configuration was established based on findings from previous experi-
ments. Known as the WWD model, it incorporates a Wider network architecture along with in-
creased Weight Decay. The wider architecture allows the network to better capture complex fea-
tures, which is particularly advantageous when working with limited training data. Meanwhile,
the stronger regularization introduced by higher weight decay enhances the model’s ability to
generalize. These combined adjustments resulted in a more robust and efficient configuration,
well-suited to the requirements of this study.
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5.3 Active Learning Integration

The integration of active learning within the labeling workflow provides a powerful mechanism
for accelerating dataset annotation. By leveraging the active learning functionality available
in 3D Slicer, the labeling process becomes significantly more efficient, while simultaneously
allowing real-time testing of the model’s performance based on the current training data.

Figure 5 – MONAI Label’s intelligent active learning system [12].

To use active learning, the user begins by manually labeling a small number of samples and
submitting them to the MONAI Label server. Training can then be initiated via the Active
Learning tab (see Figure 6). Once the training cycle is complete and the next unlabeled sample
is loaded, the user can trigger automatic segmentation by pressing the Run button in the Auto
tab (see Figure 7). At this stage, the model, trained on the existing labeled data, produces an
initial segmentation, which serves as a first approximation.
This auto-generated segmentation can be reviewed and corrected by the user as needed. After
refinement, the updated label is submitted to the server, further improving the model. This
iterative loop of training, prediction, and correction enables significantly faster annotation of
large datasets while continuously enhancing model accuracy.
In addition to training through the 3D Slicer interface, model training can also be initiated ex-
ternally via a standalone Python script that sends an HTTP POST request to the MONAI Label
server. This allows seamless integration into automated workflows and supports command-line
operation. The full script is included in Appendix A.6.

Figure 6 – Submitting a label through the Active learning tab.
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Figure 7 – Auto Segmentation with a model trained by 116 Samples

5.3.1 Labeling Interface

3D Slicer provides a versatile and interactive environment for manual and semi-automatic seg-
mentation of anatomical structures in medical imaging. The platform offers a variety of tools
tailored for different types of tissues, imaging modalities, and contrast levels, making it suitable
for detailed annotation tasks in clinical research and machine learning workflows.
Among the most commonly used segmentation tools are:

• Paint and Erase: Allowing pixel-wise annotation through brush tools, ideal for fine ad-
justments and small structures.

• Level Tracing: Automatically detects and follows high contrast boundaries based on im-
age intensity. This tool is especially effective in MRI scans where organ-tissue boundaries
are well defined.

• Thresholding: Segments regions based on intensity values. It is most effective when the
target structure has a distinct intensity range.

• Grow from Seeds: A region-growing algorithm that expands from user-defined seed
points based on intensity similarity and spatial continuity.

• Scissors Tool: Used for quickly removing large, unwanted areas with a freeform or cir-
cular cut.

For the segmentation of the bladder and hip joints, which were the focus of this study, level trac-
ing proved to be the most efficient method. Due to the strong contrast between the bladder and
surrounding tissues in MRI images, the algorithm was able to accurately delineate boundaries
with minimal manual correction. This significantly reduced the annotation time while maintain-
ing high precision. Similarly, hip joint structures, which exhibit clear intensity transitions in
MRI scans, were a good fit for this approach.
In general, the combination of contrast-sensitive tools and manual refinement capabilities in
3D Slicer enabled accurate and efficient label creation, which is important to train robust deep
learning models in medical image segmentation tasks.
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5.3.2 Inference Workflow

Inference in MONAI Label is the process by which a trained deep learning model generates
predictions (typically segmentation masks) from unseen medical imaging data. Once the model
is deployed and the MONAI Label server is running, it exposes a RESTful API that can receive
input data, execute the model on the server-side, and return the prediction results.
Internally, the inference pipeline employs the model defined during training (e.g., a 3D UNet)
and applies it to input volumes using a SlidingWindowInferer. This approach enables
predictions over large 3D images that cannot fit entirely into memory, by processing them patch-
wise with overlap and applying Gaussian weighting to reduce boundary artifacts. The server
handles all preprocessing, model inference, and postprocessing steps before returning the output
label.
The Python script provided in Appendix A.5 demonstrates how to run inference from the com-
mand line by sending a POST request to the MONAI Label server’s batch API endpoint. It
configures device usage (e.g., CUDA and multi-GPU support), sets batch size, and initiates
asynchronous inference on all available unlabeled images. The script sends a structured JSON
payload to the server, which then applies the trained model to the data and saves the result-
ing segmentation masks. This decoupled setup allows researchers and developers to integrate
MONAI Label inference capabilities into external systems without relying on manual interaction
within 3D Slicer.

5.4 Installation and Setup Instructions

The final product of this thesis is provided as a zip archive located on the ZHAW SoE Com-
pute Cluster at the path: /cluster/projects/2025_stmd_bebo/. Two versions of the
archive are available:

• BA_pelvic_floor_segmentation_valerfil_schoecl2.zip – the **full ver-
sion** containing all model artifacts, training data, and test set annotations

• BA_pelvic_floor_segmentation_light.zip – a **lightweight version** with-
out the model checkpoints and training set, intended for review or demonstration purposes
without storage constraints

The full archive includes all project artifacts:

• Training data and corresponding MRI images with ground truth annotations

• Model checkpoints across various training configurations

• All Python scripts referenced in Section 3.4, Section 5.3, Section 5.3.2, and Section 6.1

• Documentation files: README_*script_name*.txt per script, explaining purpose
and usage

• A central README.txt detailing environment setup and workflow usage

5.4.1 Environment Setup

The implementation is based on MONAI Label and requires Python version 3.10.14. PyTorch
integration has been tested with CUDA version 12.4. It is recommended to set up a clean virtual
environment to ensure dependency compatibility.
The following Python libraries must be installed prior to using the project:
monailabel, nibabel, scipy, requests, pandas, seaborn, matplotlib, dicom2nifti

1 pip install monailabel nibabel scipy requests \
2 pandas seaborn matplotlib dicom2nifti

Listing 5 – Installing required Python packages
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5.4.2 Directory Structure

After extracting the zip file into a working directory, the following folder structure is provided:

• ./studies: Contains MRI data and annotations. Ground truth labels are stored in
labels/final, and test set predictions can be found in labels/original.

• ./scripts: Python scripts for data preprocessing, training, inference, and evaluation.
Each script is documented via a dedicated README_*script_name*.txt file.

• ./monailabel: Contains all MONAI Label configuration and training files. Substruc-
ture includes:

– configs: Model configuration files

– infers: Inference handlers

– trainers: Training pipeline code

Model checkpoints are found in monailabel/radiology/model. Customization
details are described in Section 5.2.

• ./visualizations: Summary plots and evaluation data, including:

– model_csv_data: Metric outputs in CSV format

– seg_unet_*model*: Visual evaluation outputs per model variant

Files such as comparison_plot.png and evaluation_report.txt summarize
key model performance results.

5.4.3 Server Startup and Usage

To initialize the MONAI Label server, use the following command:

1 monailabel start_server \
2 --app /path_to_folder/monailabel/radiology \
3 --studies /path_to_training_or_testset/ \
4 --conf models model_name \
5 --host ip_address \
6 --port port_number

Listing 6 – Starting the MONAI Label server

This command starts the MONAI Label server with the specified application path, dataset loca-
tion, model configuration, and network settings. The available models include:

• seg_unet: Base UNet segmentation model

• seg_unet_dif_opt: UNet with different optimization settings

• seg_unet_weights: UNet with custom weighting

• seg_unet_wider: UNet with increased network width

• seg_unet_wwd: UNet with increased network width and custom weighting

Zurich University of Applied Sciences · IMES – Institute of Mechanical Systems
CH-8401 Winterthur · www.zhaw.ch/imes



5 Implementation with MONAI Label 17 / 40

5.4.4 Integration with 3D Slicer

After starting the server, training and inference processes can be initiated either through the
provided Python scripts or by connecting directly via 3D Slicer. For 3D Slicer integration, the
MONAI Label plugin must first be installed following the instructions at: https://docs.
monai.io/projects/label/en/latest/quickstart.html.
Once the plugin is installed, connect to the server using the URL format http://ip_address:port_-
number, where the IP address and port correspond to those specified in the server startup com-
mand. This enables direct interaction with the models for training and inference tasks through
the 3D Slicer interface.
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6 Evaluation and Results

6.1 Evaluation Setup

To quantitatively assess the performance of the trained segmentation models, a two-stage evalu-
ation workflow was employed. This workflow ensured consistent metric computation and intu-
itive visualization for both individual cases and overall model comparison.
In the first stage, segmentation predictions were compared against ground truth labels using a
custom Python script (A.7). Before evaluation, it was necessary to address differences between
the prediction outputs and the ground truth annotations. In particular, the predictions gener-
ated by MONAI Label were often in a different spatial resolution or orientation compared to
the ground truth segmentations due to variations in preprocessing pipelines. To ensure accurate
voxel-wise comparison, the predicted label maps were resampled to match the affine transfor-
mation, voxel size, and spatial shape of the corresponding ground truth images. This was ac-
complished using affine transformation and nearest-neighbor interpolation, preserving the label
integrity. After alignment, Dice scores (4.7.1) were calculated separately for each target struc-
ture—specifically, the bladder and hip joints, as well as their mean per scan. The evaluation
results were saved in CSV format for downstream processing.
In the second stage, the resulting CSV files were passed into a comprehensive evaluation and
visualization pipeline (A.8). This script generated several types of visual summaries, including:

• Per-structure boxplots to visualize distribution and variability of Dice scores across
anatomical targets.

• Per-case heatmaps to enable quick identification of low-performing scans.

• Sorted comparison boxplots across multiple models for holistic benchmarking.

In addition to generating visual outputs, the script computed summary statistics and exported a
textual report that ranked models by mean performance.
Complementing the quantitative evaluation, a qualitative analysis was conducted to visually
inspect prediction quality. Sample predictions were overlaid on the original MRI images and
ground truth segmentations using 3D Slicer. This process was essential for identifying common
failure modes such as boundary leakage, anatomical undersegmentation or oversegmentation,
and spatial shifts. The qualitative comparison often revealed subtle but clinically significant
discrepancies that were not always reflected in the Dice scores, thereby providing additional
insights for model refinement.

6.2 Quantitative Results

The evaluation pipeline was applied to assess segmentation performance using Dice scores for
the bladder and hip joints across all models. Table 1 summarizes the mean scores across all
validation cases.

Table 1 – Summary of mean Dice scores for each model.

Model Bladder Hip Joints Mean Dice

seg_unet_wider 0.98 0.91 0.94
seg_unet_wwd 0.97 0.90 0.94
seg_unet 0.97 0.90 0.94
seg_unet_weights 0.94 0.91 0.93
seg_unet_dif_opt 0.93 0.81 0.87

Bladder segmentation was consistently accurate across all models, whereas hip joint segmenta-
tion exhibited greater variability. The seg_unet_dif_optmodel showed the weakest overall
performance, primarily due to a few critical failure cases.
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6.2.1 Model Comparison

The overall Dice score distribution revealed that the seg_unet_wider model achieved the
best average performance (mean Dice: 0.9433) as seen in Figure 8, followed closely by seg_-
unet_wwd and seg_unet. These models also demonstrated low variance, indicating robust
and reliable segmentation (comparison seen in Figure 10).
Per-case heatmap analysis revealed specific failure points, particularly in the seg_unet_-
dif_opt model. Table 2 highlights key scans with low Dice scores, which correspond to
high-contrast cells in the heatmaps.

Table 2 – Scans with suboptimal segmentation performance, especially in hip joints.

Filename Bladder Dice Hip Dice Affected Model(s)

60220672_t2_tse_sag 0.92 0.00 seg_unet_dif_opt
10667914_t2_tse_sag 0.57 0.58 All models (esp. dif_opt)
10663857_t2_tse_sag 0.97 0.74 seg_unet_dif_opt
10573080_t2_tse_sag 0.99 0.77–0.83 All models
60215825_t2_tse_sag 0.81–0.95 0.93–0.94 Slight variability across models
10636370_t2_tse_sag 0.97 0.83–0.96 Minor instability

Notably, scan 60220672_t2_tse_sag received a hip Dice score of 0.00 in seg_unet_-
dif_opt, despite near-perfect performance from other models. This extreme outlier is clearly
visible in the corresponding heatmap (see Figure 9).

Figure 8 – Per-case Dice score heatmap for seg_unet_wider, the best-performing model. Scores are con-
sistently high across all scans, with no major failure cases.
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Figure 9 – Per-case Dice score heatmap for seg_unet_dif_opt, highlighting critical failure cases such as
60220672_t2_tse_sag and 10667914_t2_tse_sag.

Figure 10 – Combined boxplot comparing mean Dice scores across all models. seg_unet_wider showed
the best average performance with low variance.

6.3 Qualitative Analysis

In the following figures, the ground truth segmentations are shown with the bladder in green and
the hip joints in yellow, while the predictions generated by the AI model appear with the bladder
in red and the hip joints in purple. These comparisons enable a qualitative assessment of the
model’s performance on various cases. All samples used in this section are drawn from the test
set, which was not seen during training, ensuring that the model had no prior exposure to these
examples.
In Figure 11a, the model produces a highly accurate segmentation, with only a minor over-
segmentation observed at the right hip joint. The prediction closely matches the ground truth for
both the bladder and left hip joint.
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Figure 11b demonstrates the model’s ability to recognize anatomical variability, such as the
presence of only a single hip joint within the field of view. While the segmentation quality
is generally good, a slight over-segmentation is visible in the bladder. Additionally, a small,
isolated region appears disconnected from the main anatomical structures. This outlier may
result from noise, ambiguous intensity patterns, or underrepresentation of such cases in the
training data.
Figure 11c presents a particularly challenging case with a nearly empty bladder. These scans are
inherently difficult to interpret, even for human annotators, due to the bladder’s reduced visibil-
ity. The model under-segments the left side and slightly over-segments the right, possibly due
to the limited number of similar training examples. The low image quality, abrupt anatomical
transitions, and presence of similarly contrasted surrounding tissues may have contributed to
these inaccuracies.
Finally, Figure 11d highlights a scenario where only the bladder is visible in the scan. This
example confirms that the model can generalize to cases with only one anatomical class present
and does not require both the bladder and hip joints to function correctly. The resulting segmen-
tation is accurate, with the exception of a small, isolated false positive region located outside
the primary region of interest. In contrast, the different optimizer model incorrectly segmented
a small region of the hip joint, which led to a Dice score of 0.0 for that class due to the absence
of ground truth (Figure 9).

(a) slight deviations (b) proof of single hip joint segmentation

(c) poor data quality (d) proof of only bladder visible

Figure 11 – AI generated segmentation analysis: (a) slight deviations, (b) proof of single hip joint segmenta-
tion, (c) poor data quality, and (d) proof of only bladder visible.
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7 Discussion

7.1 Clinical Implications

The application of deep learning-based segmentation in pelvic MRI analysis presents a valu-
able opportunity to support clinical workflows in the assessment of pelvic floor disorders. In
particular, the segmentation of the bladder and hip joints can assist radiologists in quantifying
anatomical displacements and variations relevant to POP. The reduction in manual labeling effort
through AI-assisted tools may streamline image interpretation and improve consistency across
operators. Furthermore, the ability to interactively refine segmentations through the MONAI
Label framework ensures that clinical oversight is maintained, allowing the system to function
as a decision support tool rather than a replacement for expert judgment.

7.2 Strengths and Contributions

This thesis demonstrates the feasibility of applying convolutional neural networks, specifically
3D UNet variants, to pelvic MRI segmentation within a clinical research context. Several key
contributions can be identified:

• Implementation of a modular segmentation pipeline using the MONAI Label framework,
enabling integration of training, inference, and active learning workflows.

• Comparative evaluation of five model configurations, including variations in architecture
depth, optimizer type, and regularization parameters, with results benchmarked quantita-
tively via Dice similarity coefficients.

• Development of multiple auxiliary Python scripts supporting data preparation, training,
evaluation, and inference. These include tools for DICOM-to-NIfTI conversion, affine
alignment, automated Dice score computation, and batch inference execution, all of which
are documented and reusable for future extensions.

• Integration with 3D Slicer for semi-automated annotation and review of AI-generated
segmentations, enabling interactive correction and iterative training updates in an efficient
human-in-the-loop setting.

• Consistent and reproducible preprocessing and evaluation pipelines that facilitate result
comparison across models and cases, contributing to the robustness of findings.

These contributions provide a practical foundation for developing scalable, AI-assisted image
analysis tools in the context of pelvic floor imaging.

7.3 Limitations

While the results are promising, several limitations should be acknowledged:

• The annotation process was carried out by students rather than certified radiologists, which
may limit the clinical reliability of the ground truth data.

• Only two anatomical structures (bladder and hip joints) were included in the segmentation
task, limiting the anatomical coverage of the model.

• Variability in MRI acquisition parameters and image quality across the dataset introduced
challenges in model generalization.

• No formal clinical validation or inter-observer agreement study was performed, and prospec-
tive deployment in a real clinical setting remains untested.
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7.4 Comparison to Related Work

Compared to earlier methods relying on intensity-based or statistical shape modeling approaches,
deep learning frameworks offer more flexible and scalable solutions for pelvic organ segmenta-
tion. Notably, Kalantar et al. [13] provided a comprehensive review of deep learning-based ap-
proaches for automatic segmentation of pelvic cancers, highlighting the effectiveness of 2D con-
volutional neural networks (CNNs) alongside multi-atlas fusion methods. Similarly, Mavridis
et al. [14] performed a comparative study of deep learning architectures such as 3D UNet and
SegResNet, emphasizing the importance of model selection in achieving accurate segmentation
in volumetric CT data.
However, despite these advancements, many existing methods are constrained by limited sup-
port for interactive annotation and clinical integration, often relying on static datasets and offline
training. In contrast, this project leverages the MONAI Label infrastructure to develop an end-
to-end, semi-automated segmentation pipeline that incorporates active learning. This approach
facilitates iterative model refinement, minimizes annotation burden, and supports clinical de-
ployment through modular design and integration-ready APIs. While segmentation performance
is broadly consistent with published benchmarks, the added emphasis on automation, real-time
annotation feedback, and adaptability to evolving clinical data represents a meaningful advance-
ment for real-world applications.
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8 Conclusion and Outlook

8.1 Conclusion

This thesis successfully developed a deep learning-based segmentation tool for pelvic MRI,
focusing on the bladder and hip joints as key anatomical landmarks relevant to pelvic floor de-
scent. By leveraging the MONAI Label framework and integrating it into an interactive 3D
Slicer workflow, the project enabled efficient semi-automated labeling, model training, and per-
formance evaluation.
The shift from a traditional PyTorch-based pipeline to MONAI Label brought clear advantages
in terms of development speed, system modularity, and clinical applicability. The integration of
active learning further improved the workflow by supporting real-time model refinement based
on user feedback. Among the various configurations evaluated, the Wider model proved to be
the most effective, delivering strong segmentation accuracy on the validation dataset.
Although the annotations were carried out by students, the use of AI-assisted tools combined
with consistent peer review enabled the generation of a dataset sufficient for a successful proof
of concept. The results from both the quantitative metrics and the visual assessments demon-
strate that the proposed approach is practical and shows significant potential for future clinical
integration as a diagnostic support tool.

It should be noted that a generative AI system was used at various stages of this thesis. Specif-
ically, ChatGPT was employed for grammatical and spelling corrections, as well as to assist in
the development of programming code.

8.2 Future Work

8.2.1 Expert Collaboration and Clinical Integration

Future work should involve collaboration with radiologists and clinical experts to improve anno-
tation accuracy and anatomical consistency. Expert-reviewed segmentations would significantly
enhance the training data quality, paving the way for the tool to be validated in clinical environ-
ments and potentially adopted in medical workflows.

8.2.2 Dataset Expansion and Diversity

A major limitation of the current system lies in dataset size and diversity. Extending the dataset
to include more patient scans, multiple MRI sequences, and varied imaging protocols would
increase model robustness and improve generalization across populations. Incorporating multi-
center datasets would further support cross-institutional validation.

8.2.3 Use of HDF5 as a Data Format

To improve data handling and training efficiency, future work could consider replacing DICOM
and NIfTI formats with HDF5. HDF5 offers several advantages, such as the ability to store
images, labels, metadata, and derived outputs in a single, structured file. This format reduces
file fragmentation and simplifies input/output operations in training pipelines. Its compatibility
with PyTorch also makes it well suited for deep learning workflows. Switching to HDF5 could
therefore improve performance, scalability, and data consistency in future segmentation projects.
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8.2.4 Architectural Enhancements

The current model relies on a 3D UNet architecture adapted from MONAI Label. Explor-
ing more advanced architectures, such as Swin UNETR, nnUNet, or hybrid convolutional-
transformer models, could further improve segmentation accuracy and convergence efficiency.
Hyperparameter tuning and ensemble modeling also remain promising avenues.

8.2.5 Multi-Stage Modeling Approach

Introducing a multi-stage pipeline could improve segmentation in complex or low-contrast cases.
For instance, an initial localization model could identify approximate organ positions and pass
region proposals to a segmentation network, improving focus and reducing uncertainty. This
two-step approach is particularly beneficial for anatomically variable regions or scans with par-
tial field-of-view.

8.2.6 Postprocessing and Simulation Use

Several postprocessing tools available in 3D Slicer, such as SegmentMesher (Figure 12), offer
opportunities to extend the utility of segmentation results. Segmentations could be converted
into 3D meshes suitable for finite element method (FEM) simulations, enabling stress or de-
formation analysis of anatomical structures under physical constraints. Such simulations would
add biomechanical relevance to the segmentations and open the door for surgical planning ap-
plications.

Figure 12 – Example of a segmentation converted into a mesh using SegmentMesher.

8.2.7 Real-Time Application and Data Streaming

Future iterations of this tool could be integrated into routine radiological workflows, allowing
clinicians to annotate or validate results during examinations. With a continuous inflow of new
imaging data, the model could benefit from on-the-fly retraining, improving its adaptability to
evolving clinical standards and image quality variations.
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8.2.8 Toward Clinical Trials

Ultimately, the goal is to validate this AI-based tool in real-world clinical trials. This would
involve assessing its performance against expert annotations across multiple institutions, eval-
uating its impact on clinical efficiency, and ensuring compliance with regulatory standards in
medical imaging software.
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A Appendices

A.1 Python Script for Renaming DICOM Root Directories

1 import os
2 import pydicom
3 import shutil
4

5 RAW_DIR = "/home/marc/data/zhaw/bebo/images_raw/"
6 OUT_DIR = "/home/marc/data/zhaw/bebo/images/"
7

8 def process_series(series_dir):
9 print(f"Processing series: {series_dir}")

10

11 try:
12 dicom_files = [
13 os.path.join(series_dir, f)
14 for f in os.listdir(series_dir)
15 if f.endswith(".dcm")
16 ]
17 dicom_slices = [pydicom.dcmread(f) for f in dicom_files]
18 dicom_slices.sort(key=lambda x: x.InstanceNumber)
19 series_description = str(dicom_slices[0].get((0x0008, 0x103E)).value)
20 patient_name = str(dicom_slices[0].get((0x0010, 0x0010)).value)
21 patient_id = str(dicom_slices[0].get((0x0010, 0x0020)).value)
22

23 except Exception as e:
24 print(f"Error processing {series_dir}: {e}")
25 return None, None, None
26

27 return patient_name, patient_id, series_description
28

29 def process_patient(patient_dir):
30 print(f"Processing patient: {patient_dir}")
31

32 for dir_name in os.listdir(patient_dir):
33 series_dir = os.path.join(patient_dir, dir_name)
34 if os.path.isdir(series_dir):
35 patient_name, patient_id, series_description = process_series(

series_dir)
36 print(f"Name: {patient_name}, Patient ID: {patient_id}, Series: {

series_description}")
37

38 patient_name = patient_name.replace("^", "")
39 new_patient_dir = os.path.join(OUT_DIR, patient_name)
40 if not os.path.exists(new_patient_dir):
41 os.makedirs(new_patient_dir)
42

43 series_description = series_description.replace(" ", "_")
44

45 new_series_dir = os.path.join(new_patient_dir, series_description)
46

47 while os.path.exists(new_series_dir):
48 new_series_dir += "_"
49

50 shutil.copytree(series_dir, new_series_dir)
51 print(f"Copied series to {new_series_dir}")
52

53 def main():
54 for dir_name in os.listdir(RAW_DIR):
55 patient_dir = os.path.join(RAW_DIR, dir_name)
56 if os.path.isdir(patient_dir):
57 process_patient(patient_dir)
58
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59 if __name__ == "__main__":
60 main()

A.2 Python Script for DICOM to NIfTI conversion

1 import os
2 import dicom2nifti
3 import shutil
4

5 Patient_dir = '/cluster/projects/2025_stmd_bebo/renamed_dicom/
protocol_a_reduced'

6 Nifti_dir = '/cluster/projects/2025_stmd_bebo/nifti_data/protocol_a_reduced'
7

8 os.makedirs(Nifti_dir, exist_ok=True)
9

10 for patient in os.listdir(Patient_dir):
11 patient_dicom_path = os.path.join(Patient_dir, patient)
12 series_folder = "SAG_T2"
13 series_dicom_path = os.path.join(patient_dicom_path, series_folder)
14

15 if not os.path.isdir(series_dicom_path):
16 print(f"No {series_folder} folder found for patient {patient}")
17 continue
18

19 temp_dir = os.path.join(Nifti_dir, "temp_conversion")
20 os.makedirs(temp_dir, exist_ok=True)
21

22 try:
23 dicom2nifti.convert_directory(series_dicom_path, temp_dir,

compression=True, reorient=True)
24

25 nifti_files = [f for f in os.listdir(temp_dir) if f.endswith('.nii.gz
')]

26 if nifti_files:
27 source_path = os.path.join(temp_dir, nifti_files[0])
28 target_path = os.path.join(Nifti_dir, f"{patient}_{series_folder

}.nii.gz")
29 shutil.move(source_path, target_path)
30 print(f"Converted: {patient}/{series_folder} ? {target_path}")
31 else:
32 print(f"No NIfTI files were created for {patient}/{series_folder}

")
33

34 except Exception as e:
35 print(f"Failed {patient}/{series_folder}: {str(e)}")
36

37 finally:
38 if os.path.exists(temp_dir):
39 shutil.rmtree(temp_dir)
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A.3 Python Script of 2D UNet

1 import torch
2 import torch.nn as nn
3 import torchvision.transforms.functional as TF
4

5 class DoubleConv(nn.Module):
6 def __init__(self, in_channels, out_channels):
7 super(DoubleConv, self).__init__()
8 self.conv = nn.Sequential(
9 nn.Conv2d(in_channels, out_channels, 3, 1, 1, bias=False),

10 nn.BatchNorm2d(out_channels),
11 nn.ReLU(inplace=True),
12 nn.Conv2d(out_channels, out_channels, 3, 1, 1, bias=False),
13 nn.BatchNorm2d(out_channels),
14 nn.ReLU(inplace=True)
15 )
16 def forward(self, x):
17 return self.conv(x)
18

19 class UNET(nn.Module):
20 def __init__(
21 self, in_channels=3, out_channels=1, features=[64, 128, 256, 512]
22 ):
23 super(UNET, self).__init__()
24 self.ups = nn.ModuleList()
25 self.downs = nn.ModuleList()
26 self.pool = nn.MaxPool2d(kernel_size=2, stride=2)
27

28 # Down part of UNET
29 for feature in features:
30 self.downs.append(DoubleConv(in_channels, feature))
31 in_channels = feature
32

33 # Up part of UNET
34 for feature in reversed(features):
35 self.ups.append(
36 nn.ConvTranspose2d(
37 feature*2, feature, kernel_size=2, stride=2
38 )
39 )
40 self.ups.append(DoubleConv(feature*2, feature))
41

42 self.bottleneck = DoubleConv(features[-1], features[-1]*2)
43 self.final_conv = nn.Conv2d(features[0], out_channels, kernel_size=1)
44

45 def forward(self, x):
46 skip_connections = []
47

48 for down in self.downs:
49 x = down(x)
50 skip_connections.append(x)
51 x = self.pool(x)
52

53 x = self.bottleneck(x)
54 skip_connections = skip_connections[::-1]
55

56 for idx in range(0, len(self.ups), 2):
57 x = self.ups[idx](x)
58 skip_connection = skip_connections[idx//2]
59

60 if x.shape != skip_connection.shape:
61 x = TF.resize(x, size=skip_connection.shape[2:])
62

63 concat_skip = torch.cat((skip_connection, x), dim=1)

Zurich University of Applied Sciences · IMES – Institute of Mechanical Systems
CH-8401 Winterthur · www.zhaw.ch/imes



A Appendices 33 / 40

64 x = self.ups[idx+1](concat_skip)
65

66 return self.final_conv(x)
67

68 def test():
69 x = torch.randn((3, 1, 161, 161))
70 model = UNET(in_channels=1, out_channels=1)
71 preds = model(x)
72 print(preds.shape)
73 print(x.shape)
74 assert preds.shape == x.shape
75

76 if __name__ == "__main__":
77 test()

Listing 7 – 2D UNet Model

A.4 Python Script of 3D UNet

1 import torch
2 import torch.nn as nn
3 import torch.nn.functional as F
4

5 class DoubleConv(nn.Module):
6 def __init__(self, in_channels, out_channels):
7 super(DoubleConv, self).__init__()
8 self.conv = nn.Sequential(
9 nn.Conv3d(in_channels, out_channels, 3, 1, 1, bias=False),

10 nn.BatchNorm3d(out_channels),
11 nn.ReLU(inplace=True),
12 nn.Conv3d(out_channels, out_channels, 3, 1, 1, bias=False),
13 nn.BatchNorm3d(out_channels),
14 nn.ReLU(inplace=True)
15 )
16 def forward(self, x):
17 return self.conv(x)
18

19 class UNET3D(nn.Module):
20 def __init__(
21 self, in_channels=1, out_channels=1, features=[64, 128, 256, 512]
22 ):
23 super(UNET3D, self).__init__()
24 self.ups = nn.ModuleList()
25 self.downs = nn.ModuleList()
26 self.pool = nn.MaxPool3d(kernel_size=2, stride=2)
27

28

29 # Down part of UNET
30 for feature in features:
31 self.downs.append(DoubleConv(in_channels, feature))
32 in_channels = feature
33

34 # Up part of UNET
35 for feature in reversed(features):
36 self.ups.append(
37 nn.ConvTranspose3d(
38 feature*2, feature, kernel_size=2, stride=2
39 )
40 )
41 self.ups.append(DoubleConv(feature*2, feature))
42

43 self.bottleneck = DoubleConv(features[-1], features[-1]*2)
44 self.final_conv = nn.Conv3d(features[0], out_channels, kernel_size=1)
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45

46 def forward(self, x):
47 skip_connections = []
48

49 # Downsample
50 for down in self.downs:
51 x = down(x)
52 skip_connections.append(x)
53 x = self.pool(x)
54

55 # Bottleneck
56 x = self.bottleneck(x)
57 skip_connections = skip_connections[::-1]
58

59 # Upsample
60 for idx in range(0, len(self.ups), 2):
61 x = self.ups[idx](x)
62 skip_connection = skip_connections[idx // 2]
63

64 if x.shape != skip_connection.shape:
65 x = F.interpolate(x, size=skip_connection.shape[2:],
66 mode="trilinear", align_corners=True)
67

68 concat_skip = torch.cat((skip_connection, x), dim=1)
69 x = self.ups[idx+1](concat_skip)
70

71 return self.final_conv(x)
72

73 from torch.cuda.amp import autocast
74

75 def test():
76 # Simulate a 3D volume: (batch_size=3, channels=1, depth=110, height=161,

width=161)
77 x = torch.randn((1, 1, 32, 64, 64)).to(device)
78 model = UNET3D(in_channels=1, out_channels=1).to(device)
79 preds = model(x)
80

81 # Profiling the model to see how much time it takes to run
82 with profile(
83 activities=[ProfilerActivity.CPU, ProfilerActivity.CUDA], # Track

both CPU and GPU
84 record_shapes=True,
85 profile_memory=True,
86 with_stack=True
87 ) as prof:
88 with record_function("model_inference"):
89 preds = model(x)
90

91 print(prof.key_averages().table(sort_by="cuda_time_total", row_limit=10))
92

93 print("Input shape:", x.shape)
94 print("Output shape:", preds.shape)
95 assert preds.shape == x.shape
96

97 from torch.profiler import profile, record_function, ProfilerActivity
98

99 if __name__ == "__main__":
100 cuda = torch.cuda.is_available()
101 device = torch.device("cuda" if cuda else "cpu")
102

103 # torch.cuda.empty_cache()
104

105 print(f"Using device {device}")
106 test()
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Listing 8 – 3D UNet Model

A.5 Python Script for starting the inference job

1 import requests
2 import argparse
3 import json
4

5 def run_inference(ip, port, model, max_batch_size):
6 url = f"http://{ip}:{port}/batch/infer/{model}?images=all&run_sync=false"
7

8 headers = {
9 "accept": "application/json",

10 "Content-Type": "application/json"
11 }
12

13 payload = {
14 "device": "cuda",
15 "multi_gpu": True,
16 "gpus": "all",
17 "logging": "WARNING",
18 "save_label": True,
19 "label_tag": "original",
20 "max_workers": 1,
21 "max_batch_size": max_batch_size
22 }
23

24 try:
25 response = requests.post(url, headers=headers, data=json.dumps(

payload))
26 print("Status Code:", response.status_code)
27 print("Response JSON:", response.json())
28 except requests.exceptions.RequestException as e:
29 print("Request failed:", e)
30

31 if __name__ == "__main__":
32 parser = argparse.ArgumentParser(
33 description="Run batch inference with configurable server, model, and

batch size.")
34 parser.add_argument("--ip", default="160.85.197.26", help="Server IP

address")
35 parser.add_argument("--port", type=int, default=8864, help="Server port")
36 parser.add_argument("--model", default="seg_unet", help="Name of the

model to run inference with")
37 parser.add_argument("--max_batch_size", type=int, default=0, help="

Maximum batch size")
38

39 args = parser.parse_args()
40 run_inference(args.ip, args.port, args.model, args.max_batch_size)

Listing 9 – Batch inference request script for MONAI Label
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A.6 Python Script for starting the training Job

1 import requests
2 import argparse
3

4 def train_model(ip, port, model, max_epochs):
5 url = f"http://{ip}:{port}/train"
6 payload = {
7 "model": model,
8 "max_epochs": max_epochs
9 }

10

11 try:
12 response = requests.post(url, json=payload)
13 print("Status:", response.status_code)
14 print("Response:", response.text)
15 except requests.exceptions.RequestException as e:
16 print("Request failed:", e)
17

18 if __name__ == "__main__":
19 parser = argparse.ArgumentParser(description="Train a model via HTTP POST

request.")
20 parser.add_argument("--ip", default="160.85.197.26", help="Server IP

address")
21 parser.add_argument("--port", type=int, default=8864, help="Server port")
22 parser.add_argument("--model", default="seg_unet", help="Model name to

train")
23 parser.add_argument("--max_epochs", type=int, default=500, help="Maximum

number of training epochs")
24

25 args = parser.parse_args()
26 train_model(args.ip, args.port, args.model, args.max_epochs)

Listing 10 – Script to trigger model training via HTTP POST request

A.7 Python Script for calculating Dice score

1 import os
2 import nibabel as nib
3 import numpy as np
4 import argparse
5 import csv
6 from glob import glob
7 from scipy.ndimage import affine_transform
8

9 def dice_score(mask1, mask2):
10 intersection = np.sum(mask1 & mask2)
11 sum_masks = np.sum(mask1) + np.sum(mask2)
12 return 2.0 * intersection / sum_masks if sum_masks != 0 else 1.0
13

14 def resample_to_target(source_img, target_img):
15 target_data = target_img.get_fdata()
16 target_shape = target_data.shape
17 transform = np.linalg.inv(source_img.affine) @ target_img.affine
18

19 resampled_data = np.zeros_like(target_data)
20 for label in [1, 2]:
21 source_data = (source_img.get_fdata() == label).astype(np.float32)
22 resampled = affine_transform(
23 source_data,
24 transform[:3, :3],
25 offset=transform[:3, 3],
26 output_shape=target_shape,
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27 order=0
28 )
29 resampled_data[resampled > 0.5] = label
30 return resampled_data
31

32 def main():
33 parser = argparse.ArgumentParser()
34 parser.add_argument('--pred_dir', required=True)
35 parser.add_argument('--truth_dir', required=True)
36 parser.add_argument('--output', required=True)
37 args = parser.parse_args()
38

39 pred_files = glob(os.path.join(args.pred_dir, '*.nii*'))
40 file_results = {}
41

42 for pred_path in pred_files:
43 filename = os.path.basename(pred_path)
44 truth_path = os.path.join(args.truth_dir, filename)
45

46 if not os.path.exists(truth_path):
47 continue
48

49 try:
50 pred_img = nib.load(pred_path)
51 truth_img = nib.load(truth_path)
52 except:
53 continue
54

55 resampled_pred = resample_to_target(pred_img, truth_img)
56 truth_data = truth_img.get_fdata().astype(np.int16)
57

58 clean_name = filename.replace('.nii.gz', '').replace('.nii', '')
59 dice1 = dice_score(resampled_pred == 1, truth_data == 1)
60 dice2 = dice_score(resampled_pred == 2, truth_data == 2)
61 mean_dice = (dice1 + dice2) / 2
62 file_results[clean_name] = (dice1, dice2, mean_dice)
63

64 avg_dice1 = np.mean([v[0] for v in file_results.values()])
65 avg_dice2 = np.mean([v[1] for v in file_results.values()])
66 avg_mean = np.mean([v[2] for v in file_results.values()])
67

68 with open(args.output, 'w', newline='') as f:
69 writer = csv.writer(f)
70 writer.writerow(['Filename', 'Bladder', 'Hip joints', 'Mean'])
71

72 for name, (d1, d2, mean) in file_results.items():
73 writer.writerow([
74 name,
75 format(d1, '.2g'),
76 format(d2, '.2g'),
77 format(mean, '.2g')
78 ])
79

80 writer.writerow([
81 'Average',
82 format(avg_dice1, '.2g'),
83 format(avg_dice2, '.2g'),
84 format(avg_mean, '.2g')
85 ])
86

87 if __name__ == '__main__':
88 main()

Listing 11 – Evaluation script to compute Dice scores for bladder and hip joints
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A.8 Python Script for final evaluation and visualization

1 import pandas as pd
2 import seaborn as sns
3 import matplotlib.pyplot as plt
4 import argparse
5 import os
6 from glob import glob
7 import numpy as np
8

9 def process_file(csv_path, output_dir, color_map=None):
10 df = pd.read_csv(csv_path)
11 df = df[df['Filename'].str.lower() != 'average']
12

13 for col in ['Bladder', 'Hip joints', 'Mean']:
14 df[col] = pd.to_numeric(df[col], errors='coerce')
15

16 base_name = os.path.splitext(os.path.basename(csv_path))[0]
17 os.makedirs(output_dir, exist_ok=True)
18

19 # Boxplot (per-metric)
20 plt.figure(figsize=(8, 5))
21 sns.boxplot(data=df[['Bladder', 'Hip joints', 'Mean']], palette='Set2')
22 plt.title('Boxplot of Evaluation Metrics')
23 plt.ylabel('Dice Score')
24 min_score = df[['Bladder', 'Hip joints', 'Mean']].min().min()
25 plt.ylim(0.6 if min_score > 0.6 else 0, 1)
26 plt.grid(True)
27 plt.tight_layout()
28 plt.savefig(os.path.join(output_dir, f'{base_name}_boxplot.png'))
29 plt.close()
30

31 # Heatmap
32 plt.figure(figsize=(12, 6))
33 sns.heatmap(
34 df.set_index('Filename')[['Bladder', 'Hip joints', 'Mean']],
35 annot=True, fmt=".3f", cmap='viridis', cbar=True, vmin=0, vmax=1
36 )
37 plt.title('Heatmap of Per-Case Evaluation Metrics')
38 plt.tight_layout()
39 plt.savefig(os.path.join(output_dir, f'{base_name}_heatmap.png'))
40 plt.close()
41

42 return df['Mean'].tolist()
43

44

45 def main():
46 parser = argparse.ArgumentParser(description='Generate evaluation plots

and reports for one or multiple models.')
47 parser.add_argument('input_path', type=str, help='CSV file or directory

containing CSV files.')
48 parser.add_argument('--output', type=str, default=None, help='Output

directory for plots and reports.')
49 args = parser.parse_args()
50

51 input_path = args.input_path
52 output_base = args.output if args.output else input_path
53 results = {}
54 all_scores = {}
55 summaries = []
56

57 if os.path.isdir(input_path):
58 csv_files = glob(os.path.join(input_path, '*.csv'))
59

60 # First pass to collect names and means
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61 for csv_file in csv_files:
62 model_name = os.path.splitext(os.path.basename(csv_file))[0]
63 output_dir = os.path.join(output_base, model_name)
64 mean_scores = process_file(csv_file, output_dir)
65 mean_value = np.mean(mean_scores)
66 results[model_name] = mean_value
67 all_scores[model_name] = mean_scores
68 summaries.append({'Model': model_name, 'Mean': mean_value})
69

70 # Sort models by mean Dice score
71 summaries.sort(key=lambda x: x['Mean'], reverse=True)
72 sorted_models = [s['Model'] for s in summaries]
73

74 # Assign consistent colors
75 palette = sns.color_palette('Set3', len(sorted_models))
76 color_map = dict(zip(sorted_models, palette))
77

78 # Re-process for consistent boxplot colors
79 for csv_file in csv_files:
80 model_name = os.path.splitext(os.path.basename(csv_file))[0]
81 output_dir = os.path.join(output_base, model_name)
82 process_file(csv_file, output_dir, color_map=color_map)
83

84 # Prepare data for combined boxplot
85 combined_data = [
86 {'Model': model, 'Mean': score}
87 for model in sorted_models
88 for score in all_scores[model]
89 ]
90 combined_df = pd.DataFrame(combined_data)
91

92 # Plot combined sorted boxplot
93 fig, ax = plt.subplots(figsize=(10, 6))
94 sns.boxplot(
95 x='Model', y='Mean', data=combined_df,
96 order=sorted_models, hue='Model', palette=color_map,
97 ax=ax, legend=False
98 )
99 sns.stripplot(

100 x='Model', y='Mean', data=combined_df,
101 order=sorted_models, color='black', alpha=0.4, jitter=True, ax=ax
102 )
103

104 ax.set_title('Model Comparison: Mean Dice Scores')
105 ax.set_ylabel('Dice Score')
106 plt.xticks(rotation=45)
107 plt.tight_layout()
108 plt.savefig(os.path.join(output_base, 'comparison_plot.png'))
109 plt.close()
110

111 # Save report
112 report_lines = ["Model Evaluation Summary:\n"]
113 for row in summaries:
114 report_lines.append(f"{row['Model']}: Mean = {row['Mean']:.4f}")
115

116 best_model = sorted_models[0]
117 report_lines.append(f"\nBest Performing Model: {best_model} (Mean = {

results[best_model]:.4f})")
118

119 report_path = os.path.join(output_base, 'evaluation_report.txt')
120 with open(report_path, 'w') as f:
121 f.write('\n'.join(report_lines))
122

123 else:
124 output_dir = output_base if os.path.isdir(output_base) else '.'
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125 process_file(input_path, output_dir)
126

127 if __name__ == '__main__':
128 main()

Listing 12 – Final evaluation and visualization script for comparing multiple models
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