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Abstract 
This bachelor thesis uses Transformer models to investigate the accurate prediction of the binding between 

T-cell receptors (TCR) and specific epitopes in order to support personalised immunotherapies. To this end, 

several Transformer-based models were developed and systematically expanded by integrating genetic con-

text features and physicochemical properties. In addition, a reciprocal attention mechanism was used to 

explicitly map specific interactions between TCR and epitope sequences. The evaluations show that the 

models adequately recognise actual bindings but have problems generalising to realistic, unknown test 

cases. These challenges are particularly evident in synthetic negative samples that have structurally and 

sequentially similar properties, which manifests itself in clear signs of overfitting. In addition, the models often 

overestimate themselves in false predictions, which complicates clinical use. Further research should there-

fore focus on robust training methods, optimising data quality, and strategies for reducing overfitting and 

overconfidence. 

  



Zusammenfassung 
In dieser Bachelorarbeit wird mithilfe von Transformer-Modellen die genaue Vorhersage der Bindung zwi-

schen T-Zell-Rezeptoren (TCR) und spezifischen Epitopen untersucht, um personalisierte Immuntherapien 

zu unterstützen. Zu diesem Zweck wurden mehrere Transformer-basierte Modelle entwickelt und systema-

tisch erweitert, indem genetische Kontextinformationen und physikochemische Merkmale integriert wurden. 

Darüber hinaus wurde ein Mechanismus der reziproken Aufmerksamkeit verwendet, um spezifische Interak-

tionen zwischen TCR- und Epitopsequenzen explizit abzubilden. Die Auswertungen zeigen, dass die Modelle 

tatsächliche Bindungen adäquat erkennen, jedoch Probleme bei der Generalisierung auf realistische, unbe-

kannte Testfälle aufweist. Diese Herausforderungen manifestieren sich insbesondere bei synthetischen Ne-

gativproben, die strukturell und sequenziell ähnliche Eigenschaften aufweisen, was sich in deutlichen Anzei-

chen einer Overfitting äußert. Darüber hinaus überschätzen die Modelle sich oft bei falschen Vorhersagen, 

was den klinischen Einsatz erschwert. Weitere Forschung sollte sich daher auf robuste Trainingsmethoden, 

die Optimierung der Datenqualität sowie Strategien zur Reduzierung von Overfitting und Overconfidence 

konzentrieren. 
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1. Introduction 

T cells play a central role in the human immune system, where they are responsible for recognizing and 

eliminating pathogens and abnormal cells while maintaining tolerance to healthy tissues [1]. This highly spe-

cific recognition system allows T cells to identify a wide range of antigens, including those derived from 

viruses, bacteria, and cancer cells. 

 

Advances in immunotherapy have leveraged this natural specificity, leading to transformative treatments for 

various diseases, particularly cancer. Strategies such as checkpoint inhibitors and chimeric antigen receptor 

(CAR)-T cell therapy have shown remarkable clinical success. Checkpoint inhibitors release the brakes on 

the immune response, while CAR-T therapy engineers a patient's own T cells to recognize and attack cancer 

cells. [2] 

 

At the same time, machine learning and artificial intelligence (AI) have begun to play an increasingly signifi-

cant role in immunotherapy development. Computational models can analyse large-scale biological data to 

predict T cell behaviour, identify optimal therapeutic targets, and aid clinicians in selecting the most effective 

treatment strategies for individual patients. Such models can discover patterns and insights in immunological 

data that would be difficult to detect through laboratory experiments alone. 

 

The integration of computational approaches and immunology is particularly relevant for personalized medi-

cine. By analysing a patient's unique genetic and immune profiles, machine learning algorithms can predict 

which treatments are most likely to be effective. These models can evaluate tumour characteristics, assess 

T cell repertoire diversity, and even forecast potential treatment responses before therapy initiation. [3] 

 

This data-driven approach is not limited to oncology but is also being extended to autoimmune diseases, 

vaccine development, and infectious disease management. As a result, computational methods are set to 

become an integral part of decision-making processes in modern immunology. 

 

1.1. Motivation 

Despite recent progress, current machine learning (ML)-based approaches for T-cell receptors (TCR)-

epitope binding prediction exhibit several limitations. 

 

Architectural variability: Existing methods employ diverse neural network architectures, including convolu-

tional neural networks (CNN), recurrent architectures and attention-based models, but systematic compari-

sons of their effectiveness remain sparse. For instance, ERGO, a Long Short-Term Memory (LSTM) based 

model [4] and TITAN, an attention-based transformer approach [5], capture sequential dependencies effec-

tively, but their relative performance in predicting TCR-epitope interactions has not been thoroughly bench-

marked. 
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Feature representation challenges: Current approaches predominantly rely on either substitution matrices, 

such as BLOSUM, which lack sufficient generalization to new epitopes, [6] or large protein language model 

embeddings (e.g., ProtBERT), which are computationally intensive and risk losing relevant information 

through pooling operations. [7] The integration of physicochemical features, potentially offering complemen-

tary biological context, has not yet been systematically investigated and validated across multiple architec-

tures. [8] 

 

Uni-Modal Limitations: Most existing models focus on a single type of input representation, either sequence 

data alone or basic physicochemical descriptors, thus neglecting potential synergies from multimodal feature 

combinations that include structural, evolutionary, and biochemical information. [8] 

 

To address selected gaps identified in current approaches, this work systematically investigates how model 

architecture and feature integration affect prediction performance. Starting from a baseline model, architec-

tural modifications (e.g., reciprocal attention mechanisms) and additional input features (e.g., major histo-

compatibility complex (MHC), T-cell receptor beta joining (TRBJ), T-cell receptor beta variable (TRBV), phys-

icochemical properties) were incrementally introduced to assess their contributions. Optimal strategies for 

improving generalization are identified through a rigorous comparison of the evaluated approaches, particu-

larly for unseen epitopes, which is a critical step towards more reliable in silico screening tools for immuno-

therapy development.  

 

This thesis explores innovative transformer-based model architectures, systematically investigates feature 

integration strategies, and evaluates their impact on the predictive performance and generalization ability of 

computational TCR epitope binding predictions. 

 

1.2. Objectives and requirements 

The primary objective of this thesis is to systematically evaluate and enhance the generalizability of TCR-

epitope binding prediction models using modern deep learning techniques. Specifically, this work aims to: 

i. Assess how well transformer-based architectures and alternative neural network models gen-

eralize to new, unseen datasets. 

ii. Explore the impact of integrating physicochemical properties into the predictive pipeline. 

iii. Investigate the integration of additional contextual features, such as MHC, TRBJ, and TRBV 

genes, to enrich the model’s input representation. 

iv. Implement a reciprocal attention mechanism inspired by the TSPred study [8] to explicitly model 

the interactions between TCR and epitope sequences. 

v. Ensure robust model interpretability through advanced methods such as gradient-based attrib-

ution techniques. 

To achieve these objectives, several requirements must be fulfilled. First, access to diverse, well-curated 

datasets (including IEDB [9], VDJdb [10], McPAS [11], and 10XGenomics [12]) is essential to provide a 

comprehensive basis for model training and evaluation, ensuring sufficient representation of both positive 

and negative TCR-epitope interactions. Second, the selected models must be evaluated using rigorous 
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performance metrics, including Average Precision (AP), area under the curve (AUC), macro-averaged F1-

Score (macro F1), Precision and Recall, as these metrics are critical for benchmarking model performance 

across heterogeneous data and unseen scenarios. 

 

Furthermore, the use of advanced computational frameworks such as PyTorch is essential for flexible model 

development, efficient training on GPUs, and reproducibility. Integrating interpretability techniques provided 

in the Captum Library [13] enables a transparent analysis of feature importance, particularly when combining 

sequence-based embeddings with physicochemical descriptors. This approach not only helps to identify 

which input features contribute most to prediction but also increases confidence in the model's applicability 

to real-world immunotherapy tasks. 
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2. Theoretical Background 

The following chapter establishes the theoretical background, outlining the biological mechanisms underlying 

TCR-epitope binding, the landscape of computational prediction models, current challenges, the integration 

of physicochemical properties, and the role of transformer models in immunoinformatics. 

 

2.1. Overview of TCR-Epitope Binding Mechanism 

T cells, including CD4+ helpers and CD8+ cytotoxic cells, play a central role in adaptive immunity by recog-

nizing antigens through their TCR. [4] TCRs bind specifically to short antigenetic peptides, known as 

epitopes, which are presented by antigen-presenting cells (APC) via MHC molecules. This interaction be-

tween the TCR and the peptide-MHC (pMHC) complex, where the epitope is presented by the MHC mole-

cule, triggers T cell activation and is crucial for immune surveillance of infections, malignant transformations, 

and immune-mediated processes [14]. 

 

The binding affinity is largely determined by the complementarity determining region 3 (CDR3) of the T-cell 

receptor beta (TCR-β) chain and its cognate epitope [15]. The binding specificity depends on the comple-

mentarity-determining regions (CDR) of the TCR. The CDR3 domain demonstrates the greatest sequence 

variation due to its formation through V(D)J recombination processes and serves as the primary interface for 

peptide recognition. Meanwhile, the CDR1 and CDR2 domains, which are germline encoded within variable 

gene segments, predominantly establish contacts with the MHC platform [16]. As structural studies have 

shown, "CDR3 is the main CDR responsible for recognizing processed antigen, although CDR1 of the alpha 

chain has also been shown to interact with the N-terminal part of the antigenic peptide" [16]. 

 

Structural analyses demonstrate that TCRs adopt a characteristic diagonal orientation when engaging pMHC 

complexes, with the Vβ domain positioned above the MHC α1 helix and the Vα domain above the α2 helix. 

This arrangement allows the structurally conserved CDR1 and CDR2 regions to establish stabilizing contacts 

with MHC surfaces, while the highly variable CDR3 loops mediate specific peptide interactions [17]. Research 

confirms that "the germline encoded CDR1 and CDR2 loops are mainly focused on the recognition of the 

MHC molecule itself, while the hypervariable CDR3 loops are the main drivers of peptide recognition" [17]. 

 

The biophysical parameters governing TCR-pMHC interactions involve relatively low-affinity binding with 

rapid kinetics, contrasting with high-affinity antibody-antigen interactions. The conformational flexibility of 

TCR CDR loops, particularly CDR3 regions, contributes to the adaptive capacity of T cell recognition and 

enables cross-reactivity necessary for comprehensive immune coverage. 

 

Understanding these molecular mechanisms proves essential for developing precision immunotherapeutic 

strategies, including TCR engineering, personalized vaccine development, and computational approaches 

for predicting TCR-epitope binding specificity. 
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2.2. Computational Models for TCR-Epitope Interaction Prediction 

Recent advancements in immune sequencing and experimental techniques are generating extensive TCR 

repertoire data, enabling the development of computational models to predict TCR binding specificity. De-

spite the computational challenges posed by the vast diversity of TCRs and epitopes, significant progress 

has been made through machine learning approaches [18]. The evolution of these models has progressed 

from early unsupervised clustering approaches to sophisticated deep learning architectures that leverage 

protein language modelling principles. 

 

Protein Language Models (PLMs): Recent developments have introduced specialized protein language 

models for TCR analysis. The tcrLM model exemplifies this approach by employing masked language mod-

elling to learn representations of TCR sequences. As described in the original work, "by randomly masking 

segments of TCR sequences and training tcrLM to infer the masked segments, thereby enabling the extrac-

tion of expressive features from TCR sequences" [19]. This model was trained on over 100 million distinct 

TCR CDR3 sequences and incorporates virtual adversarial training to enhance robustness and generaliza-

bility. 

 

Attention-Based Architectures: Multiple studies have demonstrated the effectiveness of attention mecha-

nisms for TCR-epitope prediction. TEPCAM represents a notable example, integrating self-attention and 

cross-attention mechanisms with multi-channel convolution. The authors report that their approach "incorpo-

rates self-attention, cross-attention mechanism, and multi-channel convolution to improve the generalizability 

and enhance the model interpretability" [20]. Similarly, ATM-TCR utilizes multi-head self-attention mecha-

nisms to capture biological contextual information and improve out-of-sample performance on unseen 

epitopes [21]. 

 

Multimodal Learning Approaches: Advanced frameworks now combine multiple types of molecular infor-

mation for enhanced prediction accuracy. MATE-Pred exemplifies this trend by integrating textual represen-

tations of proteins with physicochemical properties and structural features. This multimodal attention-based 

approach captures contextual, structural, and physicochemical information to achieve improved performance 

in TCR-epitope binding prediction [22]. 

 

Contrastive Learning Methods: The SCEPTR model introduces an innovative pre-training strategy that 

combines auto-contrastive learning with masked language modelling. This approach addresses the data 

scarcity problem inherent in TCR specificity prediction. The methodology enables data-efficient transfer 

learning and demonstrates superior performance compared to existing protein language models when ap-

plied to TCR-epitope binding tasks [23]. 
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2.3. Challenges in current Models 

Despite significant progress, several challenges persist in TCR-epitope binding prediction: 

 

Generalization to Unseen Epitopes: Models often struggle to predict interactions involving epitopes not 

presented in the training data. The limited diversity and imbalance in available datasets hinder the models' 

ability to generalize, especially when the test epitopes differ significantly from those seen during training. [4] 

 

Data Limitations and Biases: The scarcity of labelled TCR-epitope pairs and the presence of biases in 

existing datasets pose significant hurdles. Issues such as inconsistent preprocessing and the exchangeability 

of TCR α and β chains can confound model predictions. [24] 

 

Interpretability: Deep learning models, while powerful, often operate as "black boxes," making it challenging 

to interpret their predictions. Efforts like TEPCAM aim to enhance interpretability by extracting interaction 

patterns and mapping them to structural data, but more work is needed to make these models transparent 

and trustworthy. [25] 

 

Negative Sample Generation: Creating reliable negative samples (TCR-epitope pairs that do not interact) 

is non-trivial. Improper generation of negative samples can introduce biases and affect model performance. 

[6] 

 

Addressing these challenges requires the development of more diverse and balanced datasets, improved 

model architectures that can generalize effectively, and techniques that enhance the interpretability and re-

liability of predictions. 

 

2.4. Integration of Physicochemical Properties 

To overcome limitations associated with purely sequence-based predictions, recent efforts have focused on 

integrating physicochemical properties of amino acids into predictive models. Properties such as hydropho-

bicity, charge, molecular weight, and polarity have shown to significantly enhance prediction accuracy by 

providing additional biochemical context not captured by sequence embeddings alone. [7] [26] 

 

For instance, models like MATE-Pred successfully integrate physicochemical descriptors alongside structural 

predictions (e.g., predicted contact maps) and sequence embeddings, achieving superior prediction perfor-

mance and robustness compared to traditional methods. [26] Similarly, TCR-H leverages physicochemical 

features exclusively and employs explainable AI techniques, demonstrating improved generalizability and 

interpretability, especially for unseen epitopes and TCRs. [27] 

 

However, the effective integration of physicochemical properties poses computational challenges, including 

increased model complexity and the need for careful normalization and embedding strategies to prevent loss 

of critical biochemical information. [7] 
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2.5. Transformer Models in Immunoinformatics 

Transformer-based models, originally developed for natural language processing, have recently emerged as 

highly effective tools in immunoinformatics due to their powerful sequence encoding and attention mecha-

nisms. The key advantage of Transformers lies in their ability to capture complex, context-dependent inter-

actions between amino acids within TCR and epitope sequences. Models such as PiTE, epiTCR, and TSpred 

leverage Transformer architectures to significantly enhance predictive performance over traditional neural 

network approaches. [2] [4] [16] 

 

Specifically, PiTE employs pre-trained Transformer-based encoders to generate rich, context-aware se-

quence embeddings, substantially outperforming conventional CNN or LSTM models in predicting TCR-

epitope binding affinity. [15] TSpred further introduces reciprocal attention, a bidirectional cross-attention 

mechanism, explicitly modelling interactions between TCR and epitope sequences, thereby improving gen-

eralization to new epitopes and providing enhanced interpretability. [8] 

 

These advanced Transformer architectures, particularly when combined with multimodal embeddings (e.g., 

physicochemical properties, genetic context features), have demonstrated strong predictive power, robust-

ness against data imbalance, and effective generalization across diverse immunological contexts. Such mod-

els represent state-of-the-art solutions for computational TCR-epitope interaction prediction and have sub-

stantial potential for applications in personalized immunotherapy and vaccine development. [7]   
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3. Materials and Methods 

This chapter explains which data was used, how it was processed, and which models were subsequently 

created and trained. 

 

3.1. Datasets 

For this study, positive samples were compiled from four different databases. The negative samples are 

composed of two sources: one derived from the 10x genomics (10x) database [12] and the other comprising 

synthetically generated negative pairs. The decision to generate additional negative samples was made be-

cause the 10x database contained only a small number of unique epitopes, limited to 50, which restricted the 

diversity of negative samples. In addition, care was taken to ensure a balanced distribution as part of the 

TCR-Peptide Pairing (TPP) classification, which made it necessary to generate additional negative samples. 

 

The data was divided into three subsets such as train, validation and test. To ensure generalisability, the 

positive datasets from pMTnet [29], McPAS-TCR [11] and IEDB [9] were used for training and validation, see 

Figure 1. 

 
Figure 1: The figure illustrates the overall data processing workflow, including the sources of positive and nega-

tive TCR epitope pairs, the data cleansing step, and the final partitioning into training and validation datasets. 
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For the test dataset, only the VDJdb dataset was used, see Figure 2. This dataset was deliberately excluded 

from the training and validation phases to enable unbiased performance evaluation. 

The positive and negative 10x data were standardised and cleansed using a data pipeline. Among other 

things, column names were harmonised and duplicates removed. The IEDB dataset required special treat-

ment as individual fields contained multiple values separated by commas. These values were moved to sep-

arate columns, while other relevant information remained unchanged. 

 

In addition, all datasets underwent a structured data curation process comprising multiple stages: fitting, 

cleaning, and standardisation. For IEDB, raw data were first mapped to a consistent schema by renaming 

columns. Composite epitope strings such as "LLFGFPVYV + SCM(F5)" were reduced to their core peptide 

sequence "LLFGFPVYV" to eliminate experimental or fusion-related metadata not relevant for MHC presen-

tation or TCR binding. This ensured clean, comparable input sequences for model training. 

 

Rows lacking the essential fields (Epitope or CDR3) were excluded to ensure data quality.  

 

For McPAS-TCR, which originally contained both human and non-human data, only human samples were 

selected. The MHC class was inferred from T cell type annotations (e.g., CD8 mapped to Major 

histocompatibility complex class I (MHCI)). Further processing included the removal of formatting artifacts 

such as /D suffixes, comma-separated entries. 

 

T cells each have an alpha and a beta chain. These can be paired or present individually. Only the beta chain 

was analysed in this study, as there is only very limited data available for paired chains, whereas beta chains 

are sufficiently represented. 

Figure 2: The figure illustrates the process of generating the test dataset, including the integration of positive pairs from 
VDJdb, negative pairs from 10X Genomics and generated sources, data cleansing, and final preparation of the test set. 
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A distinction was also made between allele and gene information. In biology, a gene is a section of deoxyri-

bonucleic acid (DNA) that codes for a functional product, usually a protein. An allele represents a variant of 

a gene and therefore provides more precise information, particularly in the context of protein structure. [1] 

Due to the higher specificity, allele data were preferably used for this work. 

 

An embedding-based approach based on semantic distances was chosen for the generation of negative 

TCR-epitope pairs. The epitopes were first vectorised using the ProtT5 model. For each positive sample, an 

alternative epitope was identified whose embedding had a cosine similarity smaller than 0.75 to the original 

and was not identical. This ensured that the negative pairs were both biologically plausible and semantically 

sufficiently different. The negative samples were merged with the positive samples in the respective dataset. 

The corresponding MHC molecule was taken from the negative epitope, while sequence information such as 

TRBJ and CDR3 was retained from the original TCR. 

How exactly the negative samples are created can be found in the previous bachelor thesis “Enhancing 

Immunotherapy: Predictive Models for Epitope and T Cell Binding via Deep Learning”. [30] 

 

The training, validation and test data were deliberately created with a ratio of 1:5 positives to negatives for 

representing a more realistic dataset. An overview of the data split is provided in Table 1. While the model 

was validated and tested on this unbalanced dataset, training was performed on balanced batches to facili-

tate learning and avoid overfitting. 

 

Subset Positive samples Negative samples Total samples 

Train 126'286 (16.71%) 629'472 (83.29%) 755'758 (100%) 

Validation 28'150 (16.65%) 140'879 (83.35%) 169'029 (100%) 

Test 8'731 (16.13%) 45'395 (83.87%) 54'126 (100%) 

Table 1: This table summarizes the number and proportion of positive and negative samples in the training, validation, and test 
datasets. The datasets were created with an approximate 1:5 ratio of positives to negatives to represent a more realistic scenario. 
The percentages in parentheses indicate the proportion of each class within the respective dataset. 

In the training dataset, 50% of the negative samples came from the 10x dataset, while 50% were generated 

synthetically. 

In the validation dataset, the distribution consisted of 56% 10x data and 44% generated. 

In the test dataset, however, the proportion of 10x data was only 35%, while 65% of the negative samples 

were generated synthetically. 

 

Care was taken to ensure that an approximately equal ratio of 10x data and generated negative samples 

was maintained across all datasets. However, analysis of the test dataset revealed that the majority of the 

remaining samples could be assigned to the TPP1 task only. Due to the limited diversity of epitopes in the 

10x dataset, it was very time-consuming to identify additional samples for TPP2-TPP4 based on 10x data, 

see also chapter 3.2 Data refinement. A detailed definition of the TPP classification scheme is provided in 

Chapter 3.1.1. 
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Adjusting the distribution per TPP task in the test set would have required extensive restructuring and manual 

selection, which would have exceeded the time frame of this work. It was therefore decided to continue 

working with the final distribution, even if it is not evenly distributed across all TPP classes in the test dataset. 

 

3.1.1. Data classification 

In current research on the prediction of TCR-epitope interactions, the datasets used, and the evaluation 

methods vary considerably, which makes direct performance comparisons between different models difficult. 

Furthermore, the prediction tasks considered in each case significantly influence the interpretation of perfor-

mance metrics. 

 

A structured framework for categorising these tasks was introduced in the EPIC-TRACE study [28]. The 

categorisation defined into four tasks, known as TPP tasks, is based on whether TCRs and/or epitopes had 

been seen to the model during training and or validation: 

• TPP1: Both the TCR and the epitope had been seen before. 

• TPP2: The epitope had been seen, but the TCR had not. 

• TPP3: Neither the TCR nor the epitope had been seen before. 

• TPP4: The TCR had been seen, but the epitope had not. 

This classification enables a differentiated assessment of the generalisation capability of a model with respect 

to unknown TCR-epitope pairs. TPP3 is particularly challenging, as both components are unknown to the 

model. 

 

The validation and test dataset in this paper were specifically designed to test model performance across all 

four TPP categories, analogous to the methodology of the EPIC-TRACE study. [28] 

 

In order to ensure a ratio of 1:5 between positive and negative samples in the validation and test dataset for 

each TPP category, it was necessary to generate numerous new negative samples. This was partly due to 

the fact that only a limited number of unique epitopes are available in the 10x dataset. This resulted in an 

uneven distribution of TPP categories in the test dataset.  

Overall TPP1 was at 33.5%, TPP2 dominated with 55.0%, while TPP3 and TPP4 were significantly less 

represented with 10.0% and 1.5% respectively. 

The final distribution of the TPP tasks in the validation dataset is shown in Table 2 and the test dataset is 

shown in Table 3. 

 

Validation Positive samples Negative samples Total samples 

TPP 1 22'892 (16.49%) 115'954 (83.51%) 138'846 (100%) 

TPP 2 2’848 (16.97%) 13'932 (83.03%) 16'780 (100%) 

TPP 3 2'369 (18.01%) 10'787 (81.99%) 13'156 (100%) 

TPP 4 41 (16.60%) 206 (83.40%) 247 (100%) 

Table 2: This table summarizes the number and proportion of positive and negative samples in the validation dataset for each 
task. The percentages in parentheses indicate the proportion of each class within the respective task subset. 
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Test Positive samples Negative samples Total samples 

TPP 1 2'541 (14.00%) 15'609 (86.00%) 18'150 (100%) 

TPP 2 5'050 (16.95%) 24'738 (83.05%) 29'788 (100%) 

TPP 3 1’000 (18.60%) 4’375 (81.40%) 5'375 (100%) 

TPP 4 140 (17.22%) 673 (82.78%) 813 (100%) 

Table 3: This table summarizes the number and proportion of positive and negative samples in the test dataset for each task. The 
percentages in parentheses indicate the proportion of each class within the respective task subset. 

 

3.1.2. Physicochemical data 

To introduce additional biological information into the model, physicochemical descriptors were calculated 

for the amino acid sequences of TCR and epitopes. These descriptors include various properties such as 

hydrophobicity, polarity, molecular size, electronegativity, as well as structural and charge-related features. 

The extraction was performed using the Python library peptides [31], which generates numerical represen-

tations for a variety of biochemical parameters.  

For each amino acid sequence, the corresponding descriptor values were calculated and then standardised. 

This standardisation was crucial because the value ranges of the different descriptors vary greatly and could 

negatively influence the model behaviour without scaling. 

In the classic approach, these scaled values are fed directly as input into machine learning processes. How-

ever, neural networks find it difficult to efficiently recognise periodic or non-linear patterns in pure numerical 

values. For this reason, a periodic embedding was also implemented, which can better map structural pat-

terns and fine-grained relationships through projective transformations in the feature space. 

 

Evaluation of feature quality with Random Forest 

To validate the informative value of the extracted physicochemical descriptors, a random forest classifier was 

trained based on these features. The aim was to evaluate whether these hand-crafted features alone, without 

deeper neural architectures, are sufficient to reliably predict binding interactions. 

The results, illustrated in Figure 3, demonstrate a high classification performance, with an accuracy of 85% 

and an AUC of 0.83. 

Figure 3: This figure shows the classification report of a Random Forest model trained on physicochemical features, 
including precision, recall, F1-score, support, accuracy, macro average F1, weighted average F1, and ROC AUC. 
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A particular focus was on analysing feature importance, as it’s shown in Figure 4. The most important features 

were almost exclusively TCR-specific descriptors. Features such as BLOSUM9, KF10 and BLOSUM10 dom-

inated the ranking. Notably, the individual feature contributions were generally low, with the top 15 features 

each contributing less than 1% to the model's decision-making process. This suggests that no single de-

scriptor dominantly separates binders from non-binders. Instead, combinations and interaction patterns be-

tween multiple descriptors are likely necessary to model the underlying biological mechanisms.  

Figure 4: This figure illustrates the top 15 most important physicochemical features identified by a Random Forest model, ranked 
by their feature importance scores. These features represent the most influential variables for the model’s prediction based on 
physicochemical properties. 

These findings rather support a more nuanced conclusion that physicochemical descriptors are informative 

but insufficient in isolation. They reflect relevant molecular properties but likely require contextualization and 

integration with higher-order sequence patterns to significantly improve binding prediction. This is in line with 

observations from current literature, where models like MATE-Pred [26] show that physicochemical features 

alone perform well in strict settings, but generalise best when embedded in broader representation frame-

works. 

Periodic embeddings 

The physicochemical descriptors in this work consist of continuous numerical values that represent biochem-

ical properties. Instead of feeding these raw values directly into a model, a periodic embedding was used to 

represent the underlying relationships in a more structured and model-friendly way. This concept is inspired 

by sinusoidal positional encoding, which was originally introduced in the Transformer architecture. [32]  
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 In periodic embedding, each numerical value is transformed using a combination of sine and cosine func-

tions of different frequencies. This technique is based on the principle of positional encodings, as originally 

formulated by Vaswani et al. (2017). [32] The mathematical form of the transformation is shown in Figure 5: 

where pos is the numerical value to be transformed, 𝑖 is the frequency index and 𝑑 is the desired embedding 

dimension. This coded representation provides the model not only with information about the absolute value 

of a feature, but also about its relative positions in the value range. [33]  

 

A key feature of this method is its ability to efficiently represent both local and global patterns in the data. 

Especially in biological sequence data, such as the CDR3 regions of the TCR or epitopes, there are often 

recurring, non-linear or cross-scale structures that can be made more accessible by periodic embedding than 

by linear values. This property is particularly advantageous for physicochemical descriptors, whose values 

are typically continuous in the range between -1 and +1 and carry biologically complex information. Notably, 

this approach has already been successfully tested by DeGasparo [7] in the context of TCR-epitope model-

ling, where periodic embeddings of physicochemical descriptors led to improved learning stability and model 

performance. 

Compared to conventional linear representations, this transformation improves the generalisation capability 

of the model. The periodic projection makes the representations more robust to data points outside the learnt 

value range and supports the model in recognising patterns that would be difficult to map using raw numerical 

values.  

 

3.2. Data refinement 

Initially, a dataset was constructed with a 1:5 ratio of positive to negative samples in the validation and test 

sets, and a 1:1 ratio in the training set. Half of the negative samples originated from the 10x dataset, while 

the other half consisted of synthetically generated sample. 

In the next step, the training dataset was modified to reflect an unbalanced ratio of 1:5, following the approach 

described in the “Deep learning predictions of TCR-epitope interactions reveal epitope-specific chains in dual 

alpha T cells” study. [34] In order to still be able to train the model on balanced batches, a function was 

implemented that creates a balance between positive and negative samples in each epoch. 

As the work progressed and after analysing the model performance, however, it became apparent that the 

target ratio was met per dataset (train, validation, test), but not within the individual TPP tasks. For example, 

the TPP1 task contained up to 90% negative samples, while TPP3 only contained around 2% negative sam-

ples. To ensure a consistent ratio within the TPP tasks, the data was split again, and an additional function 

was developed to ensure that the 1:5 ratio was maintained within each TPP task. 

Figure 5: The figure presents the sinusoidal positional encoding formula. 
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Despite these structural adjustments, the model performance could not be significantly improved. To inves-

tigate the cause in more detail, the false positive predictions of the V1 model in particular were analysed. It 

was noticed that there was a high number of false positives in the TPP2 task. A further analysis of the data 

origin (source) showed that the majority of these misclassifications originated from the synthetically gener-

ated negative samples. As shown in Figure 6, false positives occurred predominantly in generated data, while 

10x data was significantly less affected. 

In order to be able to better assess the predictive reliability of the model during training, bar charts of the 

prediction score distribution were created for each TPP task. This showed early on that the model has a very 

high confidence in its predictions, particularly in the TPP1 and TPP2 tasks, regardless of whether these were 

correct or incorrect, see Figure 7 for the TPP2 prediction distribution. 

 

To further assess the calibration of the model, a reliability diagram was also created. This clearly showed 

that the model is overconfident overall, i.e. it systematically expresses a higher level of certainty in its predic-

tions than is justified. The calibration curve was below the ideal calibration line, which means that the model 

frequently predicts incorrectly, especially for positive samples, yet exhibits unjustified high confidence, see 

Figure 8. 

Figure 6: This figure shows the distribution of false positive counts per source for the 
TPP2 task, comparing counts from generated data and the 10X Genomics dataset. 

Figure 7: Validation prediction distribution from TPP2 task Figure 8: Validation reliability diagram from TPP2 task. 
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To check how high the predictive reliability of the model was for the false-positive classifications in the test 

set, the prediction scores of the false-positive samples within the TPP2 task were analysed. This showed 

that the model also had a high confidence in these cases. It misclassified many of these samples as binding 

with a high probability, although they were actually not binding. This behaviour confirms the previously ob-

served overconfidence tendency of the model and is illustrated in Figure 9. 

 

Another suspicion was that due to the low number of unique epitopes, individual epitopes could be overrepre-

sented in the dataset and thus cause more false positives. To test this, the top 10 epitopes within the false 

positive predictions in the TPP2 task were identified. It was found that these ten epitopes occurred in around 

65% of the false positive cases, meaning that more than half of all misclassifications are due to a small 

number of epitopes. 

 

A subsequent analysis of the frequency of these epitopes in the training dataset revealed that many of these 

epitopes were predominantly represented there as positive bindings, but hardly as negative bindings. This 

can be attributed to the fact that the negative samples were generated on the basis of positive samples. 

However, this creates a challenge for the model, especially in the test case where the combination of known 

epitope and unknown TCR is presented as a negative pair. Such constellations are more difficult for the 

model to recognize, as it hardly knows them from training. 

 

This finding led to further investigation of the Levenshtein distance between generated negative and actual 

positive samples, see Figures 10 and 11. The Levenshtein distance describes how similar two sequences 

are by measuring how many operations (insertion, deletion or replacement of a character) are necessary to 

convert one sequence into the other. A smaller distance means a higher similarity between two sequences. 

It is particularly suitable for quantitatively determining how strongly generated negative epitopes or TCR 

sequences differ from actual positive sequences, as it can precisely detect differences at amino acid level. 

[35] 

 

The results clearly showed that the distribution of negative samples in the training dataset was much simpler 

compared to validation and test data: While there were many non-binders with a Levenshtein distance of 0 

Figure 9: This figure shows the distribution of confidence scores (predicted probabilities) for false 
positive predictions in the TPP2 task. The distribution highlights model uncertainty and potential 
thresholds for distinguishing between correct and incorrect predictions. 
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Figure 11: This figure shows the similarity ratio distribution between generated negative and positive samples in the 
test dataset. The same threshold (0.75) is used to identify highly similar samples that may influence model evaluation. 

in training, there were many negative samples with a distance between 0.5 and 0.7 in validation and espe-

cially in the test. This means that the negative samples in the test were much more similar to the positive 

bindings, which made it more difficult for the model to distinguish between binders and non-binders. 

 

 

 

 

Based on these findings, the negative samples generated in the training dataset were again specifically 

adapted with the aim of adjusting their level of difficulty to the level of the validation and test data. The aim 

was that the model would show an improved generalization ability through contact with negative samples 

that were more difficult to distinguish already during training. The resulting new distributions of the Le-

venshtein distances are shown in Figures 12 and 13. 

Train: Similarity generated negatives to positives 

Test: Similarity generated negatives to positives 

 

Figure 10: This figure shows the similarity ratio distributions between generated negative and positive samples in the training 
and validation datasets. A threshold (0.75) is indicated to highlight the region of high similarity, which may affect model learning 
and generalization. 

Validation: Similarity generated negatives to positives 

Test: Similarity generated negatives to positives 
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Figure 12: This figure shows the similarity ratio distributions between newly generated negative samples and positive samples 
in the training and validation datasets. The dashed red line indicates the threshold (0.75) used to highlight highly similar pairs. 

 

As the generalizability of the model was still insufficient, the entire dataset was analysed again with regard 

to the Levenshtein distances. It was suspected that the 10x data were less difficult to classify than the syn-

thetically generated negative samples. Since half of the training dataset consisted of 10x data, the remaining 

proportion of generated negatives, which tend to be more difficult, could nevertheless lead to the model not 

learning sufficiently robust decision boundaries to correctly classify the validation and test data. 

 

The analysis confirmed this suspicion as shown in Figures 14 and 15, the distributions of the Levenshtein 

distances between 10x and generated data differ significantly, especially with regard to the proximity to the 

positive samples. This indicates that the training dataset as a whole was still too simply structured to allow a 

solid generalization. 

 

Train: Similarity generated negatives to positives Validation: Similarity generated negatives to positives 

Test: Similarity generated negatives to positives 

Figure 13: This figure shows the similarity ratio distribution between newly generated 
negative samples and positive samples in the test dataset. The same threshold (0.75) is 
indicated to identify potential high-similarity samples that might affect model evaluation. 
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In the next step, the aim was also to balance the data sources within the datasets, in particular between 10x 

data and generated negative samples. However, this turned out to be more complex, as all previously intro-

duced testing mechanisms had to be retained (e.g. ratio of bindings, TPP splitting, data consistency). In 

addition, the distribution of the 10x data per TPP task had to be considered, although this TPP assignment 

was not yet known when the validation and test datasets were initially created. 

 

Although the 10x dataset appears very extensive at the beginning with around three million entries, it was 

already heavily loaded due to the use of a 1:5 ratio in the training dataset. Nevertheless, a ratio of 50% 10x 

data and 50% generated negative samples could be realized in the training. 

 

A balanced ratio was also achieved in the validation dataset, with 56% 10x data and 44% generated negative 

samples. However, this ratio only applies aggregated across the entire dataset. A closer look at the TPP task 

level showed that an even 50:50 split per task could not be achieved. As no 10x data was available for the 

TPP3 and TPP4 tasks and less than required for TPP2. 

Train: Similarity all negatives to positives Validation: Similarity all negatives to positives 

Test: Similarity all negatives to positives 

Figure 14: This figure shows the distribution of similarity ratios between all negative samples and positive samples in the 
training and validation datasets. A threshold (0.75) is indicated to mark high similarity, which may impact model learning 
and classification performance. 

Figure 15: This figure shows the distribution of similarity ratios between all negative samples and 
positive samples in the test dataset. The threshold (0.75) is marked with a red dashed line to iden-
tify highly similar pairs that may affect model evaluation and generalization. 
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In addition, strict consistency checks were carried out to ensure that no negative samples also occur as 

positive samples, and no pairings from the test dataset are contained in the training or validation dataset. 

Due to these restrictions, only around 30% of 10x data was available for the final test dataset. No 10x data 

could be used for TPP3 and TPP4, and the number was also very limited for TPP2. Nevertheless, in order 

to preserve a proportion of real data, all negative TPP1 samples in the test consist of 10x data, resulting in 

an overall proportion of 35% real (10x) negative samples in the entire test set. 

 

Given the hypothesis that synthetically generated data is more difficult to classify than 10x data, this means 

that the negative samples in the test dataset have a higher overall complexity. However, due to time con-

straints, it was no longer possible to specifically prepare the 10x dataset to ensure both a sufficient number 

of 10x samples overall in the test dataset and an even distribution per TPP class. 

 

The resulting Levenshtein distances of the generated negative samples can be seen in Figures 16 and 17, 

the distribution of the negative samples overall (including 10x data) in Figures 18 and 19. 

 

 
Figure 16: This figure shows the distribution of similarity ratios between newly generated negative samples and positive samples 
in the training and validation datasets. 

  

 

Figure 17: This figure shows the distribution of similarity ratios between newly generated negative samples and positive samples 
in the test dataset. 

Train: Similarity generated negatives to positives Validation: Similarity generated negatives to positives 

Test: Similarity generated negatives to positives 
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Figure 18: This figure shows the distribution of similarity ratios between all negative samples and positive samples in the training 
and validation datasets. 

 

 

Figure 19: This figure shows the distribution of similarity ratios between all negative samples and positive samples in the test 

dataset. 

A detailed analysis of the Levenshtein distances per TPP task, as shown in Figures 20 and 21, shows clear 

differences in the distribution between the datasets. In the test dataset, the Levenshtein distance for 50% of 

the negative samples in TPP1 is 0, with numerous outliers occurring in the range between 0.4 and 0.8. This 

is due to the fact that TPP1 only contains 10x data, which, as is known, are predominantly grouped at a 

distance of 0, but also contain individual more complex cases. 

 

In the validation dataset, on the other hand, TPP1 shows a broader and more balanced distribution of dis-

tances, with significantly fewer outliers. For the other TPP task, both datasets show a comparable, consistent 

distribution of distances with median values in the range of 0.5 - 0.55.  

 

Train: Similarity all negatives to positives Validation: Similarity all negatives to positives 

Test: Similarity all negatives to positves 
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  Figure 20: Similarity per TPP for test.       Figure 21: Similarity per TPP for validation. 

The evaluation of the model based on the revised datasets showed a slight improvement in AP as well as a 

significant increase in recall and AUC value. At the same time, however, precision, accuracy and F1-Score 

decreased slightly. These effects are visualized in Figure 22: Test_Run_v1_mha-frbce8 is based on the re-

structured data, Test_Run_v1_mha-frbce3 uses the previous version. 

 

The results suggest that the model became better at recognizing actual positive cases due to the specifically 

more difficult negative samples in the training, but at the same time makes false positive predictions more 

often, which leads to a decrease in precision, a typical trade-off in binary classification. 

Figure 22: This figure compares test results across different metrics before (violet) and after (fuchsia) the final data 
adjustment. The results illustrate the changes in model performance after the adjustment process. 
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The number of false negatives was significantly reduced in the TPP1 and TPP2 classes. In TPP2, however, 

this simultaneously led to an increase in false positives, as shown in Figure 23. 

 

 

3.3. Insights into the Datasets 

To assess the diversity within the datasets, the relative frequency of unique TCRs and epitopes in the training, 

validation and test data was first calculated. The TCR and epitope diversity was set in relation to the total 

number of entries (TCR-epitope pairs) in the respective split. As the graph in Figure 24 shows, the proportion 

of unique TCRs is lowest in the training set, while the validation and test data show a higher relative diversity. 

For epitopes, there is an overall lower but comparable proportion in all datasets. 

This observation can be explained by the structure of the data distribution: While the training set comprises 

the majority of the data, a small number of duplicated TCRs can have less of an impact on the relative 

diversity value here. In the significantly smaller validation and test set, on the other hand, even a small num-

ber of repetitions visibly reduces the diversity value. The higher proportion of unique TCRs in the validation 

and test dataset compared to the train dataset, especially within the 10x subset, shows that particular 

Figure 23: This figure shows the confusion matrices for the TPP1 and TPP2 tasks, comparing test results 
before (violet) and after (fuchsia) the final data adjustments. The plots highlight changes in false positives 
and false negatives after adjustments. 

Figure 24: This figure shows the relative ratio of unique TCRs and epitopes compared to the total num-
ber of samples in the training, validation, and test datasets. The bar chart highlights that TCR diversity 
is consistently higher than epitope diversity across all datasets. 
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attention was paid to including as many distinct sequences as possible in order to avoid overlap with the 

training set and ensure a fair evaluation of the model. 

 

In addition to analysing the total datasets, the diversity was also differentiated by data source. The ratio of 

unique TCRs and epitopes to the total number of entries was calculated for each combination of dataset 

(train, validation, test) and source (10X, dataset, generated). The resulting comparison reveals clear differ-

ences between the sources, see Figure 25. 

 

 
Figure 25: This figure shows the relative ratio of unique TCRs and epitopes compared to the total number of samples, separated 
by dataset and source (e.g., Train 10X, Train dataset, Train generated). The bar charts highlight the differences in diversity across 
data sources. 

The epitope-TCR pairs with source ‘dataset’ from curated public databases with positive samples show the 

highest TCR diversity in all three splits. This is in line with expectations, as these datasets typically contain 

specifically selected, validated TCRs associated with a broad spectrum of epitopes. Particularly striking is 

the training set, in which all TCRs from ‘dataset’ appear to occur only once which results in a relative diversity 

of almost 1.0. 

 

The negative data generated by artificial combination, on the other hand, show a more moderate diversity, 

which is due to the algorithmically generated structure. The TCRs and epitopes are generated or combined 

according to certain rules, which leads to a more even but less variable distribution. Nevertheless, they make 

an important contribution to the diversity of the data. 

 

The trend is most striking in the 10x data. This shows a comparatively low TCR diversity in the training set, 

which increases in the validation and rises again significantly in the test set. This shows once again that 10x 

entries were specifically selected in the test data that differ as much as possible from those in the training 
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set in order to avoid overlap with the training set and to be able to better assess the generalisation capability 

of the model. The increased diversity is therefore not random, but the result of a deliberate sampling strategy. 

 

This differentiated view by source is essential for understanding model performance, as a model that has 

been heavily trained on structured data may have difficulties dealing with the higher variability of generated 

negative samples. The different diversity profiles of the sources are directly reflected in the challenge of 

generalisation. 

 

 

Figure 26: Distribution of unique TCRs per Epitope in train             Figure 27: Distribution of unique TCRs per Epitope in validation 

 

Figure 28: Distribution of unique TCRs per Epitope in test 

An analysis of the number of different TCR sequences per epitope (see Figures 26-28) shows a right-skewed 

distribution in all datasets. The majority of epitopes are linked to only a few TCRs, while individual epitopes 

have a very high number of assigned TCRs. 

 

Particularly extreme outliers are visible in the training dataset: individual epitopes have several tens of thou-

sands of TCR assignments, which indicates a strong overrepresentation of these epitopes. Such a skew can 

lead to the model tending to favour these strongly represented epitopes, which increases the model bias. 

 

In comparison, the distribution in the validation and test dataset is also right-skewed, but somewhat flatter 

overall, with less extreme peak values. As a result, the representation is still unbalanced, but somewhat more 

diversified, which can lead to challenges when generalising. 

 

These visualisations make the structural imbalance of the dataset visible and show that certain epitopes can 

strongly influence the model behaviour, especially if they occur significantly more frequently than others in 

the training. 
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3.4. Working with Transformer models 

To evaluate the model performance and to investigate whether additional biological characteristics improve 

the prediction accuracy, a basic model was first developed. This served as the basis on which various ex-

tended model variants were built. The following chapter describes the architecture of the individual model 

versions and discusses their respective influence on model performance. 

 

3.4.1. Transformer Model Architecture 

Transformer models represent a fundamental advance in the field of machine learning, especially for se-

quence-based tasks such as natural language processing or amino acid sequences. They were first pre-

sented by Vaswani et al. (2017) in the publication ‘Attention Is All You Need’ [32] and have since established 

themselves as the standard architecture for many tasks in the field of sequence processing, see Figure 29. 

In contrast to recurrent neural networks (RNN) or CNN, transformers completely dispense with recursive or 

convolutional structures. Instead, their functionality is based on a self-attention mechanism, which enables 

contextual relationships between all positions in a sequence to be taken into account simultaneously. This 

allows parallel processing and significantly reduces the computational complexity of long sequences. 

The central components of a Transformer model include various architectural elements that together enable 

efficient and powerful processing of sequential data. The multi-head attention mechanism allows the model 

to extract information from different representation spaces simultaneously, enabling complex relationships 

between different positions of a sequence to be captured. Since the model, in contrast to recurrent architec-

tures, has no inherent order information, the positional coding explicitly considers the order of the elements 

in the input sequence. Once the attention mechanism has been applied, the data is processed further by 

Figure 29: This figure shows the architecture of a transformer model, including the encoder and de-
coder blocks with multi-head attention, feed-forward layers, and positional encoding. The illustration 
highlights the key components used in many transformer-based models for sequence processing. 
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feedforward layers, i.e. fully connected layers. The architecture is supplemented by residual connections and 

layer normalisation, which ensure stable gradient propagation and accelerate training. 

 

In this study, the Transformer was chosen as the core architecture because it is particularly suitable for 

modelling complex dependencies between TCR and epitope sequences. The self-attention mechanism en-

ables the model to effectively capture which amino acid positions are related to each other. A property that 

is of central importance in a biological context. 

 

Detailed information on the hyperparameters and training configurations used for each transformer model 

variant can be found in Appendix A. This appendix summarizes all key settings, allowing for full reproducibility 

and facilitating direct comparison between the evaluated architectures. 

 

3.4.2. Model V1 Architecture – Basic 

The first version of the basic transformer model was based on a simple multi-head attention mechanism. This 

model was further developed step by step, inspired by existing work such as PiTE [15], epiTCR [36], TSpred 

[8], the vanilla model known from the previous bachelor thesis [30] and Sven DeGasparo's master's project 

work at the ZHAW [7].  

 

The final architecture of the developed V1 basic transformer model is shown in Figure 30. 

The model architecture used is based on a transformer-like structure for the prediction of TCR-epitope bind-

ing interactions. It consists of separate linear embedding layers for TCR and epitope sequences based on 

pre-trained embeddings. In addition, a position-dependent encoding is added to both sequences to obtain 

the sequence information. The resulting sequence representations are then concatenated and transferred 

together into a multi-layer attention block. 

 

Figure 30: This figure illustrates the architecture of the V1 basic transformer model, show-
ing the input processing of TCR and epitope sequences, the attention block with multihead 
attention, layer normalization, dropout, and a classifier for the final prediction. 
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The attention block follows the classic structure of the transformer encoder principle according to Vaswani et 

al. [32] and includes multi-head attention, layer normalisation, dropout and a position-preserving feedforward 

network. The architecture makes it possible to model complex relationships between the amino acid positions 

without relying on structural 3D information. 

 

After attention processing, the combined sequence is flattened into a vector, which is fed into a classifying 

feedforward network block. The classifier contains a residual connection to stabilise the gradient flow and a 

final sigmoid logit output for binary classification (binding or not binding). 

 

The choice of this architecture is inspired by successful applications of self-attention models in biological 

sequence data, especially in TCR epitope prediction, where positions and combinations within the CDR3 

regions are crucial. The model was deliberately kept compact in order to remain robustly trainable even with 

highly unbalanced datasets. 

 

During training, the model was optimised with a weighted binary cross-entropy loss function to account for 

the strong class imbalance. The training process was stabilised by balanced sampling and gradient clipping. 

The model architecture was systematically evaluated and optimised using Weights & Biases (wandb). 

  

3.4.3. Model V2 Architecture – Context Features (CF) 

Figure 31 shows the architecture of the extended transformer model V2, which builds on the basic trans-

former (V1) by additionally integrating context features in the form of allele-specific embeddings for TRBV, 

TRBJ, and MHC. This extension is based on approaches such as EPIC-TRACE [27] and the previous bach-

elor thesis at ZHAW [29], which have shown that the integration of genetic and contextual features can im-

prove the prediction performance of TCR-epitope interactions. 

 

Figure 31: Architecture of the V2 transformer model. Compared to V1, this version 
incorporates global context features (TRBV, TRBJ, MHC) by concatenating their em-
beddings with the attention-based sequence representation before classification. 
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The main extension compared to V1 is the introduction of three additional embedding layers for the features 

TRBV, TRBJ and MHC. These allele embeddings are not embedded as additional tokens in the sequence 

but are learned separately and fused with the flattened representation of the combined sequence information 

at the end of sequence processing. The resulting feature vector thus includes both sequence and contextual 

information. 

 

By retaining the compact transformer core structure from V1 and selectively adding global features, V2 re-

mains robust to unbalanced datasets, but at the same time uses additional biologically relevant contextual 

information to improve model performance. 

 

3.4.4. Model V3 Architecture – Periodic Embedding (PE) 

The model V3 represents an extended architecture based on the V1 transformer and is visualized in Figure 

32.  

In addition to the pre-trained TCR and epitope embeddings, V3 integrates physicochemical descriptors cal-

culated per sequence. These numerical features capture biological properties such as charge, polarity, hy-

drophobicity or molecular size. To better represent the non-linear patterns in these continuous features, the 

descriptors are transformed using periodic embedding. A sine-cosine encoding, originally introduced for po-

sitional encoding in Transformers, is applied here to numerical feature vectors, following the approach de-

scribed in the paper ‘On embeddings for numerical Features in Tabular Deep Learning’. [37] 

 

The core architecture is still based on model V1. In contrast to the V1 model, the classifier in V3 is additionally 

extended with the transformed physicochemical features of the TCR and the epitope, which significantly 

increases the input dimension of the final decision block. 

 

Figure 32: Architecture of the V3 transformer model, which extends the baseline with physico-
chemical property integration. TCR and epitope sequence embeddings are processed through a 
multi-head attention block, and the resulting sequence representation is concatenated with trans-
formed physicochemical features before being passed to the classifier for final binding prediction. 
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The goal of this architecture was to combine structural contextual knowledge (through attention) with domain-

specific biophysical features. Studies such as MATE-Pred [26] show that physicochemical information can 

be a useful adjunct for TCR analyses. 

 

3.4.5. Model V4 Architecture – CF and PE 

Building upon the architectures of the V1, V2 and V3 models, a TCR-epitope binding prediction model was 

developed that integrates all available biological features: TCR and epitope sequences, context features 

(TRBV, TRBJ, MHC), and physicochemical properties. This holistic approach aims to capture the complete 

biological context of TCR-epitope interactions, addressing limitations of models that utilize only subsets of 

these features. 

The V4 model utilizes the same transformer architecture as the previously described models V1, V2, and V3, 

with identical preprocessing for TCR and epitope sequences, context features, and physicochemical proper-

ties. The key architectural innovation in V4, see Figure 33, lies in the integration strategy following attention 

processing. After the transformer layers process the concatenated TCR and epitope sequences, the atten-

tion-processed sequences are flattened and concatenated with the categorical embeddings and physico-

chemical features. The final classifier employs a residual architecture with layer normalization and dropout 

for regularization, enabling comprehensive integration of all available biological information for binding pre-

diction. 

 

 

 

 

 

 

 

 

 

 

 

 

 

3.4.6. Model V5 Architecture – Reciprocal Attention, CF & PLE 

This model variant builds upon the comprehensive feature integration of V4 by introducing two key innova-

tions. It incorporates a reciprocal attention mechanism inspired by TSpred [8] to explicitly model bidirectional 

interactions between TCR and epitope sequences and replaces PE with pre-calculated physicochemical la-

tent embeddings (PLE) [3][30], allowing for a more abstract and compact representation of biochemical prop-

erties. Together, these additions aim to combine both the local sequence structure and globally acting 

Figure 33: Transformer architecture of V4 with integrated physicochemical prop-
erties and global context features (TRBV, TRBJ, MHC), combining sequence-based 
attention with additional biological information for improved binding prediction. 
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biological properties and genetic contexts in a single, trainable architecture. The representation of the model 

is shown in Figure 34. 

After the initial sequence embeddings have been processed independently, a reciprocal attention mechanism 

[5] is applied to enable explicit interaction between the TCR and epitope representations. This bidirectional 

cross-attention captures asymmetric yet biologically meaningful dependencies and allows the model to reflect 

specific contextual responses in both directions. Network stability is maintained through dropout, residual 

connections and layer normalization. 

Following this interaction, two additional feature sets are integrated. First, the pre-calculated PLE [30] for 

TCR and epitope sequences are projected into a low-dimensional space and combined with the attention-

based sequence representation. Second, the global genetic context features TRBV, TRBJ and MHC are 

embedded through separate trainable layers and added as independent vectors. These components are 

concatenated after sequence processing to provide the classifier with a comprehensive feature representa-

tion. 

 

3.4.7. Model V6 Architecture – Reciprocal attention, CF & PE 

While architecturally identical to V5 in terms of structure and feature integration, model V6 uses PE instead 

of the pre-calculated PLE, resulting in a variant that dynamically encodes physicochemical properties at 

runtime. The complete architecture is shown in Figure 35. 

 

After initial independent encoding, reciprocal cross-attention [5] is applied to model the interaction between 

TCR and epitope sequences. This mechanism allows both representations to condition on each other and 

enables the model to capture asymmetric and position-specific dependencies relevant for binding prediction. 

Network regularization is ensured through residual connections, dropout and layer normalization. 

Physicochemical descriptors such as charge, hydrophobicity and molecular size are computed at runtime for 

each input sequence. These continuous features are transformed using a periodic embedding based on sine 

and cosine functions. These embedding maps nonlinear relationships and provides a dynamic and 

Figure 34: Architecture of the V5 transformer model, combining reciprocal attention, global 
allele embeddings (TRBV, TRBJ, MHC), and physicochemical PLE embeddings to jointly model 
sequence, genetic, and physicochemical information for TCR–epitope binding prediction. 
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expressive representation of biophysical properties. In contrast to V5, the physicochemical features are not 

precomputed but embedded directly during processing. 

At the same time, the global allele features TRBV, TRBJ and MHC are passed through separate trainable 

embedding layers. These context embeddings are not part of the sequence input but are treated as inde-

pendent feature vectors. 

Once sequence processing and reciprocal attention are completed, the resulting sequence representations 

are flattened and concatenated with the periodic physicochemical embeddings and the allele embeddings. 

This combined feature vector is passed to a multilayer classifier with residual connections, dropout, layer 

normalization and ReLU activations. The model then outputs a binary binding prediction using a sigmoid 

function. 

 

3.5. Model Developments and Experiments 

Until the development of the final model versions V1 to V6, numerous adjustments were made to gradually 

optimize the prediction performance. The following chapters describe the respective modifications for each 

model version and their influence on model performance in detail. 

 

3.5.1. Baseline Model LightGBM 

Light Gradient Boosting Machine (LightGBM) is a gradient boosting framework developed by Microsoft that 

is optimized for speed and performance. [38] It uses decision tree algorithms and is particularly well-suited 

for large-scale datasets and high-dimensional features due to its histogram-based learning approach, which 

significantly reduces memory usage and training time. In this study, LightGBM is employed as a baseline 

model due to its proven effectiveness in a wide range of machine learning tasks. By leveraging its strong 

performance with minimal hyperparameter tuning, it serves as a reliable reference point against which the 

performance of other, more complex models can be evaluated. 

 

Figure 35: Architecture of the V6 transformer model, combining reciprocal attention, periodic embedding of physi-
cochemical properties, and global TRBV, TRBJ, and MHC allele features to enhance TCR–epitope binding prediction. 
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3.5.2. Model V1 

This section presents the experiments and model developments conducted within the V1 architecture. The 

aim was to systematically evaluate different design choices, including dimensionality reduction, sampling 

strategies, and loss functions, to identify configurations that improved generalization and performance. The 

results of these investigations, including adjustments to the model architecture and the impact of various 

training strategies, are summarized in the following subsections. 

 

Dimensionality reduction 

At the beginning of the experiments, dimensionality reduction methods such as principal component analysis 

(PCA) [39] and Isometric mapping (Isomap) [40] were tested on the input data. However, these approaches 

proved to be computationally expensive and ultimately unnecessary, as a simple Linear Layer achieved a 

similar effect with significantly lower computational cost. Therefore, dimensionality reduction was not included 

in the final model pipeline. 

 

Performance 

The initial overall performance of one of the first training runs was solid for a base model. In training, a 

Receiver Operating Characteristic Area Under the Curve (ROC-AUC) score of 0.87 and a F1-Score of 

0.54484 was achieved, the latter also representing the highest value for the V1 model. The other metrics 

such as AP of 0.56581, Precision of 0.41618 and Recall of 0.80175 were also satisfactory for a simple initial 

model. 

 

The results on the test dataset showed a similar picture: the AP value was 0.5871, the F1-Score was 

0.55041, the Recall was 0.7006 and the Precision was 0.45325. 

 

During training, however, it became clear that there were significant differences in model performance re-

garding TPP classification. Particularly striking was the poor performance in the TPP1 task, the task in which 

both TCR and epitope were already known to the model during training. The AP value of only 0.13 achieved 

was surprisingly low. 

 

Despite targeted hyperparameter tuning with wandb, the performance could only be improved slightly, see 

Appendix B. Even the attempt to increase the prediction quality by adjusting the threshold only led to an 

increase in the false positive rate, therefore the default value of 0.5 was ultimately used again. 

 

Sampling Strategies 

In binary classification tasks with a highly imbalanced class distribution, as is common in TCR-epitope inter-

action prediction, models tend to become biased towards the majority class. In this case, negative pairs are 

far more frequent than positive ones. To address this, sampling techniques such as oversampling and un-

dersampling are commonly applied to artificially balance the training data. 
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Oversampling involves duplicating or synthetically generating instances of the minority class to equalize class 

frequencies. This method preserves all available information from the majority class but can increase the risk 

of overfitting to repeated minority samples and significantly prolong training time. [41] 

 

In contrast, undersampling reduces the number of majority class samples, usually by random selection, to 

match the size of the minority class. While it helps reduce training time and memory usage, it risks discarding 

potentially useful information from the majority class and may result in a less diverse training set. [41] 

 

Given these trade-offs, multiple sampling strategies were evaluated to find the most stable and generalizable 

configuration for the TCR-epitope binding prediction model. 

 

Random Undersampling 

Initially, a balanced training dataset with a 1:1 ratio was used. To approximate the more realistic scenario of 

an unbalanced biological problem, the training dataset was adjusted to a 1:5 ratio (positive to negative). 

Balanced batches were created using random undersampling, where all positive samples were used in each 

epoch and negative samples were selected at random. 

 

Undersample Chunking 

As no significant increase in performance could be achieved with the previous measures, the strategy was 

further adapted. Negative data was divided into five subsets (chunks), and each epoch included all positives 

and one chunk of negatives, maintaining a 1:1 ratio. Over five epochs, all negatives were seen once. This 

cyclic process continued until early stopping. 

 

With this undersampling chunking strategy, the following metrics were achieved during training: ROC-AUC 

0.85, F1-Score 0.50228, AP 0.57153, Precision 0.38395 and Recall 0.72602. On the test dataset, the corre-

sponding values were AP 0.55964, F1-Score 0.53603, Recall 0.71818 and Precision 0.42758. Compared 

to the previous training strategy with a random balanced dataset, this variant performed slightly worse.  

 

Oversampling 

As there was still no significant improvement in performance, the next step was to oversample the positive 

samples. All negative samples in each epoch were fully included, while the significantly rarer positive samples 

were randomly duplicated to re-establish a 1:1 ratio between the classes. The training metrics obtained were: 

ROC-AUC 0.84, F1-Score 0.5293, AP 0.56809, Precision 0.38706 and Recall 0.83681. On the test dataset, 

the values were AP 0.55408, F1-Score 0.53102, Recall 0.68391 and Precision 0.434. 

 

The performance of this variant also deteriorated slightly compared to the baseline. The strongly reduced AP 

value for the TPP1 task was also particularly striking, indicating that the model in this case did not achieve 

stable generalization for already known TCR epitope pairs. 
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Due to the substantial training time required by the oversampling strategy (approximately 30 hours per run 

compared to around 10 hours for undersample chunking), all initial experiments were conducted using the 

undersample chunking strategy. This approach enabled faster iterations and model comparisons during de-

velopment. 

Therefore, oversampling was only applied to experimental variants that had already shown promising results 

with chunked undersampling. 

 

Loss Function Experiments 

Loss functions play a crucial role in guiding the optimization process and ultimately shape the model’s ability 

to distinguish between classes. Especially in highly imbalanced datasets, the choice of loss function can 

strongly influence model performance and generalization behaviour. In this section, several classical and 

experimental loss functions were evaluated and compared with respect to robustness, calibration, and task-

specific performance. 

 

Binary Cross-Entropy vs. Focal Loss 

To evaluate the influence of different loss formulations on model performance, both the standard Binary 

Cross-Entropy (BCE) loss and the Focal Loss were considered. While BCE serves as a widely used baseline 

in binary classification tasks, Focal Loss was specifically developed for scenarios with severe class imbal-

ance. It modifies the standard cross-entropy loss by introducing a modulating factor (1 − pt)𝛾 , which down-

weights the contribution of well-classified examples and focuses learning on hard, misclassified cases. This 

is especially relevant in the context of TCR-epitope binding prediction, where positive samples are rare and 

more difficult to learn. 

 

The Focal Loss for binary classification is shown in Figure 36 and defined as [42]: 

 

 

Figure 36: Focal loss equation 

where pt is the predicted probability for the true class, 𝛼t is a class weighting factor, and 𝛾 is a focusing 

parameter. 

 

Although Focal Loss has demonstrated improved performance in various application domains, in this study, 

the best results were consistently achieved using the BCEWithLogitsLoss function in combination with class 

weighting. This PyTorch-specific implementation combines a sigmoid activation function with BCE loss in a 

numerically stable way, and supports class imbalance through the pos_weight parameter. [43] 

The BCE loss [44] for a single prediction is shown in Figure 37 and defined as: 

 

Figure 37: BCE loss equation from PyTorch 

where N is the batch size and w is the sample weighting factor.  
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In BCEWithLogitsLoss, this weighting is implemented via the pos_weight argument, which represents the 

ratio of negative to positive samples in the training data: pos_weight = number of negative samples / numbers 

of positive samples. The BCEWithLogitsLoss for a single prediction is shown in Figure 38 and defined as: 

 

 

Figure 38: BCEWithLogitsLoss equation from PyTorch 

where p is the positive weighting factor. [43] 

 

This effectively amplifies the contribution of rare positive samples to the loss and the corresponding gradient 

updates, encouraging the model to treat misclassified positives more seriously. 

 

In the experiments, applying BCEWithLogitsLoss with an explicitly set pos_weight yielded more robust vali-

dation performance, particularly in terms of F1-Score and AP. This suggests that loss weighting and data 

resampling can act as complementary strategies. 

 

Based on these results, the final configuration employed BCEWithLogitsLoss with positive weighting, as it 

provided the most favourable trade-off between model stability, generalization, and predictive accuracy in 

this work. 

 

Asymmetric Focal Loss vs. false-positive penalty loss 

In order to address the problem of the highly unbalanced class distribution and the frequently occurring false 

positives in a more targeted manner, several alternative loss functions were evaluated. The aim was to weight 

the costs of misclassifications asymmetrically and to make the model distinguish more reliably between bind-

ing and non-binding pairs. 

 

One approach tested was the Asymmetric Focal Loss (AFL), which aims in particular to penalise false posi-

tives in highly unbalanced binary classification tasks more strongly. It combines the properties of focal loss 

with an asymmetric weighting of the classes by using different focalisation factors (𝛾+, 𝛾-) for positive and 

negative classes. This technique has proven useful, for example, in medical image analysis to react to 

strongly dominant negative classes. Figure 39 shows the AFL loss equation: [45] 

 

 

Figure 39: Mathematical definition of the AFL, with separate focusing parameters for positive and negative classes. 

Where p denotes the predicted probability, and 𝛾+ and 𝛾- are the focusing parameters for positive and nega-

tive samples, respectively. 
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Moreover, a separate, experimental false-positive penalty loss function was tested. For each batch predic-

tion, this function specifically calculates an additional penalty for false positive classifications. Although a 

slightly higher AP value was achieved with this method in the validation, the test showed a significantly higher 

number of false positives, which led to a drop in precision. 

 

Overall, neither the Asymmetric Focal Loss nor the experimental false-positive penalty loss function were 

able to achieve a robust improvement in test performance. On the contrary, both approaches led to an in-

creased tendency to predict binding, which increased the number of misclassifications. Accordingly, both 

tests had to be cancelled prematurely. 

 

Performance anomalies in TPP1 and task-wise imbalance 

Although the overall performance of the model was initially satisfactory, the analysis broken down by TPP 

classes continued to show clear weaknesses, particularly in the TPP1 task. This observation motivated a 

more in-depth analysis. 

 

A re-examination of the dataset revealed that the intended 1:5 task ratio was correctly implemented across 

the entire dataset, but not consistently within the individual TPP tasks. It turned out that some tasks consisted 

of over 90% negative samples, while in others the positive samples clearly predominated. This unbalanced 

distribution within the classes had a negative impact on the model's ability to generalize TPP-specifically. 

 

For this reason, the dataset was revised again and the distribution adjusted so that there is now a controlled 

balance between positive and negative samples within each TPP task. The final distribution is shown in 

Section 3.1.1 Data Classification in Tables 2 and 3. 

 

Hyperparameter tuning 

In addition, hyperparameter tuning was carried out using wandb to identify optimal values for dropout, learn-

ing rate and other model parameters with the aim of counteracting the observed overfitting. Although this 

slightly improved the training, the validation loss remained high. 

 

Confidence regularization and label smoothing 

As already mentioned in chapter 3.2 Data refinement, the prediction distributions and reliability plots gener-

ated during training showed clear indications of overconfidence and overfitting. To counteract these effects, 

a confidence penalty was integrated into the loss function, inspired by Pereyra et al. [46] This approach is 

based on the Kullback-Leibler divergence between the model's predicted probability distribution and a uni-

form target distribution [0.5, 0.5], which represents maximum uncertainty in a binary classification setting. 

The resulting penalty is weighted and added to the loss. This implicitly encourages the model to only output 

very high confidence values if these are supported by clear evidence. 

In combination with the undersampling approach, no significant improvement could be achieved with this 

method. In contrast, the oversampling approach showed significantly more stable reliability curves and an 
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overall more robust validation loss curve. However, the optimal threshold was still low (between 0.1 and 0.2), 

and the AP and precision metrics in the test could only be improved slightly. 

 

The label smoothing method presented in the study by Pereyra et al. [46] was also tested. The target labels 

are no longer represented as hard values (0 or 1), but slightly flattened, for example by using 0.9 for positive 

and 0.1 for negative classes. This technique led to a much more realistic optimal threshold at 0.56 and 

improved the calibration of the model. However, it also caused an increase in false positive predictions during 

testing, which negatively affected overall precision. 

 

Due to the numerous data adjustments and the increasing generalisability of the datasets, the test metrics 

deteriorated as expected with each further modification. Nevertheless, a consistent pattern emerged in all 

data versions: the model was either able to recognise true positives well or reliably exclude true negatives, 

but never both at the same time. While the training loss always showed a stable and continuously decreasing 

learning curve, see Figure 40, the validation loss was much more unstable, see Figure 41. Regardless of 

whether an over- or undersampling model was used, the validation loss fluctuated strongly between the 

epochs, which indicates limited generalisability and possible overfitting to the training distribution.  

 

Figure 40: Train loss from v1 oversample final run   Figure 41: Validation loss from v1 oversample final run 

 

Epitope-specific false positive correction 

During the test runs, the false positive predictions were saved within the TPP2 task in order to enable a more 

detailed subsequent analysis. TPP2 was selected for this targeted examination because it contained the 

largest number of samples in the test set, and false positive predictions in this task were expected to have 

the greatest impact on the overall evaluation. Moreover, false positives represent more critical errors in this 

context, as they correspond to incorrectly predicted binding interactions. As already described in Chapter 3.2 

- Data Refinement, it became apparent that certain epitopes in particular were responsible for a large pro-

portion of these misclassifications. Many of these epitopes already appeared as positive bindings in the 

training dataset, which indicates that the model generally categorises these epitopes as binding, even if they 

are non-binding in new combinations. 

 

This observation led to the development of a strategy to generate additional negative samples for selected 

epitopes, provided they were not already present as positive bindings in the training dataset. The aim was to 

explicitly convey to the model that these epitopes can also occur in non-binding contexts. For this purpose, 
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the top 50 most frequently predicted false positive epitopes were selected and each multiplied by a factor of 

5 to simulate a certain imbalance and force the model fit. 

The top 50 data in particular showed an effect during training: the prediction reliability increased visibly for 

both classes (binding/non-binding), the ROC-AUC curve improved slightly and significantly fewer false posi-

tives were produced, both during training and in the subsequent test run, particularly within TPP2. 

 

At the same time, however, there was an increase in false negatives, which was reflected in a significant 

decrease in the Recall value. The other metrics such as Precision, AP and AUC improved only slightly. 

 

Due to these negative effects on the model’s sensitivity, the decision was ultimately made to exclude these 

additionally generated epitopes from the final training dataset. 

 

Based on the insights gained from these experiments, the final configuration of Model V1 was selected, as 

described in detail in Section 3.2.2. 

 

3.5.3. Model V2 

Model V2 builds upon the experiences gained from Model V1, where extensive experimentation with various 

loss functions and sampling strategies revealed that BCE loss in combination with oversampling yielded the 

most stable results. These approaches were directly adopted for Model V2 and refined further. 

 

Sampling Strategies 

Initial comparisons between oversampling and the undersampling with chunks described in 3.5.2 Model V1 

showed competitive performance for both approaches. Oversampling achieved strong test results (AUC: 

0.9247, AP: 0.7537, Macro F1: 0.6910), while undersampling with chunks showed slightly improved test 

performance for TPP1 (AUC: 0.8766, AP: 0.6240). However, the oversampling variant provided a more 

stable balance across categories and was ultimately preferred for the final assessments. 

 

Embedding Dimension and Computational Complexity 

Increasing the embedding dimension to 1024 led to significant overfitting, despite higher AUCs for TPP2 

(0.796) and TPP4 (0.884). This configuration required an additional linear projection layer and batch nor-

malization prior to ReLU activation to avoid memory issues. Nonetheless, Precision in TPP1 dropped dras-

tically (AP ≈0.1), and the added complexity did not justify the trade-off, leading to its exclusion. 

 

Architectural Adaptation for the Integration of TRBV, TRBJ, and MHC into the Transformer 

In a further attempt to enrich the input representations, TRBV, TRBJ, and MHC allele embeddings were 

directly fed into the transformer. This required computationally costly preprocessing using ProtT5 embed-

dings and resulted in longer training times and substantially degraded predictive performance. As these fea-

tures are not commonly modelled in this way in the literature and added minimal value, this design path was 

abandoned. 
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Bottleneck Layer 

A bottleneck mechanism was inserted post-transformer to compress the sequence representation before 

classification. However, this led to slightly reduced performance and did not provide notable benefits over 

the simpler base architecture with oversampling. 

 

Hyperparameter Tuning 

Two major experiments were conducted to explore more complex hyperparameter configurations: 

1. The first configuration tested an extended transformer architecture with 4 layers, 16 attention heads, 

default dropout and batch size. Despite a strong TPP1 result (AUC: 0.8722, AP: 0.5766), overall 

performance declined across other TPPs. On the test set, AP was only 0.1928 and F1 0.2930, indi-

cating limited generalization. 

2. In a second configuration, dropout was increased to 0.25 and batch size reduced to 64 (still with 4 

layers and 16 heads). This setup improved Recall (up to 0.7251) but further reduced Precision, 

particularly in TPP2–TPP4. Despite TPP1 reaching AP 0.6394, the overall test AP remained low 

(0.1820), with notable performance degradation in TPP2–TPP4. 

 

It should be noted that due to scheduled weekly server restarts, training time was limited and many hyperpa-

rameter experiments could not be explored in depth. The above configurations were selected and evaluated 

manually. Moreover, adjustments to the dataset mid-project further constrained the available time for sys-

tematic hyperparameter optimization. 

 

Optimal Configuration 

The final version of Model V2 used an embedding dimension of 128, two transformer layers, eight attention 

heads, dropout of 0.2, and oversampling. This configuration offered the best trade-off between computa-

tional cost and generalization performance, achieving AUC: 0.9247, AP: 0.7537, and F1-Score: 0.6910 on 

the validation set, and AUC: 0.5596, AP: 0.1860 on the test set. TPP1 achieved strong results (AUC: 

0.7514, AP: 0.6150), while TPP2-TPP4 highlighted areas for future enhancement, particularly in balancing 

precision and recall under high class imbalance. 

 

Error Analysis and Predictive Behaviour 

To better understand generalization limitations, an in-depth analysis of misclassifications was conducted for 

Model V2, with a particular focus on TPP1. Confusion matrices revealed notable shifts between validation 

and test phases, prompting further investigation into error distributions, epitope-TCR frequency, and se-

quence similarity metrics. The main text centres on TPP1 to illustrate the most representative patterns. 

The confusion matrices show that model V2 has more false negatives (FN) than false positives (FP) for TPP1 

in the validation group, namely 5’066 FNs and 4’393 FPs, as shown in grey in Figure 42. In contrast, model 

V1 (red in Figure 42) shows an opposite trend with 46’993 FPs and only 2’960 FNs, indicating a more liberal 

classification strategy in V1. This reversal reflects a fundamental difference in the decision boundaries. Model 

V2 appears to favour precision in validation, possibly at the expense of detection. 
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This behaviour was partially maintained in the test series (see Figure 43). Model V2 showed slightly fewer 

FPs (676) than V1 (1’380), but had a slightly lower FN of 1’258 pairs, almost equal to that of V1 with 1’312 

pairs. This stability of FNs despite changing data distributions suggests a stricter decision boundary in V2, 

which may limit its generalization in more diverse or ambiguous scenarios. 

 

 

 

A detailed breakdown of the misclassified examples ruled out the hypothesis that missing values in the con-

text features (MHC, TRBJ or TRBV) were responsible for these patterns. Among the 20’970 FP and 3’796 

FN examples across all test specimens, less than 0.01% of FPs had missing values, with the sole exception 

of a 3.5% MHC failure in FNs. Therefore, missing metadata cannot explain the majority of classification 

errors. 

 

Figure 42: This figure presents a direct comparison of the 
confusion matrices for TPP1 in the validation set, con-
trasting Model V1 (red) and Model V2 (grey). The visuali-
zation reveals that Model V1 produces substantially more 
false positives, while Model V2 yields more false negatives, 
illustrating different decision boundaries and error profiles 
between the two models. 

Figure 44: Histogram showing the dis-
tribution of maximum Levenshtein simi-
larity ratios between false positive TCR–
epitope pairs from the test dataset and 
all true positives from the training, vali-
dation and test datasets. The median 
similarity is 0.55 (red dashed line), indi-
cating that many test set false positives 
are highly similar to known binders en-
countered during training and valida-
tion. 

Similarity of Test Set False Positives to True Positives 

Figure 43: This figure shows the confusion matrices for 
TPP1 in the test set, comparing Model V1 (orange) and 
Model V2 (green). The results illustrate that Model V1 
maintains a higher number of false positives, while Model 
V2 produces more false negatives, reflecting persistent dif-
ferences in classification strategy and generalization be-
haviour across both models. 

Confusion Matrices for Model V1 (yellow) and 
Model V2 (green) on TPP1 (Test Set) 

Confusion Matrices for Model V1 (red) and 
Model V2 (grey) on TPP1 (Validation Set) 
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To examine whether misclassifications reflected structural similarity to known binders/non-binders, the Le-

venshtein distance was calculated. The median similarity between false positives and known true-positive 

TCR-epitope pairs was 0.55, indicating that many FPs share motifs with actual binders. Similarly, false neg-

atives showed a median similarity of 0.60 to true negatives, suggesting that errors often occur in ambiguous 

regions rather than at the extremes of the sequence space (Figure 44 and 45). 

 

To provide a more granular perspective, the distributions of Levenshtein similarity ratios between false pos-

itive and false negative pairs and their most similar counterparts in the train, validation, and test sets are 

shown in Figures C.1 and C.2. These analyses enable a detailed comparison of misclassification patterns 

across all dataset splits; comprehensive visualizations and summary statistics are provided in Appendix C. 

 

Epitope-wise error distributions revealed further insights. In TPP2, a large portion of both FPs and FNs clus-

tered around a few frequent epitopes, particularly ELAGIGILTV (2’229 FPs), GLCTLVAML (2’018 FPs), and 

CINGVCWTV (1’653 FPs). These epitopes also ranked highest in FN counts, indicating possible overfitting 

to these sequences or a failure to generalize beyond dominant patterns. 

 

TCR-wise inspection confirmed this trend. Several TCRs were involved in repeated misclassifications across 

both validation and test splits yet had very few supporting examples in the training set. These included cases 

of conflicting signals (e.g., weak positive training evidence but strong test set activation), pointing towards 

underrepresented but structurally important motifs. 

 

Finally, a breakdown by data source (e.g. by generated negative samples and available in the 10x dataset) 

showed that ≈70% of the FPs in the test dataset came from the generated negative samples. As expected, 

the FN came exclusively from the VDJdb dataset, as this was the only positive dataset included. 

 

Overall, the results suggest that Model V2 has learned a more conservative boundary that is effective in 

reducing false positives on known validation data but is less adaptable to unknown epitope TCR configura-

tions in the test.  

Figure 45: Histogram showing the dis-
tribution of maximum Levenshtein sim-
ilarity ratios between false negative 
TCR–epitope pairs from the test dataset 
and all true negatives from the train-
ing, validation and test datasets. The 
median similarity is 0.60 (red dashed 
line), suggesting that many test set 
false negatives closely resemble true 
negatives from the model’s training and 
validation experience. 

 

Similarity of Test Set False Negatives to True Negatives 
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3.5.4. Model V3 

Based on the V1 basic model, an extended model variant was developed that also takes into account the 

physicochemical properties of the amino acid sequences. These were transformed using PE in order to better 

represent structural and non-linear relationships within the sequences. The decision to integrate PE was 

based on the results from the V3 model without PE, which had shown that the sole use of physicochemical 

descriptors without suitable transformation was not sufficient to substantially improve the model performance. 

 

By combining physicochemical features with periodic embedding, a slight improvement in performance was 

achieved compared to the original V1 model, particularly in terms of Recall and F1-Score. However, the 

overall increase was moderate, indicating that although physicochemical information makes a 

complementary contribution, it is not sufficient on its own to significantly increase model performance. 

 

In order to further improve performance in this model variant as well, various optimisations were tested in a 

similar way to the V1 model. These included the integration of a confidence penalty and the use of label 

smoothing and different loss functions. In this case too, however, these adjustments only led to minor 

improvements in model performance. 

 

3.5.5. Model V4 

 

Building upon V2 and V3, a series of experiments were conducted to explore alternative transformer config-

urations. These experiments aimed to investigate whether different attention mechanisms and architectural 

modifications could improve upon the performance of the V4 model while maintaining computational effi-

ciency. 

 

Independent Dual-Stream Architecture 

The first modification explored was an independent dual-stream transformer architecture, where TCR and 

epitope sequences were processed through separate transformer layers before being combined for the final 

classification. This approach diverged from the concatenated sequence processing of the base V4 Model by 

maintaining separate attention contexts for each sequence type. The architecture featured separate trans-

former layers for TCR and epitope processing, with independent self-attention mechanisms for each se-

quence type, masked mean pooling for sequence-level representations, and final concatenation of pooled 

representations with categorical and physicochemical features. 

The dual-stream architecture demonstrated significantly reduced performance compared to the base V4 

model, achieving an overall AUC of 0.4617 (vs. 0.6403 for base V4) and AP of 0.1538 (vs. 0.2171). Notably, 

the model showed particularly poor performance on TPP2 tasks (AUC of 0.435), which constitute the majority 

of test cases. The reduced performance suggests that the independent processing of TCR and epitope se-

quences may limit the model's ability to capture important cross-sequence interactions crucial for binding 

prediction. 
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Bidirectional Cross-Attention Architecture 

To address the limitations of independent processing while maintaining sequence-specific attention, a bidi-

rectional cross-attention mechanism was implemented. This architecture processes TCR sequences through 

self-attention layers and then applies cross-attention where epitope sequences attend to the processed TCR 

representations, and vice versa. The architecture incorporated self-attention processing for TCR sequences, 

bidirectional cross-attention between TCR and epitope embeddings, enhanced interaction modelling through 

mutual attention mechanisms, and preserved masked mean pooling and feature concatenation. 

The bidirectional cross-attention model achieved an AUC of 0.6120 and AP of 0.2016, representing a mod-

erate decrease from the performance of the baseline V4. While maintaining strong performance on TPP1 

tasks (AUC of 0.952), the model showed reduced effectiveness on TPP2 tasks (AUC of 0.411), suggesting 

that the bidirectional attention mechanism may introduce complexity without proportional performance gains 

for the dominant task category. 

 

Unidirectional Cross-Attention Architecture 

As a final architectural variation, a unidirectional cross-attention mechanism was implemented where epitope 

sequences attend to TCR representations after self-attention processing. This approach aimed to capture 

TCR-to-epitope dependencies through self-attention processing for TCR sequences, unidirectional cross-

attention (epitope attending to TCR), simplified interaction modelling compared to the bidirectional approach, 

and a consistent feature integration pipeline. 

The unidirectional cross-attention model yielded an AUC of 0.6038 and AP of 0.2020, showing performance 

intermediate between the bidirectional variant and the baseline V4. The model demonstrated reduced per-

formance on TPP1 tasks (AUC of 0.894) compared to other architectures, while maintaining relatively stable 

performance across other tasks. 

 

Comparative Analysis 

The architectural experiments revealed several key insights about sequence processing strategies for 

TCR-epitope binding prediction. The baseline V model's concatenated sequence processing with joint at-

tention consistently outperformed approaches that separate TCR and epitope processing, suggesting that 

early integration of sequence information is beneficial for this task. This finding indicates that the interac-

tions between TCR and epitope sequences are crucial from the initial processing stages rather than being 

effectively captured through later integration mechanisms. 

All modified architectures showed degraded performance on TPP1 tasks, which represent high-confidence 

binding predictions, suggesting that the baseline V4 architecture's joint attention mechanism is particularly 

effective for clear positive binding cases. Additionally, more sophisticated attention mechanisms, such as 

bidirectional cross-attention, did not translate to improved performance, indicating that the additional com-

putational complexity may not be justified for this specific prediction task. 

The baseline V4 model demonstrated superior performance stability across different TPP tasks, while the 

modified architectures showed more variable performance with particular weakness in TPP2 tasks that 

constitute the majority of real-world binding prediction scenarios. This performance variability suggests that 
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architectural modifications that work well for certain binding scenarios may compromise the model's ability 

to handle the diverse range of TCR-epitope interactions encountered in practice. 

The experimental evaluation of alternative transformer architectures reinforces the effectiveness of the se-

lected baseline V4 model. While the explored modifications represent theoretically sound approaches to 

sequence-to-sequence interaction modelling, they did not achieve performance improvements over the 

simpler concatenated attention architecture. This suggests that for this specific biological prediction task, 

the joint processing of TCR and epitope sequences through unified attention mechanisms provides the op-

timal balance of interaction modelling and computational efficiency. The consistent performance ad-

vantages of the baseline V4 architecture across diverse task categories support its selection as the primary 

model using the mentioned features. 

 

3.5.6. Model V5 

As part of the development of model version V5, two different architecture variants were initially tested to 

evaluate the integration of physicochemical properties using PLE and the new reciprocal attention concept. 

Both variants were tested with an undersampling approach in chunks (see section 3.5.2. Model V1), BCE 

loss, which worked best for Model V1 and analog training protocol. The underlying architectures and their 

evaluations are presented below. 

 

Model V5.0 – PLE Embeddings for Physicochemical Properties 

The first version of V5 extends the V3 design with more efficient, pre-calculated PLE to integrate biophysical 

properties of TCR and epitope sequences in a compact and low-loss way. Whereas in V3 the transformation 

took place at runtime, in V5 the PLE vectors are generated in advance, reduced to the model input dimension 

by linear projection and only merged after sequential processing. The remaining architecture largely 

corresponds to the classic transformer encoder. Both sequences are encoded with ProtT5 embeddings, 

mapped, concatenated and passed through attention blocks. After flattening, the PLE vectors are passed to 

Figure 46: V5.0 transformer model integrating pre-calculated PLE of physico-
chemical properties with sequence-based attention, enabling efficient fusion of 
biological features for TCR–epitope binding prediction. 
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the final classification layer together with the sequential representation. The architecture is shown in Figure 

46. 

Validation results show solid, but not outstanding performance for this variant. In the test dataset, the highest 

level was achieved in TPP1 (AP of 0.48) and TPP2 (AP of 0.25) in particular, while TPP3 and TPP4 had 

lower values (AP of 0.22 and 0.21 respectively). In the validation, the global AP, AUC and F1-Score were at 

a moderate level. 

 

Model V5.1 – PLE & Reciprocal Attention 

In a second stage, the V5 architecture was expanded to include a Reciprocal Attention module based on the 

TSpred study [8]. This explicitly models the interactions between TCR and epitope as bidirectional cross-

attention. Both sequence streams are processed separately and then alternately introduced into the attention 

levels as query (Q), key (K) and calue (V). The proven PLE embeddings remain integrated in the same way. 

 

The architecture is shown in Figure 47. 

The test results for this version also show no significant performance. TPP1 (AP of 0.47) and TPP2 (AP of 

0.26) showed the best results, but with slight losses in TPP3 (AP of 0.21) and a slight improvement in TPP4 

(AP of 0.26) compared to V5 with context features. 

 

Comparison of results and selection of the final V5 variant 

The comparison of the tested V5 architecture variants shows that the final version in particular, as described 

in section 3.4.5 (Model V5 Architecture - PLE, Reciprocal Attention & Global Context Embeddings), which 

will be referred to as V5.2 for simplicity, delivered the most convincing and robust overall picture in the TPP 

tasks. 

 

Figure 47: V5.1  transformer model variant with reciprocal attention and PLE for physico-
chemical properties, allowing explicit TCR–epitope interaction modeling and integration 
of biophysical information for improved binding prediction. 
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In the validation, the final version V5.2 model stood out particularly in TPP1. Here, the AUC reached constant 

values of around 0.75, significantly higher than the two predecessor variants (each around 0.55). V5.2 was 

also significantly ahead of V5.0 and V5.1, both of which did not exceed 0.35, in the AP for TPP1 at approx. 

0.80. At 0.92, the accuracy of TPP1 was also significantly higher than that of the other two models, where 

V5.1 achieved just under 0.69. The F1-Score for TPP1 showed a comparable picture with clear advantages 

for V5.2. 

 

V5.2 also demonstrated its superiority for TPP2, but only in the validation dataset. The AP was stable at 0.55, 

while the two predecessor models only achieved values around 0.35 (V5.0) and just below (V5.1). 

 

Only in the TPP3 and TPP4 tasks were the simpler V5.0 and V5.1 models able to achieve slightly higher 

scores in some cases (around 0.05 difference in AP). However, this advantage weighed less heavily in 

view of the overall clearer overfitting. V5.2 showed more stable metrics both across the training epochs and 

in the comparison between validation and test data. 

 

3.5.7. Model V6 

In addition to the final model described in Chapter 3.4.7 (“Model V6 Architecture – Reciprocal Attention, CF 

& PE”), a simplified version of the V6 architecture was also developed and evaluated as part of the 

experiments, which omits additional context features such as TRBV, TRBJ, and MHC. Figure 48 shows the 

structure of this model, which focuses on reciprocal attention between TCR and epitope sequences as well 

as the integration of periodically embedded physicochemical properties. Both sequence strands are 

processed separately using ProtT5 embeddings, linear projections, and classical transformer encoder blocks. 

The physicochemical features are calculated independently and included in the final classification. 

During training, various hyperparameter configurations (e.g., attention heads, dropout, layers) and two 

sampling strategies, targeted oversampling and chunk-based undersampling, were systematically compared. 

Figure 48: Architecture of the reduced V6 variant with reciprocal attention and integra-
tion of periodically embedded physicochemical properties - but without additional con-
text features (TRBV, TRBJ, MHC). 
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Oversampling consistently produced the most stable and best results, especially for rarer TPP tasks 

(TPP3/TPP4). Robust performance was achieved with a configuration of eight attention heads, two layers, 

and a dropout rate of 0.2. 

 

The final V6 architecture, as described in Section 3.4.7, extends this basic model by embedding MHC, TRBV, 

and TRBJ as additional context features. While the final V6 achieved the best overall results in the validation 

phase (AUC ≈ 0.95, AP ≈ 0.80, accuracy ≈ 0.92, and F1-Scores above 0.7 for TPP1), in the test set, the 

extended architecture performed on par with or only slightly better than the basic model. The inclusion of 

context features did not further improve results and even led to a slight decrease in AP and AUC for TPP1 

and TPP2. 

 

3.6. Feature Importance Analysis 

To understand which features drive the model's binding predictions, feature importance analysis was con-

ducted using Captum (v0.7.0) [13] . Integrated Gradients [47] served as the primary attribution method, com-

puting feature contributions by integrating gradients from baseline to input with 50 integration steps.  

 

The model's seven feature types required specialized handling: continuous features (TCR/epitope embed-

dings and physicochemical properties) used standard gradient-based attribution with zero baselines, while 

context features (TRBV, TRBJ, MHC) employed perturbation analysis due to their discrete nature. 

 

Attribution scores were computed as the sum of absolute attribution values across all dimensions within each 

feature type. 
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4. Results 
 
This chapter presents the results of the model evaluation based on both the validation and test datasets. The 

performance is reported using standard classification metrics, including AP, Precision, Recall, and macro F1. 

These metrics were selected to comprehensively assess the model's ability to correctly identify binding and 

non-binding TCR-epitope pairs, while also accounting for class imbalance and calibration effects. 

 

4.1. Benchmark Analysis with LightGBM 

To establish the effectiveness of the proposed models, comparisons were conducted against LightGBM as 

the baseline model across the feature configurations of V1 and V2. The evaluation utilized AP and macro F1 

as primary performance metrics to assess both ranking quality and classification balance across both valida-

tion and test sets. 

Complete results for the LightGBM baseline model can be found in Appendix D, including detailed metric 

breakdowns and configuration information. 

 

4.1.1. LightGBM and V1 

In the first comparison, both the baseline LightGBM and Model V1 were trained using only TCR and Epitope 

features, as described previously, representing the most fundamental input configuration for TCR-epitope 

binding prediction. 

On the validation set, the baseline LightGBM achieved an AP of 0.3105 and a macro F1 of 0.4546, while 

Model V1 demonstrated superior performance with an AP of 0.3410 (9.8% improvement) and a macro F1 

of 0.5497 (20.9% improvement). This performance advantage was maintained on the test set, where 

LightGBM achieved an AP of 0.2368 and a macro F1 of 0.4561, compared to Model V1's AP of 0.2795 

(18.0% improvement) and macro F1 of 0.507 (11.2% improvement). 

The consistent performance gains across both validation and test sets indicate that Model V1's architecture, 

as mentioned before, is more effective at capturing the complex relationships between TCR sequences and 

epitopes compared to the gradient boosting approach employed by LightGBM. The relatively stable perfor-

mance between validation and test sets for both models suggests good generalization capabilities without 

significant overfitting. 

 

4.1.2. LightGBM and V2 

The second comparison incorporated the context features including TCR, Epitope, TRBV, TRBJ, and MHC 

information, as described in the previous section, providing additional biological context that could potentially 

enhance model performance. 

The results with the context feature set revealed a striking discrepancy between validation and test perfor-

mance for both models. On the validation set, both models achieved remarkably high performance: LightGBM 

obtained an AP of 0.7938 and a macro F1 of 0.8351, while Model V2 achieved a comparable AP of 0.7810 

and macro F1 of 0.8187. However, this exceptional validation performance did not translate to the test set, 

where both models experienced dramatic performance drops. 
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On the test set, LightGBM with the context features achieved an AP of 0.2117 and a macro F1 of 0.4894, 

representing decreases of 73.3% and 41.4% respectively from validation performance. Similarly, Model V2 

achieved a test AP of 0.1860 and macro F1 of 0.4743, showing a 76.2% decline in AP and a 42.1% decline 

in macro F1 from validation to test performance. 

 

The comparison reveals several critical insights about model behavior and feature utilization. In the basic 

feature configuration (TCR and Epitope only), Model V1 consistently outperforms the LightGBM baseline 

across both validation and test sets, with performance drops from validation to test being moderate and 

consistent (V1: AP drop of 18.9%, macro F1 drop of 7.8%; LightGBM: AP drop of 23.7%, macro F1 increase 

of 0.3%). 

The context feature set results, however, reveal severe overfitting issues for both models. The dramatic 

performance degradation from validation to test sets, with AP drops exceeding 70% for both models, indi-

cates that the additional biological context features, as mentioned before, may be leading to memorization 

of training-specific patterns rather than learning generalizable representations. This overfitting is particularly 

concerning given the high validation performance, which creates a misleading impression of model effective-

ness. 

Comparing test performance across feature configurations, Model V1 with basic features (AP of 0.2795, 

macro F1 of 0.507) substantially outperforms both Model V2 (AP of 0.1860, macro F1 of 0.4743) and 

LightGBM (AP of 0.2117, macro F1 of 0.4894) with context features.  

 

4.2. Overall Performance Comparison of All Models 

Before delving into the specific results of each model, an overview table is presented, summarizing all tested 

models and their key performance metrics. Table 4 provides a concise overview of the results and serves as 

a foundation for the subsequent in-depth discussion. By presenting all models together, a more 

comprehensive comparison of their respective strengths and weaknesses is facilitated, offering a holistic 

view of the modeling landscape. Furthermore, to enhance readability and to highlight the best-performing 

models in each metric, the top results per column are highlighted in bold. This comparative overview also 

aids in interpreting the individual validation and test metrics, which are analyzed in greater detail later in the 

chapter. 

 

The main metrics are summarized in the following subchapters; detailed confusion matrices and ROC-AUC 

plots are available in Appendix E. 
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Model / Metrics AP Recall Precision Macro F1 AUC Accuracy 

LightGBM V1 0.237 0.000 0.000 0.456 0.622 0.839 

LightGBM V2 0.212 0.047 0.233 0.489 0.625 0.822 

V1 - Basic 0.279 0.642 0.219 0.507 0.662 0.573 

V2 - CF 0.186 0.566 0.191 0.474 0.560 0.542 

V3 - PE 0.267 0.625 0.210 0.496 0.649 0.562 

V4 - CF & PE 0.247 0.909 0.217 0.443 0.692 0.458 

V5 - Reciprocal Attention, 

CF & PLE 

0.182 0.220 0.179 0.511 0.545 0.712 

V6 - Reciprocal Attention, 

CF & PE 

0.199 0.340 0.195 0.517 0.577 0.668 

Table 4: This table summarizes the results for all evaluated models, showing metrics including AP, Recall, Precision, Macro F1, 
AUC, and Accuracy. The best-performing value for each metric is highlighted in bold to facilitate comparison between models. 

 
Noticeable discrepancies between validation and test metrics can be observed for all evaluated models, 

highlighting the challenge of generalizing from validation to unseen test data. In particular, the AP of 

validation, shown in Figure 49, reaches its highest values (> 0.70) for model V6 - Reciprocal Attention, CF & 

PE, closely followed by V5 - Reciprocal Attention, CF & PLE. 

 

Despite this strong validation performance, both models with Reciprocal Attention show a decrease in test 

AP, reaching around 0.18 to just under 0.2. Whereas V1 - Basic reaches the highest test AP (≈ 0.28) despite 

lower validation AP (< 0.35), as shown in Figure 50. This pattern suggests that, with the exception of V1 - 

Basic and V3 - PE, models were strongly optimized on validation data and have difficulty generalizing to test 

scenarios. These results suggest that high validation AP does not necessarily lead to strong test 

performance. The V4 - CF & PE model, which includes V2 and V3, performs slightly better than the V2 - CF 

model without physicochemical properties in test AP, indicating small gains in generalization. 

 

 

Comparison of Validation Average Precision  

Comparison of Test Average Precision 

Figure 50: The AP for all model variants (V1-V6) is shown 
on the test data set. 

Figure 49: Performance of the AP on the validation data set for 
all model variants (V1-V6) over the course of training. 
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Similar discrepancies occur between the validation Precision shown in Figure 51 and the test Precision 

shown in Figure 52. The validation Precision for the V2 - CF model fluctuates considerably and reaches a 

peak value of 0.9, but this model has a weak test Precision (≈ 0.191). In contrast, the V1 - Basic and V3 - PE 

models have consistently lower validation Precision, but are superior in test Precision and achieve the higher 

results (≈ 0.22). This suggests that stable validation Precision rather than high peaks may better predict test 

performance. Under realistic test conditions, this results in a little better balance between true and false 

positives. The V4 - CF & PE model, which contains context features similar to V2 - CF, also shows a 

comparable drop in performance from validation to test. 

Recall shows a slightly more consistent pattern across all models, with V4 - CF & PE achieving the highest 

test Recall (≈ 0.91), followed by V1 - Basic (≈ 0.64) and V3 - PE (≈ 0.62). Only V2 - CF lags behind and 

shows a high fluctuation. Both V5 - Reciprocal Attention, CF & PLE and V6 - Reciprocal Attention, CF & PE 

achieve poor Recall values in the test set, suggesting that although these models achieve intermediate 

validation results, their ability to correctly identify positive cases in unseen data is lower compared to V1 - 

Basic, V3 - PE or V4 - CF & PE. The relatively uniform decline from validation to test Recall across all models 

suggests that Recall is a more stable indicator of generalization performance than Precision and AP. These 

trends are clearly visible in Figure 53 for the Recall of the validation set and in Figure 54 in relation to the test 

Recall. 

 

Comparison of Validation Precision 

Comparison of Test Precision 

Figure 52: Comparison of the test precision over all task for 
all models (V1–V6). 

Comparison of Test Recall 

Figure 53: Comparison of the validation recall over all tasks 
across all models (V1–V6) during training. 

Figure 51: Comparison of the validation precision over all tasks 
across all models (V1–V6) during training. 

Comparison of Validation Recall 

Figure 54: Comparison of the test recall over all 
task for all models (V1–V6). 
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The macro F1 values show a different picture for most models in the validation see Figure 55 and test phases, 

see Figure 56. While the V1 - Basic and V3 - PE models show relatively stable and similar macro F1 values 

in both the validation and test phases, V6 - Reciprocal Attention, CF & PE stands out with the highest test 

macro F1 ( ≈ 0.52). Although it has stronger macro F1 values of over 0.8 in the validation phase. Of note, the 

macro F1 values for models V5 - Reciprocal Attention, CF & PLE , V6 - Reciprocal Attention, CF & PE and 

V4 - CF & PE show the strongest contrast between validation and test, highlighting the effect of overfitting 

as the model becomes more complex. In contrast, V1 - Basic and V3 - PE show an almost constant macro 

F1 between validation and test, indicating a more robust generalization. Conversely, V2 - CF achieves high 

and sometimes fluctuating macro F1 values during validation, but does not maintain this advantage on the 

test set. 

  

4.3. Performance Analysis by TPP Subset 

In addition to the overall comparison of models, a detailed table is presented that breaks down the perfor-

mance metrics by task, see Table 5. For each model, the table lists the AP, Recall, Precision, macro F1, 

AUC, and accuracy separately for each task. This structure allows for a more fine-grained analysis of the 

models’ performance across different levels of data novelty. As with the overall results, the best-performing 

value in each metric column is highlighted in bold, facilitating direct comparison between models within each 

TPP task. 

 

Further diagnostic metrics, including confusion matrices for all models across the TPP subsets and ROC-

AUC curves, are provided in Appendix E to complement the evaluation and visualize class-specific perfor-

mance. 

  

Figure 55: Comparison of the validation Macro F1 Score over 
all tasks across all models (V1–V6) during training. 

Figure 56: Comparison of the test recall over all task for all models 
(V1-V6) 

Comparison of Validation Macro F1 Score 

Comparison of Test Macro F1 Score 
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Model/Metrics Task AP Recall Precision Macro F1 AUC Accuracy 

LightGBM V1 TPP1 0.492 0.000 0.000 0.462 0.843 0.860 

TPP2 0.231 0.000 0.000 0.454 0.554 0.831 

TPP3 0.221 0.000 0.000 0.449 0.545 0.814 

TPP4 0.168 0.000 0.000 0.453 0.470 0.828 

LightGBM V2 TPP1 0.711 0.0641 0.937 0.525 0.960 0.868 

TPP2 0.165 0.046 0.160 0.479 0.445 0.797 

TPP3 0.157 0.008 0.096 0.452 0.436 0.802 

TPP4 0.164 0.021 0.107 0.462 0.477 0.800 

V1 - Basic TPP1 0.466 0.484 0.471 0.695 0.870 0.852 

TPP2 0.276 0.668 0.188 0.425 0.584 0.455 

TPP3 0.225 0.878 0.200 0.325 0.574 0.325 

TPP4 0.216 0.886 0.182 0.297 0.538 0.298 

V2 - CF TPP1 0.615 0.505 0.655 0.755 0.751 0.893 

TPP2 0.150 0.613 0.151 0.337 0.443 0.350 

TPP3 0. 167 0.470 0.161 0.402 0.448 0.446 

TPP4 0.189 0.607 0.158 0.358 0.503 0.376 

V3 - PE TPP1 0.442 0.463 0.444 0.681 0.869 0.844 

TPP2 0.267 0.645 0.183 0.421 0.572 0.452 

TPP3 0.269 0.888 0.187 0.260 0.594 0.263 

TPP4 0.220 0.936 0.178 0.243 0.558 0.247 

V4 - CF & PE TPP1 0.966 0.976 0.738 0.905 0.993 0.948 

TPP2 0.179 0.875 0.161 0.201 0.497 0.208 

TPP3 0.186 0.909 0.184 0.227 0.504 0.235 

TPP4 0.171 0.929 0.168 0.191 0.516 0.202 

V5 - Reciprocal 

Attention, CF & PLE 

TPP1 0.360 0.196 0.457 0.597 0.714 0.855 

TPP2 0.158 0.227 0.146 0.475 0.458 0.644 

TPP3 0.161 0.218 0.144 0.462 0.448 0.617 

TPP4 0.188 0.357 0.204 0.516 0.490 0.651 

V6 - Reciprocal 

Attention, CF & PE 

TPP1 0.425 0.292 0.489 0.643 0.748 0.858 

TPP2 0.170 0.386 0.165 0.464 0.500 0.564 

TPP3 0.164 0.225 0.143 0.459 0.468 0.608 

TPP4 0.175 0.379 0.176 0.480 0.510 0.589 

Table 5: This table summarizes the performance of each model separately for each task. The table includes metrics such as AP, 
recall, precision, macro F1, AUC, and accuracy. The best-performing value for each metric within each task is highlighted in 
bold to facilitate comparison across models. 

 

4.3.1. Performance on TPP1 

For TPP1, considerable deviations between the validation and test APs can be observed, which is shown in 

Figures 57 and 58. Model V2 - CF shows one of the highest validation APs (≈0.856) but drops significantly 
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in test performance (≈0.62), again indicating overfitting. In contrast, model V4 - CF & PE achieves a high 

validation AP and shows the strongest generalization in test AP (≈0.96), indicating superior performance. V5 

- Reciprocal Attention, CF & PLE and V6 - Reciprocal Attention, CF & PE also achieve consistent and high 

validation scores (≈0.8) and show only solid test performance. The models V1 - Basic and V3 - PE show 

moderate, consistent AP scores (≈0.45-0.48) in both validation and testing, indicating stable but less optimal 

performance. 

 

For TPP1, the macro F1-Scores during validation (see Figure 59) and test (see Figure 60), reveal similar 

stability across models, with V4 - CF & PE achieving the highest test macro F1-score (≈0.9). V5 - Reciprocal 

Attention, CF & PLE exhibits good stability (≈0.8 validation) and generalization (≈0.6 test). While V1 – Basic 

initially reaches slightly higher validation values, it declines moderately over time. V3 – PE exhibits a more 

stable curve with fewer fluctuations. 

On the test set, both models achieve comparable macro F1-Scores, with V1 – Basic performing marginally 

better (≈0.7). The model V2 – CF still shows fluctuation in the validation dataset but achieves a very strong 

result in the test (≈0.74). 

Comparison of Validation Average Precision on TPP1 

Comparison of Test Average Precision on TPP1 

Comparison of Test Macro F1 Score on TPP1 

Figure 58: Comparison of the test average precision on task 
TPP1 across all models (V1–V6). 

Figure 57: Comparison of the validation average precision on 
task TPP1 across all models (V1–V6) during training. 

Figure 59: Comparison of the macro F1 score on task TPP1 
across all models (V1–V6) during training. 

Figure 60: Comparison of the test macro F1 score on task 
TPP1 across all models (V1–V6). 

Comparison of Validation Macro F1 Score on TPP1 



56 
 

4.3.2. Performance on TPP2 

In TPP2, there are significant discrepancies between validation (Figure 61) and test AP (Figure 62). Model 

V2 - CF achieves a high validation AP (≈0.57) but drops drastically in test performance (≈0.15), indicating 

overfitting. A similar trend can be observed for the V4 - CF & PE model, which also includes the context 

features. In contrast, the V1 - Basic and V3 - PE models have lower but stable validation APs, which are 

reflected in the highest test APs, with V1 - Basic slightly ahead (≈0.28). The models V5 - Reciprocal Attention, 

CF & PLE and V6 - Reciprocal Attention, CF & PE perform moderately well, maintain a moderate validation 

performance and do not generalize well. 

 

The macro F1 values for TPP2 (see Figures 63 and 64) remain modest across the board. The simpler models 

like V1 - Basic and V3 - PE show stable and moderate validation curves, reflecting robust performance on 

the test set. The two models with Reciprocal Attention show stable validation values around 0.7. In the test 

results, both models perform similarly, with V5 - Reciprocal Attention, CF & PLE achieving the highest macro 

F1-Score (≈0.47), suggesting moderate test performance and indicating balanced classification performance 

across all classes. The V4 - CF & PE model, which is a combination of V2 and V3, has the largest decrease 

from validation to test score. 

 
 

Comparison of Validation Average Precision on TPP2 

Comparison of Test Average Precision on TPP2 

Comparison of Test Macro F1 Score on TPP2 

Figure 62: Comparison of the test average precision on task 
TPP2 across all models (V1–V6). 

Comparison of Validation Macro F1 Score on TPP2 

Figure 64: Comparison of the test macro F1 score on task TPP2 
across all models (V1–V6). 

Figure 61: Comparison of the validation average precision on 
task TPP2 across all models (V1–V6) during training. 

Figure 63: Comparison of the macro F1 score on task TPP2 
across all models (V1–V6) during training. 
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4.3.3. Performance on TPP3 

For TPP3, the validation AP values vary considerably between the models, as can be seen in Figures 65 and 

66. The highest validation AP (≈0.31) is achieved by model V3 - PE, followed by V6 - Reciprocal Attention, 

CF & PE (≈0.3) and V4 - CF & PE (≈0.3). The lowest validation AP (≈0.19) is shown by model V2 - CF, which 

remains unstable throughout. In the test series, the model V3 - PE achieves the highest AP (≈0.27), followed 

by the model V1 - Basic (≈0.23) and the model V4 - CF & PE (≈0.19). Despite its strong validation perfor-

mance, model V6 - Reciprocal Attention, CF & PE falls significantly in the test (≈0.16), which underlines its 

poor generalization. Model V5 - Reciprocal Attention, CF & PLE also remains weak and is even outperformed 

by V2 - CF in the test set. 

 

This shows that a high validation AP, as observed for model V6 - Reciprocal Attention, CF & PE, does not 

necessarily lead to strong test performance, while models such as V3 - PE and V1 - Basic generalize more 

reliably. 

The macro F1 values for TPP3 show pronounced differences between the models, as shown in Figures 67 

and 68. In the validation, V6 - Reciprocal Attention, CF & PE and V4 - CF & PE achieve the highest macro 

F1 values (≈0.6), followed by V5 - Reciprocal Attention, CF & PLE. In the test series, however, V4 - CF & PE 

falls sharply and performs poorly. In the test, the V5 - Reciprocal Attention, CF & PLE model scores highest 

(≈0.53), while it achieves a similar value in the validation (≈0.47). Despite low validation values, the V1 - 

Basic model achieves a moderate macro F1 (≈0.32) in the test and thus outperforms the V3 - PE and V4 - 

Comparison of Validation Average Precision on TPP3 

Comparison of Test Average Precision on TPP3 

Figure 66: Comparison of the test average precision on task 
TPP3 across all models (V1–V6). 

Figure 65: Comparison of the validation average precision on 
task TPP3 across all models (V1–V6) during training. 
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CF & PE models. During validation, the V2 - CF model, which is weaker than V4 - CF & PE, performs signif-

icantly better in the test (≈0.4). 

This shows that the models V6 - Reciprocal Attention, CF & PE and V5 - Reciprocal Attention, CF & PLE 

generalize a little better, while high validation scores for V4 - CF & PE are not reliable predictors of test 

performance. 

4.3.4. Performance on TPP4 

In TPP4, the validation AP values show a narrow performance distribution between the models (see Figures 

69 and 70). Model V6 - Reciprocal Attention, CF & PE initially achieves the highest validation AP (≈0.38), 

which then drops sharply. The test evaluations show that the V3 - PE model performs best (≈0.22), while V1 

- Basic shows a similar generalization (≈0.22).  There is a discrepancy between validation and testing for 

model V4 - CF & PE.  However, model V2 - CF has the lowest performance in validation, but is just behind 

V1 - Basic in the test set (≈0.19), closely followed by V5 - Reciprocal Attention, CF & PLE, even though it 

performs slightly better in validation than model V2 - CF with purely context features.  

 

 

 

Comparison of Test Average Precision on TPP4 

Comparison of Test Macro F1 Score on TPP3 

Figure 67: Comparison of the macro F1 score on task TPP3 
across all models (V1–V6) during training. 

Figure 68: Comparison of the test macro F1 score on task TPP3 
across all models (V1–V6). 

Comparison of Validation Average Precision on TPP4 

Figure 70: Comparison of the test average precision on task 
TPP4 across all models (V1–V6). 

Comparison of Validation Macro F1 Score on TPP3 

Figure 69: Comparison of the validation average precision on 
task TPP4 across all models (V1–V6) during training. 
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The macro F1 values for the TPP4 validation can be found in Figure 71 and the test in Figure 72. The initially 

strong validation performance of V6 - Reciprocal Attention, CF & PE (≈0.62) should be emphasized, followed 

by model V4 - CF & PE. In the test results, however, V5 - Reciprocal Attention (≈0.52), CF & PLE performs 

slightly better than model V6 - Reciprocal Attention, CF & PE (≈0.49). However, V4 - CF & PE then has a 

major slump in the test and performs worst. In the test, the V3 - PE model easily achieves the same macro 

F1 values as in the validation, which indicates a stable and equal generalization. It is interesting to note that 

the V1 - Basic model does not achieve a value of more than 0.2 in the validation but is just below 0.3 in the 

test. The V2 - CF model has a drop in the test (≈ 0.36), but achieves a macro F1 value between 0.45 and 

0.55 in the validation. 

 

4.4. Feature Importance Analysis 

The feature importance analysis was conducted on the V4 - CF & PE model, which incorporates the most 

comprehensive set of input features in this study. 

 

4.4.1. Complete Feature Hierarchy Overview 

The comprehensive feature importance analysis reveals a clear hierarchy in the model's decision-making 

process across all seven feature types, as demonstrated in Figure 73. The analysis shows that epitope se-

quence features dominate with the highest attribution scores (70.620), followed by TCR sequence features 

(8.917), while physicochemical properties and categorical context features contribute minimally to the gradi-

ent-based attributions. This hierarchy establishes epitope-centric decision making as the fundamental char-

acteristic of the model's learned representations. 

 

 

 

 

Comparison of Test Macro F1 Score on TPP4 

Comparison of Validation Macro F1 Score on TPP4 

Figure 71: Comparison of the macro F1 score on task TPP4 
across all models (V1–V6) during training. 

Figure 72: Comparison of the test macro F1 on task TPP4 
across all models (V1–V6). 
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4.4.2. Sequence Feature Patterns Across Multiple Samples 

To validate the generalizability of these patterns, multi-sample analysis was performed on 100 diverse test 

samples. Figure 74 demonstrates the consistency of epitope dominance across the sample set, with the 

stacked feature importance visualization showing epitope features (red) consistently outweighing TCR fea-

tures (green) across all analysed samples. The epitope-to-TCR importance ratio averaged 6.7, with individual 

ratios ranging from approximately 3:1 to 12:1. This pattern remained remarkably consistent across both bind-

ing (n=13, ratio=6.6) and non-binding (n=87, ratio=6.8) samples. 

 

 

 

 

Figure 73: Complete feature importance analysis showing epitope dominance (70.620) 
over TCR sequences (8.917), with minimal contribution from physicochemical and cate-
gorical features. 

Figure 74: Feature importance across 100 diverse test samples showing consistent epitope 
dominance (red) over TCR features (green), with minimal physicochemical contributions. 
Binding class labels (0/1) indicate sample types. 
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The model demonstrated high prediction confidence, as shown in Figure 75, with most samples clustering 

near decision boundaries (predicted probabilities close to 0 or 1). The majority of binding samples received 

predicted probabilities above 0.8, while non-binding samples scored below 0.2. Notably, the scatter plot re-

veals that some true non-binding samples (x=0) were predicted as binding (green points with y>0.5), while 

virtually no binding samples (x=1) were predicted as non-binding (green points with y<0.5).  

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

4.4.3. Physicochemical Feature Contribution 

Analysis of physicochemical features, shown in Figure 76, reveals minimal contribution compared to se-

quence features. TCR physicochemical properties (0.1602) and epitope physicochemical properties (0.1679) 

show comparable but limited importance. The similar magnitude of contributions suggests that the model 

treats these features equivalently, but their minimal absolute values confirm that the dense sequence em-

beddings (1024 dimensions) effectively capture the relevant biochemical information, reducing the need for 

explicit physicochemical descriptors. 

Figure 75: Model prediction performance showing predicted prob-
abilities versus true binding labels. Green points indicate samples 
predicted as binding, orange points as non-binding. 
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4.4.4. Categorical Context Features and Perturbation Effects 

While gradient-based attribution methods showed negligible importance for context features (TRBV, TRBJ, 

and MHC), perturbation analysis revealed markedly different patterns, as demonstrated in Figure 77. TRBJ 

showed the highest perturbation effect (0.1851), indicating that J-gene usage significantly impacts model 

predictions. This finding is biologically meaningful, as TRBJ genes contribute to CDR3 structure and influence 

binding geometry. 

TRBV showed minimal perturbation effects (0.0003), suggesting subtle influence on binding predictions, 

while MHC effects were negligible (0.0000) in this representative sample. However, broader analysis across 

diverse samples revealed variable MHC dependence patterns depending on specific TCR-epitope-MHC 

combinations. This pattern of TRBJ dominance among context features was consistently observed across 

multiple samples, indicating systematic model behaviour rather than sample-specific artifacts. 

 

 

 

 

 

 

 

 

 

 

 

 

Figure 76: Physicochemical feature importance comparison 
showing minimal and comparable contributions from TCR 
(0.1602) and epitope (0.1679) physicochemical properties. 

Figure 77: Context feature perturbation effects showing TRBJ 
dominance (0.1851) over TRBV (0.0003) and MHC (0.0000) in 
prediction sensitivity. 
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4.4.5. Implications for Model Interpretation 

The comprehensive analysis reveals that standard gradient-based attribution methods may underestimate 

context feature importance in models utilizing embedding layers. While context features show minimal gra-

dient-based attributions, perturbation analysis demonstrates that they influence predictions through discrete 

decision boundaries rather than smooth gradients. 

The observed epitope-centric hierarchy suggests the model has learned to prioritize epitope sequence char-

acteristics as the primary binding determinant, with TCR features playing a modulatory role. This pattern 

raises important questions about whether it reflects genuine biological binding mechanisms or potential train-

ing data biases, warranting further investigation into the model's generalization capabilities across diverse 

immunological contexts. 
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5. Discussions 

One of the key challenges in this study was the limited amount of available data, particularly regarding the 

negative samples. The dataset contained only a small number of unique epitopes, and most of the data 

originated from just four donors, which limited the diversity and made generalization difficult for the models. 

Data augmentation strategies did not lead to significant improvements. 

Generating negative samples proved challenging, especially when trying to combine them with the 10X da-

taset. The high variability in cosine similarity values, along with the need to preserve task balance and ap-

proximate real-world distributions, posed additional obstacles. These factors collectively made it difficult for 

the models to generalize effectively. 

 

Moreover, using a fully positive dataset solely as a test set, while maintaining a meaningful distribution across 

TPP subsets, proved to be particularly challenging due to the scarcity of unique epitopes. 

 

Surprisingly, the LightGBM baseline model performed comparably to the Transformer-based models, even 

though the Transformer architecture would typically be expected to yield superior results. The Transformer 

models, however, suffered from overfitting and architectural issues that prevented them from reaching their 

full potential. Limited resources, time constraints, and frequent data refinements, further complicated hy-

perparameter tuning and model optimization efforts. 

 

Moreover, server limitations posed a significant challenge to the hyperparameter tuning process. Even tuning 

a single model required substantial time, and given that six models had to be optimized, this process became 

especially time-consuming. Additionally, the server underwent weekly reboots every Sunday, which repeat-

edly interrupted ongoing training processes. Compounding this challenge, the dataset itself was adjusted 

several times during the project, requiring further model retraining and hyperparameter adjustment, and ulti-

mately preventing the completion of thorough hyperparameter optimization. 

 

Notably, V1 and V3 exhibited less overfitting compared to other model versions. This may be partly due to 

the initial hyperparameter tuning process, which was based on V1 and thus may have favored configurations 

that generalized better in that context, while in contrast, V2 showed clear signs of overfitting. V4 emerged as 

the best-performing model for TPP1. This result suggests that including physicochemical descriptors com-

bined with context features helps reduce overfitting by providing additional relevant information to the model. 

Nevertheless, even V4 struggled to generalize effectively across other TPP tasks. 

 

The results also indicate that increasing model complexity, for example, by integrating reciprocal attention 

mechanisms or adding context features, made generalization progressively more difficult. This was particu-

larly evident in the validation-to-test performance drop observed in the more complex architectures. 

 

Although simple pooling operations in V1 performed slightly worse overall, applying them in more complex 

models could be beneficial for controlling model complexity. Additionally, incorporating batch normalization 

layers into the more complex architectures may help stabilize learning and improve generalization.  
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6. Conclusion and Outlook 

This thesis systematically evaluated and optimized deep learning approaches for TCR-epitope binding pre-

diction. One of the key challenges encountered was the limited availability of positive training data, which 

constrained the model’s ability to generalize effectively. In addition, the negative dataset exhibited insufficient 

diversity, with too few unique epitopes represented. This lack of diversity was particularly evident in the TPP3 

and TPP4 tasks, where the scarcity of examples limited the model’s ability to learn generalizable patterns. 

 

Hyperparameter tuning emerged as a crucial step in achieving robust model performance. The experiments 

highlighted that combining physicochemical descriptors with context features (e.g., MHC, TRBJ, TRBV) sig-

nificantly improved model performance. This is particularly relevant in version V4, where fine-tuning and 

thorough hyperparameter optimization still need to be performed to fully exploit the model’s potential before 

extending it with additional components, such as a reciprocal attention mechanism. 

 

Looking ahead, several strategies can be explored to further enhance model performance and generalization: 

• Pooling and Batch Normalization: The addition of pooling layers or batch normalization could be 

re-evaluated, as these techniques may help mitigate overfitting, particularly in more complex models. 

• Increased Regularization: Stronger regularization methods (e.g., dropout or L2 regularization) may 

further improve generalization and reduce variance across tasks. 

• Classifier Adjustments: Experimenting with different batch sizes and architectures in the classifier 

component could provide valuable insights into balancing learning stability and computational effi-

ciency. 

Overall, this study lays the groundwork for future research into deep learning–based TCR-epitope binding 

prediction and highlights the importance of carefully balancing model complexity, data diversity, and inter-

pretability. 
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Appendix A 
 

Hyperparameter Details 
 
Appendix D provides a comprehensive overview of the key hyperparameters used for each transformer-

based model variant evaluated in this study. For each model version, the table summarizes batch size, 

classifier hidden dimension, dropout rate, learning rate, embedding dimension, optimizer, attention 

configuration, feature integration, and regularization strategies. These details ensure the reproducibility of 

the experimental results and allow for a transparent comparison between different model architectures and 

training regimes. Any deviations or model-specific adjustments are clearly indicated in the table. 

 

Table A.1: Summary of central hyperparameters for each transformer-based model variant, including key architecture and 
training settings. Model-specific adjustments and feature integrations, such as periodic or physicochemical embeddings, are 
also indicated. 
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V1 – Basic 128 128 0.12537 0.0005 128 Adam 4 1 - 0.0001 

V2 – Context Features 
128 64 0.2 0.0005 128 Adam

W 

8 4 - 0.0001 

V3 – Periodic Embeddings 128 64 0.12537 0.0005 128 Adam 4 1 PE 0 

V4 – Context Features &  

        Periodic Embedding 

128 64 0.3 0.0002 128 Adam 4 1 PE 0.0004 

V5 – Reciprocal Attention,  

        Context Features & 

        Physicochemical Latent 

        Embeddings 

128 64 0.12537 0.0005 128 Adam

W 

4 1 PLE 0.0001 

V6 – Reciprocal Attention,  

        Context Features &  

        Periodic Embeddings 

256 64 0.2 0.0005 128 Adam

W 

8 4 PE 0.0001 
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Appendix B 
 

Hyperparametertuning on model V1 
 
First hyperparameter tuning on model V1 with balanced training dataset (1:1 ratio) and old TPP task distri-
bution. 

 
Figure B.1: Parallel coordinate plot of the hyperparameter sweep for Model V1 using a balanced (1:1) training dataset and the 
initial TPP task distribution. The visualization shows the impact of batch size, learning rate, number of heads, number of layers, 
optimizer, and weight decay on the validation AUC. Optimal configurations and trade-offs can be identified by following the 
coloured lines, where higher validation AUC values are indicated by deeper colour intensity. 
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Appendix C 
 

Detailed Similarity Analysis of Model Errors 
 

This appendix provides an in-depth error analysis for Model V2 by presenting the distributions of maximum 

Levenshtein similarity ratios for FP and FN pairs with respect to their most similar true positives or true 

negatives, respectively, across train, validation, and test datasets. These histograms offer additional 

insights into whether misclassifications are associated with ambiguous sequence space regions or are 

primarily outlier events. 

 

 

False Positives: Max Similarity to True Positives 
 

Summary statistics: 

Split Count Mean Std Min 25% 50% 75% Max 

Train 362 0.52 0.08 0.29 0.47 0.53 0.56 0.68 

Validation 360 0.54 0.06 0.30 0.50 0.56 0.56 0.84 

Test 20309 0.55 0.05 0.35 0.50 0.55 0.59 0.74 

Table C.1: Distributions of maximum Levenshtein similarity ratios for false positives to true positives across train, validation, 
and test datasets. Higher median similarity in the test set suggests that false positives often share motifs with true binders, re-
flecting the model's difficulty in distinguishing highly similar sequence pairs. 

 

 
Figure C.1: Distribution of maximum Levenshtein similarity ratios for false positives to true positives in train, validation, and 
test splits. 

 
 
 

  

Similarity of False Positives to True Positives 

Train Dataset  

 
Test Dataset  

 
Validation Dataset  
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False Negatives: Max Similarity to True Negatives 

 

Summary statistics: 

Split Count Mean Std Min 25% 50% 75% Max 

Train 1298 0.61 0.06 0.38 0.58 0.61 0.67 0.84 

Validation 882 0.58 0.06 0.25 0.56 0.56 0.61 0.84 

Test 2746 0.60 0.04 0.45 0.56 0.60 0.63 0.84 

Table C.2: Distributions of maximum Levenshtein similarity ratios for false negatives to true negatives across train,  
validation, and test datasets. The consistently high similarity among FNs suggests that many errors occur near  
the decision boundary in sequence space. 

 

 
Figure C.2: Distribution of maximum Levenshtein similarity ratios for false negatives to true negatives in train, validation, and 
test splits. 

  

Similarity of False Negatives to True Negatives 
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Appendix D 
 

Results LightGBM 
 

Metricsl/Model Task LightGBM 

V1 - 

Validation 

 

LightGBM V1 

- Test 

LightGBM V2 - 

Validation 

 

LightGBM V2 - 

Test 

 

AP overall 0.311 0.237 0.794 0.212 

TPP1 0.336 0.492 0.849 0.711 

TPP2 0.352 0.231 0.569 0.165 

TPP3 0.241 0.221 0.270 0.157 

TPP4 0.330 0.168 0.198 0.164 

Recall overall 0.000 0.000 0.638 0.047 

TPP1 0.000 0.000 0.714 0.064 

TPP2 0.000 0.000 0.490 0.046 

TPP3 0.000 0.000 0.093 0.008 

TPP4 0.000 0.000 0.024 0.021 

Precision overall 0.000 0.000 0.824 0.233 

TPP1 0.000 0.000 0.863 0.937 

TPP2 0.000 0.000 0.580 0.160 

TPP3 0.000 0.000 0.487 0.096 

TPP4 0.000 0.000 0.071 0.107 

Macro F1 overall 0.455 0.456 0.835 0.489 

TPP1 0.455 0.462 0.871 0.525 

TPP2 0.454 0.454 0.722 0.479 

TPP3 0.451 0.449 0.527 0.453 

TPP4 0.455 0.453 0.458 0.462 

AUC overall 0.699 0.622 0.937 0.625 

TPP1 0.738 0.843 0.960 0.960 

TPP2 0.674 0.554 0.868 0.445 

TPP3 0.565 0.545 0.574 0.436 

TPP4 0.604 0.470 0.591 0.477 

Accuracy overall 0.834 0.839 0.917 0.822 

TPP1 0.835 0.860 0.934 0.868 

TPP2 0.830 0.831 0.853 0.797 

TPP3 0.820 0.814 0.819 0.802 

TPP4 0.834 0.828 0.785 0.801 

Table D.1: Performance metrics (AP, Recall, Precision, Macro F1, AUC, Accuracy) for LightGBM V1 and V2 on validation and test 
sets, reported both overall and by TPP class. 
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Appendix E 
 

Extended Evaluation – Confusion Matrices and ROC-
AUC Curves 
 
Appendix C presents extended evaluation metrics to complement the main performance results. First, 

confusion matrices are shown for each TPP subset (TPP1–TPP4), separately per model, to assess the 

class-wise prediction behavior. Second, a single ROC-AUC curve summarizes the discrimination 

performance of the best model across all TPPs combined, showing how well positive and negative classes 

are separated across the entire dataset. 

 

Confusion Matrices by TPP Subset 
 

 
Figure E.1: Confusion Matrix for TPP1 on the Test Set. The matrix summarizes the number of correct (diagonal) and incorrect 
(off-diagonal) predictions made by the selected model for each class in the TPP1 subset. True positives (top-left), true negatives 
(bottom-right), false positives and false negatives are visualized, enabling error pattern analysis. 
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Figure E.2: Confusion Matrix for TPP2 on the Test Set. The matrix summarizes the number of correct (diagonal) and incorrect 
(off-diagonal) predictions made by the selected model for each class in the TPP2 subset. True positives (top-left), true negatives 
(bottom-right), false positives and false negatives are visualized, enabling error pattern analysis. 

 
Figure E.3: Confusion Matrix for TPP3 on the Test Set. The matrix summarizes the number of correct (diagonal) and incorrect 
(off-diagonal) predictions made by the selected model for each class in the TPP3 subset. True positives (top-left), true negatives 
(bottom-right), false positives and false negatives are visualized, enabling error pattern analysis. 
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Figure E.4: Confusion Matrix for TPP4 on the Test Set. The matrix summarizes the number of correct (diagonal) and incorrect 
(off-diagonal) predictions made by the selected model for each class in the TPP4 subset. True positives (top-left), true negatives 
(bottom-right), false positives and false negatives are visualized, enabling error pattern analysis. 
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ROC-AUC Curve 
 

 
 
Figure E.5: ROC-AUC curve for the model V1 - Basic on the 
train and validation sets. The curve display the true positive 
rate (sensitivity) against the false positive rate (1-specific-
ity) at different thresholds. This visualization allows direct 
comparison of the models’ discriminative ability during 
training and validation. The AUC provides a summary met-
ric for overall performance, with higher values reflecting 
better class separation. 

 
 
 
 
 
 
 

Figure E.6: ROC-AUC curve for the model V2 – CF on the 
train and validation sets. The curve display the true positive 
rate (sensitivity) against the false positive rate (1-specific-
ity) at different thresholds. This visualization allows direct 
comparison of the models’ discriminative ability during 
training and validation. The AUC provides a summary met-
ric for overall performance, with higher values reflecting 
better class separation. 

 
 
 
 
 

 
 

 

 
 
 
 

 
 
 
 

ROC-AUC Curves for V1 – Basic 

ROC-AUC Curves for V2 – Context Features 

ROC-AUC Curves for V3 – Periodic Embeddings 

Figure E.7: ROC-AUC curve for the model V3 – PE on the 
train and validation. The curve display the true positive 
rate (sensitivity) against the false positive rate (1-specific-
ity) at different thresholds. This visualization allows direct 
comparison of the models’ discriminative ability during 
training and validation. The AUC provides a summary met-
ric for overall performance, with higher values reflecting 
better class separation. 
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Figure E.9: ROC-AUC curve for the model V5 –  Reciprocal 
Attention, CF & PLE on the train and validation sets. The 
curve display the true positive rate (sensitivity) against the 
false positive rate (1-specificity) at different thresholds. This 
visualization allows direct comparison of the models’ dis-
criminative ability during training and validation. The AUC 
provides a summary metric for overall performance, with 
higher values reflecting better class separation. 

 
 
 
 
 
 
 
 

 
 
 
  

Figure E.8: ROC-AUC curve for the model V4 –  CF & PE on 
the train and validation sets. The curve display the true posi-
tive rate (sensitivity) against the false positive rate (1-speci-
ficity) at different thresholds. This visualization allows direct 
comparison of the models’ discriminative ability during 
training and validation. The AUC provides a summary metric 
for overall performance, with higher values reflecting better 
class separation. 

ROC-AUC Curves for V4 – Context Features & 
Periodic Embedding  

ROC-AUC Curves for V5 - Reciprocal Attention, 
Context Features & Physicochemical Latent 

Embeddings 

ROC-AUC Curves for V6 - Reciprocal Attention, 
Context Features & Periodic Embedding 

Figure E.10: ROC-AUC curve for the model V6 – Reciprocal Atten-
tion, CF & PE on the train and validation sets. The curve display 
the true positive rate (sensitivity) against the false positive rate 
(1-specificity) at different thresholds. This visualization allows 
direct comparison of the models’ discriminative ability during 
training and validation. The AUC provides a summary metric for 
overall performance, with higher values reflecting better class 
separation. 
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Appendix F 
 

Source Code 
 
The source code is available at the following repository:  
 

https://github.com/liselott321/BA-Cancer-Immunotherapy 
 

https://github.com/liselott321/BA-Cancer-Immunotherapy

