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Abstract

As Large Language Models (LLMs) achieve unprecedented levels of fluency, the
challenge of steering them toward specific, human-like authorial styles remains a
significant hurdle in controllable text generation. Most current research focuses on
coarse stylistic categories, such as sentiment or formality; however, the nuanced lin-
guistic fingerprint of an individual author—the subtle interplay of syntax, framing,
and rhythm — is often lost or entangled with topical content.

This thesis investigates the internal representations of authorial style within
the activations of a transformer model (gemma-2-9b-it). Using mechanistic in-
terpretability techniques, including Sparse Autoencoders (SAEs) and linear prob-
ing, we identify a mid-network “style subspace” (layer 15) that consistently encodes
author-specific signatures. To address the problem of style-content entanglement,
we employ linear residualization on dense activations to isolate stylistic signals from
semantic noise.

We propose and evaluate multiple activation-based steering methods, ranging
from empirical activation differences to targeted heuristic perturbations derived from
sparse features. To rigorously assess these interventions, we introduce two novel
metrics: Normalized Style Sensitivity (NSS), which measures stylistic shift, and
the Content Invariance Index (CII), which quantifies the degree of content leakage.
While the challenge of authorial mimicry remains unsolved, our results demonstrate
that targeted internal steering can successfully shift model outputs toward more
human-like wrtings.
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1. Introduction

The rapid evolution of Large Language Models (LLMs) has fundamentally trans-
formed our relationship with the written word. Modern architectures, such as
Google’s Gemma 2, exhibit a remarkable capacity for fluency and logical reason-
ing, moving the needle from simple text prediction to sophisticated conversational
agents. However, despite their versatility, these models often lack a persistent, id-
iosyncratic “voice.” While they are linguistic chameleons capable of adopting styles
through few-shot prompting, they do not inherently possess the stable, nuanced
signatures that define human authorship. This thesis explores the frontier of con-
trollable text generation through the lens of mechanistic interpretability,
seeking to identify and manipulate the specific neural representations that encode
authorial style.

The Research Landscape
The research question posed in this work is deliberately ambitious and qualitatively
different from standard tasks in the field. Most existing literature on controllable
generation or text classification focuses on well-defined, polarized settings—such
as distinguishing between positive and negative sentiment, or detecting machine-
written versus human-written text. In those cases, the model can rely on clear,
often lexical or tonal, markers of the target class. In contrast, our goal is to identify
what makes an individual person’s style unique without providing the model with
a predefined list of stylistic features. This requires capturing the subtle interplay
of syntax, rhythm, and framing that remains consistent across various topics—the
elusive fingerprint of a single human writer.

A primary obstacle in this endeavor is the problem of content entanglement.
In natural language, what is being discussed is often inextricably linked to how it is
expressed. To mitigate this, we deploy a two-pronged approach: first, we use linear
residualization on dense activations to isolate stylistic signals from topical noise.
Second, we utilize two novel metrics—Normalized Style Sensitivity (NSS) and
the Content Invariance Index (CII)-not merely for final evaluation, but to
identify the most robust and style-driven classifiers. This framework ensures that
our interventions target genuine authorial signatures rather than spurious topical
correlations.

Research Questions
To guide this investigation, we define three core research questions:

e RQ1: Localization. Where is author-specific style encoded within the trans-
former activations, and can it be effectively isolated at a specific layer or within
a specific feature representation?

e RQ2: Manipulation. Can we systematically manipulate these internal rep-
resentations—using both dense and sparse activation steering—to steer model



outputs toward a target author’s style?

¢ RQ3: Disentanglement. To what extent can we effectively separate stylistic
signatures from topical content cues to ensure genuine stylistic control without
content leakage?

Summary of Contributions

This work provides a principled framework for the study of authorial style in
LLMs. We demonstrate that by combining mechanistic probing with robust evalu-
ation metrics like NSS and CII, it is possible to identify internal features that are
highly predictive of specific human authors. Our results suggest that internal acti-
vation steering is a viable pathway for making generated text feel more human-like,
bridging the gap between neutral, model-default output and the distinct signatures
of human writing.

Beyond the theoretical findings, this project addresses the significant engineering
challenges associated with high-dimensional model states. Investigating a 9-billion-
parameter model requires managing activations that scale O(n) in complexity, often
exceeding standard hardware limits. As a practical contribution, this project in-
cludes a technical blog post titled “How to Extract and Save SAE Activations
Efficiently (Multi-GPU + Sparse Arrays)” and can be found here. This post
details the optimization strategies when working with Sparse Autoencoders on scale,
providing a roadmap for researchers working under similar constraints.

1.1 Thesis Structure

This thesis is organized to provide a logical progression from theoretical foundations
to empirical results.

Chapter 2: Related Work provides the necessary context on Transformer
architectures, the mathematical foundations of Sparse Autoencoders (SAEs), and
the current state of Mechanistic Interpretability. It establishes the vocabulary used
to describe activation spaces and steering mechanisms.

Chapter 3: Methodology details the construction of our topic-controlled Huftf-
Post corpus and the multi-stage pipeline used for probing and steering. This chapter
explains the implementation of linear residualization and the mathematical defini-
tion of our evaluation metrics, NSS and CII.

Chapter 4: Experiments and Results presents the core findings of our re-
search. It begins with a baseline analysis to validate our classifiers before evaluating
the effectiveness of Difference-based and Heuristic steering methods across both
dense and sparse feature spaces.

Chapter 5: Discussion and Conclusion synthesizes the results, address-
ing the research questions directly. It explores the limitations of current steering
approaches, the implications for AI-human alignment, and proposes directions for
future work in multi-layer and multiplicative steering strategies.


https://pub.towardsai.net/how-to-extract-and-save-sae-activations-efficiently-multi-gpu-sparse-arrays-f051159ff67a?source=friends_link&sk=c8993aa07ac0ade988cf893efbb924be

2. Related work

2.1 Foundations and Key Concepts

2.1.1 Notation Conventions

Throughout this thesis, we adopt the following notation conventions for clarity and
consistency:

e x € R? denotes dense activations from a standard transformer layer (e.g.,
residual stream states, attention outputs, or feed-forward outputs). These are
the native, unprocessed internal representations of the model.

e h € R™ denotes sparse activations obtained from a Sparse Autoencoder
(SAE), where typically m > d. Each dimension ideally corresponds to a
monosemantic feature.

e ais used as a generic activation variable when a statement applies to both
dense and sparse representations or when the distinction is not relevant to the
discussion.

e Superscripts a9, 2, or A indicate the layer index ¢ from which activations
are extracted.

2.1.2 Polysemanticity and Monosemanticity

A central challenge in mechanistic interpretability is that individual neurons in neu-
ral networks often respond to multiple, semantically unrelated concepts — a phe-
nomenon known as polysemanticity (Elhage et al., 2022). For example, a single
neuron might activate for both "DNA sequences” and ”legal terminology,” making
it difficult to assign a coherent functional role to that unit. Polysemanticity arises
in part due to superposition, a representational strategy in which models encode
more features than they have dimensions by representing them as non-orthogonal,
overlapping directions in activation space (Elhage et al.,[2022)). While superposition
enables efficient compression, it renders individual neurons mechanistically opaque.
In contrast, monosemanticity refers to the ideal case where each representa-
tional unit corresponds to a single, interpretable concept. Monosemantic features are
easier to understand, validate through intervention, and use for downstream steer-
ing tasks. Sparse Autoencoders (SAEs), described in Section , are explicitly
designed to decompose polysemantic activations into monosemantic feature repre-
sentations by learning overcomplete dictionaries of sparse, interpretable features.
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2.1.3 Mechanistic Interpretability: Overview

Mechanistic Interpretability (MI) is a research field aimed at understanding how
modern neural networks, particularly Transformer-based language models, imple-
ment their computations internally. Rather than treating models as opaque in-
put—output systems, MI seeks to reverse-engineer their learned algorithms by iden-
tifying interpretable internal features and structured circuits that causally give rise
to observable behaviors (Ameisen et al., 2025; Elhage et al., 2021)). This approach
reframes large language models not as black boxes, but as complex yet analyzable
systems composed of interacting components whose functions can, in principle, be
understood and manipulated.

Early work established that Transformer models exhibit substantial internal
structure: attention heads specialize in distinct algorithmic roles, feed-forward layers
act as pattern detectors and memory stores, and residual streams accumulate and
transform information in a layered, compositional manner (Elhage et al., 2021} Geva
et al., 2021). Subsequent discoveries demonstrated that many high-level semantic
and behavioral properties — such as factual recall, in-context learning, refusal be-
havior, and abstract relations — are encoded along approximately linear directions
or low-dimensional subspaces in activation space (Marks and Tegmark, 2024; Olsson
et al., 2022). These findings provided the empirical foundation for the Linear Rep-
resentation Hypothesis, which states that meaningful concepts are often represented
in ways that are both discoverable and intervenable.

The overarching goal of mechanistic interpretability is to explain why models
behave as they do, to predict how they will generalize, and to enable targeted
interventions that modify behavior without retraining. This causal orientation has
led to the development of tools such as activation patching, logit lens analyzes,
sparse feature extraction, and activation steering—methods that allow researchers
to localize, validate, and manipulate internal mechanisms with increasing precision
(these are described below).

This thesis builds on these foundational insights. Specifically, it investigates
whether writing style can be localized to identifiable internal features of Transformer
models, and whether those features can be selectively steered to modulate stylistic
output. The task is complicated by the fact that style is a very nuanced, high-
level, and traditionally hard-to-formalize property of text. This section surveys the
key methodologies and empirical findings in mechanistic interpretability that can be
used as basis for our project.

2.2 Methodologies in Mechanistic Interpretabil-
ity

Mechanistic interpretability approaches the analysis of language models as a pro-

cess of progressively refining questions about internal computation. Rather than

beginning with complex causal interventions, researchers typically start by asking

a simpler, diagnostic question: what information is present in a model’s internal

representations, and in what form? This foundational inquiry has established a

rigorous methodological pipeline, transitioning from observational methods that
map representational content to interventional techniques designed to prove the
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causal necessity and sufficiency of internal components (Rai et al., 2024).

2.2.1 Linear Probing and the Linear Representation Hy-
pothesis

Linear probing represents one of the most widely used and conceptually foundational
tools in mechanistic interpretability. It operationalizes a basic test of representa-
tional content: whether a target property — such as grammatical tense, sentiment,
or factual correctness — can be recovered from a model’s internal activations using
a simple linear classifier. Concretely, a probe is trained to predict an attribute from
hidden states at a particular layer, with strong probe performance indicating that
the relevant information is explicitly encoded and readily accessible to downstream
computations (Alain and Bengio, 2017).

The widespread use of linear probing is motivated by the Linear Representation
Hypothesis (LRH), which states that many high-level features in trained neural net-
works are encoded as approximately linear directions or low-dimensional subspaces
within activation space (Park et al., |2024). If this hypothesis holds, then linear
probes are not merely convenient diagnostic tools but also meaningful tests of how
models internally represent concepts. Successful linear decoding suggests that a
feature is not only present but is also represented in a form compatible with direct
algorithmic use by the model itself.

The choice of probe classifier determines which representational patterns can be
detected and how reliably conclusions can be drawn about feature encoding. In the
following subsections, we describe three probe architectures: Logistic Regression,
Logistic Regression with L1 Regularization, and a simple MLP classifier. We ex-
amine the mathematical definition, properties, and cases of success or failure for
each.

Logistic Regression

Logistic regression is the simplest and most widely-used probe classifier in mechanis-
tic interpretability. For a binary classification task, the probe maps layer activations
a¥ € R? (a(f) could be either dense or sparse activations) to a probability over two
classes:

1
L4 e (wTat0)

Ply=1]a") =c(w a® +b) = (2.1)

where w € R? is the weight vector, b € R is the bias term, and o is the sigmoid
function. The probe is trained by minimizing the binary cross-entropy loss:

Z[yzlogp i=1]al") + (1= y)log(1— Ply =1]a”)] (22

The fundamental appeal of logistic regression in mechanistic interpretability de-
rives from three properties:

1. Convexity and Optimality. The training objective is convex, guaran-
teeing convergence to a global optimum. This ensures that probe results are not

12



confounded by local minima or random initialization; measurement differences re-
flect true representational properties, not optimization artifacts (Alain and Bengio,
2017).

2. Alignment with the Linear Representation Hypothesis. As men-
tioned above, mechanistic interpretability often assumes that human-interpretable
features are encoded as linear directions in activation space (Elhage et al., [2022).
Probe failure suggests absent or implicitly-encoded features; success indicates lin-
ear accessibility. This serves as a basis for using linear classifiers as a mechanistic
interpretability baseline (Bereska and Gavves, 2024)).

3. Coefficient Interpretability. The learned weight vector w directly reveals
which neurons contribute most to classification. Large-magnitude weights identify
neurons that are particularly responsive to the target feature, enabling direct attri-
bution and downstream verification (Alain and Bengio, 2017).

Logistic regression reliably detects monosemantic neurons and layer-wise feature
emergence (Alain and Bengio, 2017). However, it cannot detect features in super-
position when dimensionality constraints prevent linear separability, multiplicative
neuron interactions (e.g., AND operations), or fine-grained temporal structure lost
through token aggregation (Gurnee et al., 2023).

Logistic Regression with L1 Regularization

L1-regularized logistic regression augments the standard objective with an L1 penalty
on the weight vector in order to better capture sparsely encoded features. The loss
is defined as:

N
1
L= [plog Py =11 al") + (1= o) log(1 = Plyi = 1| af”))| + Ay
i=1

(2.3)

where A > 0 is the regularization strength and [Jw|; = 3.5, Jwg| is the L1

norm. The magnitude of A determines the trade-off between how well the model

fits the training data and how simple (sparse) the model remains. The higher the

A value, the sparser the model becomes. The non-differentiability at zero induces
exact sparsity in optimal solutions (H. Zou and Hastie, 2005).

L1-regularization adds automatic feature selection: joint learning of which neu-
rons are most predictive and their contribution strengths. This provides following
advantages:

1. Implicit Neuron Selection: Increasing A\ forces many weight coefficients
to be exactly zero. By varying A and observing the sparsity-accuracy trade-off, re-
searchers identify the minimal neuron set necessary for feature classification (Gurnee
et al., 2023)). This directly addresses the mechanistic question: which neurons are
essential?

2. Robustness to Polysemanticity. In early transformer layers where poly-
semantic neurons fire for many features, dense probes may memorize spurious cor-
relations. L1-regularization prevents this, isolating neurons whose activations most
directly correlate with the target (Gurnee et al., [2023)).

3. Interpretability via Parsimony. Sparse solutions are inherently inter-
pretable: 3-5 neuron probes can be manually inspected and verified through causal

13



interventions. Dense probes with hundreds of non-zero weights are mechanistically
opaque (Belinkov, 2022).

L1-regularized probes detect sparse feature encodings and hierarchical feature
combinations while remaining linear. They cannot detect non-linear feature com-
binations (e.g., XOR dependencies) or definitively distinguish polysemantic neuron
combinations that accidentally predict the target (Gurnee et al., 2023)).

Multi-Layer Perceptron with One Hidden Layer

While Ll-regularized logistic regression improves upon standard logistic regression
by identifying sparse linear combinations of neurons, both approaches remain limited
to detecting features encoded as linear directions in activation space. When features
are represented through multiplicative interactions between neurons (such as AND-
like operations or other nonlinear combinations), linear probes fail regardless of the
regularization strategy. Single-hidden-layer MLPs address this limitation by intro-
ducing minimal nonlinearity, testing whether a feature requires nonlinear neuron
combinations for successful classification. The MLP maps activations through two
linear transformations separated by nonlinearity:

7z = J(Wla@) + bl) (24)
y = softmax(Wsz + bs) (2.5)

where W, € R4 W, € R“*" are weight matrices, b; € R, by, € R® are biases,
z € R" are hidden layer activations, o is a nonlinear activation function (ReLU or
GeLU), and C' is the number of classes. Training minimizes cross-entropy loss.

MLPs detect multiplicative feature interactions and nonlinear feature composi-
tions that are invisible to linear probes (Oldfield et al., 2025). Critical limitations
include the loss of coefficient interpretability, the risk of memorization via nonlin-
earity without mechanistic feature extraction (Belinkov, |2022; Bereska and Gavves,
2024), and sensitivity to hidden layer dimensionality (Oldfield et al., 2025)).

The three classifiers present expressiveness—interpretability trade-offs central to
mechanistic interpretability: logistic regression maximizes interpretability but de-
tects only linear features; L1-regularized regression adds automatic sparsity-based
feature selection; MLPs gain nonlinear expressiveness at a coefficient-interpretability
cost.

In the context of this project, linear probing serves a defined purpose: we use
probes to identify which layers of the model most strongly distinguish between dif-
ferent authorship styles based on probe F1 scores. This analysis allows us to localize
where stylistic information becomes most salient in the network and to focus sub-
sequent mechanistic and steering interventions on those layers. The probing setup,
datasets, and evaluation protocol used for this purpose are described in detail in
Chapter [3.4]

While linear probing reveals where in the network a target property becomes lin-
early separable, it does not explain how that information contributes to the model’s
evolving predictions. A probe may achieve high accuracy at a given layer even if
the corresponding representation is not yet actively influencing next-token logits.
To better understand how internal representations are incrementally transformed
into concrete output distributions, researchers employ the logit lens, which projects
intermediate activations directly into vocabulary space and exposes the model’s
token-level commitments at each layer.

14



2.2.2 Logit Lens and Residual Stream Decomposition

While linear probing establishes where in the network a given property is linearly
encoded, it does not reveal how that information is progressively transformed into
concrete output predictions. The logit lens addresses this gap by providing a more
fine-grained, token-level view of the forward pass. Concretely, the method projects
intermediate residual stream activations through the model’s final unembedding
matrix, producing a distribution over next-token logits at each layer. This projection
exposes the model’s evolving beliefs throughout the computation, revealing how
early representations are incrementally refined into final predictions (nostalgebraist,
2020).

By examining these intermediate logits, the logit lens can identify commitment
points - layers at which the model’s predictions stabilize or begin to strongly fa-
vor particular tokens. This makes it possible to distinguish between information
that is merely present in a representation and information that is actively shaping
the output distribution. In this sense, the logit lens complements linear probing:
probing measures representational separability, while the logit lens shows how such
representations are translated into concrete linguistic choices over time.

However, like probing, logit-lens analyzes remain fundamentally observational.
Although they can reveal correlations between internal states and outputs, they
do not establish whether a given activation is causally responsible for a behavior.
Bridging this gap requires interventional methods that explicitly test necessity and
sufficiency, motivating the use of activation patching, sometimes used complemen-
tarily to logit lens (Sharkey et al., [2025).

2.2.3 Activation Patching: Noising and Denoising

Activation patching provides a principled framework for establishing causal rela-
tionships between internal components and model behaviors. Rather than merely
observing activations, this method intervenes directly in the forward pass by swap-
ping internal activations between two runs of the model: a clean run that exhibits
the behavior of interest and a corrupted run in which that behavior is disrupted
(Heimersheim and Nanda, [2024)).

Two complementary patching directions are commonly used. Denoising patches
clean activations in a corrupted run to identify components that are sufficient to re-
store the target behavior, while noising patches corrupt activations in a clean run to
identify components that are necessary to maintain it (Table[2.1)). By systematically
applying these interventions across layers, attention heads, or neurons, researchers
can localize the specific information-processing steps that causally underpin a given
capability.

This approach enables much stronger claims than observational methods alone.
For example, Heimersheim and Nanda, 2024| shows that patching activations from
prompts about the Colosseum can disentangle where the model represents the lin-
guistic context of the prompt versus where it retrieves factual information about the
landmark, localizing these processes to distinct internal components. More broadly,
activation patching has become a standard tool for validating hypothesized circuits
identified through probing and logit-lens analyzes.

At the same time, activation patching typically operates on raw neurons or atten-
tion heads, which are often polysemantic and participate in multiple computations.
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Technique | Procedure Goal

Denoising Patching clean activations into | Identify components sufficient

a corrupted run. to restore behavior.
Noising Patching corrupted activations | Identify components necessary
into a clean run. to maintain behavior.

Table 2.1: Comparison of activation patching directions (Heimersheim and Nanda,
2024)

This limitation motivates methods that operate at the level of disentangled features
rather than individual components, setting the stage for sparse autoencoders, which
we describe next.

2.2.4 Sparse Autoencoders

As discussed above, many mechanistic interpretability techniques ultimately operate
on neurons or attention heads that are polysemantic, meaning that a single internal
unit participates in multiple, often unrelated computations. Polysemanticity com-
plicates interpretation and weakens causal claims: an intervention on a neuron may
affect several distinct behaviors at once, making it difficult to attribute functional
roles to specific components.

The central objective of SAE (sparse autoencoders) is to disentangle polyse-
mantic features into a set of monosemantic, human-interpretable components. By
training an SAE on the activations of a target layer, the model’s internal states
are mapped into a higher-dimensional sparse feature space in which each active
dimension ideally corresponds to a single coherent concept (Bricken et al., [2023).
This feature-level representation enables more precise analysis and intervention than
methods that operate directly on raw activations, making SAEs particularly well-
suited for detailed mechanistic studies.

Training Process and Architecture

An SAE consists of an encoder that maps an input activation vector z € R? to
a sparse hidden representation h(z) € R™, and a decoder that reconstructs the
original input from this sparse code. The encoding operation is typically defined as:

h(x) = fe<x) = O-(xWenc + benc)7 (26)

where o is an elementwise nonlinearity, such as ReLU. The decoder f; then
produces a reconstruction & = fy(h(x)).

Training balances two competing objectives: accurate reconstruction of the orig-
inal activations and enforcement of sparsity in the hidden representation. This
trade-off is commonly formalized as:

L(@) = llz—2l; + A R(h(z), & := fa(h(x)), (2.7)

where ||z — Z||3 represents reconstruction loss of original activation, and R(-) is
a sparsity-inducing regularizer, typically an L, penalty or a Top-K constraint, and
A controls the strength of the sparsity pressure (Shu et al., |2025). Larger values
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of X\ promote fewer active features per input at the cost of reconstruction fidelity.
When properly tuned, this objective encourages each activation to be represented
by a small subset of dictionary elements, yielding features that align with human-
understandable concepts (Chanin and Garriga-Alonso, 2025; Gao et al., 2024).

Sparsity, Width, and Architectural Trade-offs

The sparsity coefficient A and dictionary width m constitute critical hyperparameters
that govern the fidelity-interpretability trade-off. Higher sparsity penalties produce
fewer active features per forward pass, enhancing interpretability but potentially
sacrificing reconstruction accuracy (Gao et al., 2024). Conversely, increased dictio-
nary width m enables the representation of more granular concepts but escalates
computational costs and risks feature splitting - where high-level concepts fragment
into numerous specialized features (Bussmann et al., 2025).

Recent advances address these challenges through architectural innovations. Gated
SAEs separate feature selection from magnitude estimation, applying sparsity penal-
ties only to gating decisions and thereby mitigating shrinkage biases inherent in
standard L; regularization (Gao et al., 2024). Matryoshka SAEs simultaneously
train nested dictionaries of increasing size, forcing smaller dictionaries to capture
general concepts while larger ones learn fine-grained specializations (Bussmann et
al., [2025)). Switch SAEs employ routing mechanisms to distribute activations across
expert sub-networks, enabling efficient scaling to millions of features (Mudide et al.,
2025)).

2.3 Key Findings in Mechanistic Interpretability

Previous work has shown that transformer models contain identifiable components
and consistent representation patterns that together determine how models en-
code, move, and transform information. In this chapter, we summarize several
mechanistic-interpretability findings grouped into three complementary perspec-
tives: (1) the functional role of attention heads and the recurring head classes that
implement algorithms across positions, (2) the geometry of internal concept repre-
sentations (linear directions and low-dimensional manifolds), and (3) the layer-by-
layer computation performed by feed-forward sublayers, viewed as learned memory
and pattern detectors that are composed through residual dynamics to produce final
predictions.

2.3.1 Specialized Attention Heads

Attention heads serve as the model’s primary mechanism for moving information
across positions to perform complex tasks (Elhage et al., [2021)). Several recurring
head types have been documented:

e Induction Heads: These heads implement a general in-context learning al-
gorithm by recognizing and completing repeated patterns. They are crucial
for the model’s ability to learn from examples within a prompt (Olsson et al.,
2022).
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e Successor Heads: These heads increment tokens in natural orderings, such
as numbers (1 — 2) or days of the week (Monday — Tuesday). They rely on
abstract numeric representations and compositional mod-10 features (Gould
et al., 2023)).

e Negative and Copy Suppression Heads: These heads systematically sup-
press the prediction of tokens, often to prevent naive copying or to improve
calibration. For example, in the Indirect Object Identification (IO1) task, nega-
tive mover heads inhibit the repeated name to favor the correct non-duplicated
name (McDougall et al., |2024).

e Duplicate Token Heads: These heads detect repeated occurrences of tokens,
attending from a second mention back to the first (McDougall et al., 2024).

2.3.2 Concepts as Directions and Manifolds in Activation
Spaces

Findings consistently show that high-level concepts are encoded as linear directions,
though some periodic concepts utilize circular manifolds.

e Space and Time: LLMs like Llama-2 learn linear representations of ge-
ographical coordinates and temporal scales. These representations are ro-
bust across entity types, such as cities and landmarks, and include specialized
”space” and ”time” neurons (Gurnee and Tegmark, 2024).

e Truth and Refusal: The truthfulness of a statement is represented along a
single linear direction (Marks and Tegmark, |2024)). Similarly, refusal behavior
in safety-aligned models is mediated by a specific "refusal direction”. Erasing
this direction from the activations can bypass safety guardrails (Arditi et al.,
2024).

e Non-Linear Features: Periodic structures, such as days of the week and
months of the year, are often represented in circular patterns in 2D subspaces,
preserving the cyclical topology of the concepts (Engels et al., [2025).

2.3.3 Feed-Forward Layers as Memory Systems

Prior work has reframed transformer feed-forward (FF) sub-layers as key-value mem-
ory systems, where each FF layer’s learned parameters detect patterns in the input
and contribute to the model’s output distribution. In this view, lower layers capture
relatively shallow, surface-level patterns, while upper layers detect more abstract,
semantic features that meaningfully influence next-token predictions. Across the
network, the outputs of these FF memories are aggregated and refined through
residual connections, progressively shaping the latent representations into the final
token distribution. This hierarchical composition of FF memories provides a coher-
ent account of how information transforms from initial pattern detection to refined,
semantically informed model outputs (Geva et al., |2021)).
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2.4 Activation Steering Methods

Activation steering modifies a model’s internal activations at inference time to influ-
ence behavior without retraining or updating parameters. These interventions are
typically applied to the residual stream in transformer-based language models and
are motivated by the linear representation hypothesis, which posits that many high-
level concepts are encoded along approximately linear directions or low-dimensional
subspaces in activation space. Activation steering methods are interventional rather
than diagnostic and are distinct from logit-space manipulation or prompt-based
control (Turner et al., 2024; A. Zou et al., 2023)).

2.4.1 Linear Interventions

The simplest and most widely used steering approaches apply a fixed, input-independent
linear modification to model dense activations at a chosen layer or multiple layers
at once.

e Activation Addition (ActAdd): Adds a steering vector v to the hidden
state x at a specific layer, scaled by a hyperparameter a:

r=r+a-v (2.8)

The steering vector is typically derived from task-specific activation statistics.
ActAdd has demonstrated strong performance in topical and stylistic steering
tasks, such as reliably inducing a “wedding” theme in generated text (Turner
et al., 2024)).

e Contrastive Activation Addition (CAA): Constructs the steering vector
v as the difference between mean activations over positive and negative prompt

sets ST and S™: . .
v= g Z x(s) — k&l 2 z(s) (2.9)
sesSt seS
This contrastive construction is particularly effective for sentiment control, re-
fusal and safety behaviors, and other binary or directional attributes (Rimsky
et al., 2024).

e Conceptor-Based Steering: Replaces additive steering with a learned steer-
ing matrix C' derived from conceptor theory. Activations are modified via a

soft projection:
¥ =Cx (2.10)

where the matrix rank and aperture control the strength and selectivity of
the intervention. Conceptor steering can selectively enhance or suppress con-
cepts and has been shown to outperform additive baselines in composite and
alignment-relevant tasks (Vogels et al., [2025]).

2.4.2 Input-Conditional and Adaptive Steering

Fixed global interventions can degrade model utility on benign inputs. To address
this limitation, adaptive methods condition the intervention on the input or activa-
tion context, enabling selective steering. Below, we describe two such methods.
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e AlphaSteer: Learns a transformation matrix A such that dynamic steering
vectors are computed as v = As. The transformation is optimized to be
near-zero for benign prompts while activating along refusal- or safety-relevant
directions for malicious inputs. This approach preserves general capabilities
while achieving strong alignment performance (Sheng et al., 2025)).

e Semantics-Adaptive Dynamic Intervention (SADI): Applies sparse, input-
dependent interventions by learning binary or continuous masks over neurons
or attention heads. These masks selectively scale critical components of the
model based on inferred semantic context, enabling targeted behavioral mod-
ification with minimal collateral effects (Wang et al., |2025)).

2.4.3 Feature-Level and Interpretable Steering

Recent work leverages sparse autoencoders (SAEs) to decompose activations into
interpretable, monosemantic features, enabling steering at the level of individual
latent features rather than raw activations.

e SAE-Targeted Steering (SAE-TS): Performs steering by manipulating
specific features in an SAE latent space that are causally linked to target be-
haviors. By learning linear relationships between steering objectives and SAE
feature activations, this approach achieves more precise and semantically co-
herent control than raw activation addition, while maintaining interpretability
(Bricken et al., 2023; Engels et al., 2025]).

Together, these methodologies define a spectrum of activation steering tech-
niques, ranging from fixed global linear interventions to adaptive, feature-level con-
trol. They provide the technical foundation for this thesis, which applies activation
steering to the precise modulation of nuanced writing styles.

2.4.4 Steering in Practice

Activation steering has been applied to a variety of domains. For safety and align-
ment, steering vectors trained on harmful vs. benign datasets reduce toxic or
jailbreaking outputs, sometimes outperforming prompt-based defenses (Pham and
Nguyen, 2024; van der Weij et al., [2024). For knowledge editing, SAKE models a
fact as a distribution over paraphrases and logical implications and uses optimal
transport to steer activations so that the entire fact-related distribution is updated,
improving robustness compared to single-prompt editors (Scialanga et al., |2025)).
JoLA jointly learns both where to edit (which heads) and how (additive, multiplica-
tive, or both), achieving state-of-the-art performance on low-resource fine-tuning
benchmarks (Lai et al., 2025). In code models, activation steering helps re-activate
robust type-prediction mechanisms that fail on adversarial renamings, outperform-
ing in-context learning baselines (Lucchetti and Guha, 2025). More broadly, work
on broad-skill steering shows that steering vectors can modulate general capabilities
such as coding skill, reasoning depth, and verbosity without fine-tuning, although
reliability varies substantially across models and tasks (Da Silva et al., 2025, van
der Weij et al., [2024)).

Activation steering explicitly intervenes in internal activation space to produce
behavioral changes at inference time. Mechanistic interpretability complements
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these interventional methods by attempting to identify the specific directions, sub-
spaces, neurons, or latent features that causally mediate those behavioral changes.
In practice, the two approaches are tightly coupled: mechanistic analysis supplies
candidate steering directions and sparse feature decompositions, while activation-
steering methods provide the interventional tools (additive vectors, projections,
learned transforms, conceptors, SAE latent shifts) that test and operationalize mech-
anistic hypotheses. Because of this close relationship, it is both natural and produc-
tive to treat the study of writing style as a joint problem of mechanistic discovery
and steering-based control.

2.5 Interpreting and Steering Writing Style

The analyzes below adopt an activation-steering perspective: we search for concise,
causally-efficacious activation directions and latent features that encode stylistic
properties, and we validate those discoveries by applying the same intervention
primitives introduced in Section ??7. Concretely, candidate style representations
(vectors, subspaces, SAE latents, or conceptors) are (i) discovered by diagnostic
methods (e.g., mean differences, PCA /SVD, sparse autoencoders, or logistic probes),
and then (ii) treated as steering handles that can be added, projected, or masked
using the formulas and mechanisms of activation steering. The result is a tight
pipeline from interpretability to controllable generation: identify — intervene —
verify.

While early work on textual style focused on classification and transfer using
surface-level statistics or encoder—decoder architectures, recent research has begun
to analyze writing style through the lens of mechanistic interpretability and internal
transformer representations rather than solely input—output behavior (Konen et al.,
2024; Verma and Srinivasan, 2019). Classical stylometry and neural style-transfer
methods model style via lexical choice, syntactic patterns, and discourse features,
but they typically do not identify specific neurons or circuits responsible for stylistic
phenomena (Gero et al., [2019). In contrast, mechanistic approaches seek to localize
style to particular directions and features in activation space without explicit def-
initions of style features, applying the discovery—intervention—verification cycle to
establish causal relationships between internal representations and observable stylis-
tic attributes. Below, we review two representative studies that show how internal
style features can be identified within a model, transformed into causal steering
operations, and validated through systematic evaluation of generated outputs.

2.5.1 The StyleVector Framework

Konen et al., 2024 formalize the application of activation engineering to the domains
of sentiment, emotion, and authorship style. Their approach utilizes a three-step
pipeline designed to steer Large Language Models (LLMs) without the computa-
tional overhead of fine-tuning;:

1. Discovery: The researchers identify style directions by recording and mean-
aggregating dense layer activations from text samples labeled with specific styles,
such as Shakespearean and Modern English. A style vector o for a specific layer

¢ is isolated as the difference between the mean activations of the target style 7
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and the mean activations of all other samples in the set fgis:

ol =z — 7, (2.11)

S

2. Intervention: Steering is performed during the model’s forward pass by
adding the discovered style vector to the hidden states x at specific layers—most
effectively at layers 18, 19, and 20. The modified activation Z is calculated as follows:

2@ =z 4 X\ (2.12)

where ) serves as a weighting parameter to control the intensity of the stylistic shift.

3. Verification: The effectiveness of the steering is evaluated through the
stylistic classification of the generated outputs using tools such as the VADER sen-
timent analyzer and RoBERTa-based multi-class models. The researchers observed
that while A allows for nuanced control, selecting a value that is too large leads to
"oversteering,” where the model produces “nonsense texts” characterized by repet-
itive stylistic markers (e.g., repeating the word ”sadly” indefinitely when steered
toward sadness) (Konen et al., 2024]).

2.5.2 Atomic Literary Styling

While StyleVector focuses on global directions, Enkhbayar, 2025/ investigates the
mechanistic basis of literary style at the neuron level, specifically contrasting Herman
Melville’s prose with Al imitations.

1. Discovery: To identify ”literary neurons,” the study utilizes statistical
importance scoring across the late layers of GPT-2. The primary metric is Cohen’s
d, measuring the effect size of the difference in neuron activations between human-
authored and Al-generated text:

d; = Hlorlg, FAl, ) Spooled,i = \/< : ) . ( - ) - (213)
ny +ng — 2

Spooled, i

where p and s? represent the means and variances of activations for neuron 7 across
original (n;) and Al-generated (ny) samples. The researchers identified over 27,000
statistically significant discriminative neurons (Enkhbayar, 2025)).

2. Intervention: ALS employs three causal intervention techniques: additive
steering, clamping, and multiplicative scaling. In multiplicative steering, the acti-
vation a; of a target neuron is scaled by a factor 3:

z, ="z (2.14)

Crucially, the study identifies a ”causality gap” via ablation experiments (setting
activations to zero). They found that many neurons that correlate with literary text
during analysis actually interfere with literary generation; removing them improved
style scores by up to 25.7% (Enkhbayar, 2025]).

3. Verification: The effectiveness of these interventions is verified using a com-
posite metric of traditional stylometrics. This includes lexical complexity (measured
by average word length), syntactic variety (average sentence length), and punctua-
tion density, specifically tracking increases in comma and semicolon usage to match
Melville’s formal prose. This confirms that the features used by the model to rec-
ognize style are not always those required to generate it (Enkhbayar, 2025)).
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3. Methodology

3.1 Experimental Design & Workflow

This thesis examines whether the internal representations of a large language model
(LLM) can be systematically manipulated to induce author-specific writing styles
while preserving the underlying semantic content of the generated text. To this
end, we construct a controlled experimental pipeline that integrates curated author-
attributed data, dense activations, as well as sparse autoencoder (SAE)-based rep-
resentation analysis, multiple activation steering strategies, and classifier-based eval-
uation metrics.

In this work, “style” is operationalized as the information that enables a classifier
to distinguish between authors while controlling for topic. While this signal may
include surface-level stylistic features (e.g., lexical choice, sentence structure), it
may also reflect consistent framing or rhetorical patterns associated with individual
authors.

The overall workflow is structured into four sequential stages: data preparation,
classifier construction, baseline and steered text generation, and evaluation. Each
stage is designed to isolate a specific aspect of the problem — style representation,
controllability, or measurement — while maintaining compatibility with the others.

1. Data Preparation. We begin by constructing an author-attributed text
corpus drawn from a single topical domain to minimize confounding between topic
and style. Articles are filtered for sufficient length and cleaned to remove boilerplate
artifacts introduced during web scraping. A subset of authors with comparable
document counts is retained to ensure balanced training and evaluation conditions.
The resulting dataset serves as the common foundation for probing representations,
training classifiers, and generating both baseline and steered texts.

2. Classifier Construction. Using the cleaned corpus, we train a collec-
tion of one-vs-all author style classifiers. These models operate on multiple textual
representations — including TF-IDF features, sentence embeddings, and encoder -
only transformer representations—to assess robustness across feature spaces. The
classifiers are not used for generation or steering directly; their role is to provide a
consistent and quantitative proxy for measuring author-associated stylistic signals
as defined above..

3. Baseline and Steered Generation. Text generation is performed us-
ing a fixed, pretrained instruction-tuned language model. For each test document,
a content-focused prompt is automatically derived to specify the topic and key
facts without encoding stylistic cues. Baseline generations are produced from these
prompts without any internal intervention and serve as reference points for all com-
parisons.

Steered generations are obtained by intervening in the model’s internal activa-
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tions at a single, fixed transformer layer. All steering methods operate either directly
in dense activation space or in the corresponding SAE feature space. We implement
three steering approaches: (i) a global difference-based method derived from empir-
ical activation statistics; (ii) a selective heuristic method based on classifier-derived
feature importance; and (iii) a variation of the heuristic method (ii) with updates
having a multiplicative nature compared to the additive nature of the aforemen-
tioned method. In all cases, steering occurs during the forward pass, with modi-
fications projected back into the model’s activation space when operating through
SAEs or dense vectors.

4. Evaluation. The effectiveness of steering is assessed using the pretrained
author classifiers together with two classifier-based metrics tailored to this setting.
Normalized Style Sensitivity (NSS) measures whether steering toward a target au-
thor systematically increases the classifier’s confidence relative to steering toward
other authors, while the Content Invariance Index (CII) quantifies the extent to
which classifier outputs depend on the original content source. Together, these met-
rics are designed to distinguish genuine stylistic control from spurious effects driven
by topic leakage or prompt artifacts.

The remainder of this chapter details each component of the pipeline in turn,
including dataset construction and preprocessing, model and SAE selection, layer
identification, steering mechanisms, and evaluation methodology. Experimental re-
sults and their analysis are presented in the following chapter.

3.2 Data Preparation

One of the most important steps for almost every project in Data Science, Machine
Learning, and Mechanistic Interpretability is to select the right data. We start the
selection process by defining the requirements for the data for our project:

e The data should have more than 3 distinct authors;
e FEach author should have as many texts as possible;
e The topics of all authors should be semantically as close as possible;

e The texts should be at least 100 words;

After an extensive search, the News Category Dataset (Misra, 2022)) was selected.
It contains around 210,000 news headlines from 2012 to 2022 from HuffPost. The
texts are split by category and include author attribution. The dataset, however,
only provides a short description of the article, as well as a URL link to the full arti-
cle. This is why an additional step of crawling the articles’ full texts was conducted.
To retrieve the full article text, we developed a web crawler using Python’s requests
and BeautifulSoup libraries. The crawler extracts article content by attempting a
series of common HTML selectors for semantic content containers (e.g., <article>,
.article, <main>). If no semantic container is found, a fallback heuristic selects
the largest text block on the page. Short paragraphs (<20 characters) are filtered
to exclude navigation and advertisement elements.

The statistics of the dataset are presented in Figure |3.1

As seen in Figure [3.1] the category Politics has the most Total Documents and
Total Authors and is also one of the top categories for Average Documents per Author
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Figure 3.1: Overall summary statistics of the dataset.

and Mean Document Length. We believe that the category Politics might be more
topically similar than the categories Entertainment, which also exhibit high values
in Average Documents per Author and Mean Document Length. For these reasons,
we decided to continue our data exploration and selection with the data belonging
to the category Politics. 'The Politics subset statistics are shown in Figure 3.2

The Politics subset consists of a total of 279 authors and over 23’000 articles. In
the first selection step, we choose the top authors who have more than 500 articles
each - this results in 8 authors.

We then manually inspected the data and observed several residual artifacts from
web scraping. To address these issues, we applied a data-cleaning procedure based
on multiple heuristics. The following artifacts were removed:

1. Duplicate titles
Many articles contained a common scraping artifact where the headline ap-
peared twice at the beginning of the text. These duplicate titles were auto-
matically detected and removed.

2. Editorial disclaimers
Boilerplate editor’s notes appended to articles (for example, political dis-
claimers about candidates) were removed, as they do not reflect the author’s
writing style.

3. Social media embeds
Embedded Twitter/X content (such as pic.twitter.com links) was stripped
out, while preserving the surrounding textual context.
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Figure 3.2: Statistics of the Politics category of the dataset.

4. Trailing metadata
Various trailing artifacts were removed, including:

Article update and correction notices,

“Developing story” notices,

Contributor attribution lines (e.g., “X contributed reporting”),

Newsletter signup prompts and membership calls,

e Email requests asking people to give tips.

5. Near-duplicate detection
To prevent data leakage, near-duplicate articles were identified by comparing
the first 500 characters of each text; articles flagged as near-duplicates under
this criterion were removed.

6. Length filtering
Articles with fewer than 100 words after cleaning were excluded as likely in-
complete or non-substantive content.

As a result, one of the authors, Paige Lavender, was associated with fewer than
500 articles. Therefore, we excluded this author’s articles from our cleaned dataset,
leaving us with 500 articles for each of the remaining seven authors, for a total of
3,500 articles.

Dataset Splits

For each selected author, articles are randomly (with random_seed=42) split into
training (400 articles) and test (100 articles) sets. Training data are used for rep-
resentation probing, feature selection, steering direction construction, and training
evaluation classifiers. Test data are reserved exclusively for generation / steering
and evaluation.

26



3.3 Model and SAE Selection

After preparing the dataset, the next critical step is selecting the computational tools
that will enable us to analyze and manipulate the model’s internal representations.
This involves two key decisions: choosing an appropriate base Transformer model
and determining the method for accessing and intervening in its internal activations.
Prior work on activation steering has identified two broad approaches for interven-
tion. First, one can target the model’s dense activations directly — for example, by
adding steering vectors to the residual stream at one or more layers to shift interme-
diate representations (Heimersheim and Nanda, 2024; Turner et al., 2024). Second,
one can transform dense activations into a sparse, feature-level representation using
sparse autoencoders (SAEs), then steer the model by manipulating these learned
features. SAEs produce overcomplete, sparsely activated latent features that tend
to be more monosemantic and interpretable than individual neurons, reducing poly-
semanticity and facilitating finer-grained control over behavior (Bricken et al.,[2023)).
SAEs are described in detail in Section [2.2.4] In this project, we investigate steer-
ing through both direct dense features and SAE features, focusing on single-layer
interventions. We leave multi-layer steering for future work.

To gain access to both types of activations, we employ two Python-based li-
braries: transformer-lens (Nanda, [2022) and sae-lens (Bloom et al., 2024)).
Rather than training sparse autoencoders ourselves, we rely on pretrained SAEs.
Accordingly, the choice of the generative model for this project is guided by the
following requirements:

e availability of pretrained SAEs;

e open-source status and inclusion in the Hugging Face catalog (to ensure com-
patibility with the transformer-lens and sae-lens libraries);

e instruction-tuned training;

e model size in the 7B-10B parameter range, balancing sufficient capability
with the ability to run on the available infrastructure without requiring model
sharding across multiple GPUs.

Based on these criteria, we select Google’s gemma-2-9b-it model (Team, [2024)),
together with the corresponding SAEs from the GemmaScope project (Lieberum
et al., 2024).

GemmaScope is a large, open suite of sparse autoencoders (SAEs) trained on the
internal activations of Gemma 2 models across many layers. Each Gemmascope-
SAE follows the standard encoder—decoder structure described in Section but
it replaces the encoder nonlinearity with JumpReLU, a sparsity-inducing activation
function with learned thresholds.

Formally, for an input activation vector x € RY, the encoder computes

h(z) = JumpReLU(xWepne + bene, 0) = (2Wene + benc) 1@ Wene + bene > 60),  (3.1)

applied elementwise, where 6 € R™ is a learned threshold vector and m denotes the
dictionary width. The decoder reconstructs the original activations from h(z) as
usual.
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Sparsity in GemmaScope SAEs is controlled by directly targeting the expected
ly of the latent representation, i.e., the average number of active features per token.
This is achieved through the learned JumpReLU thresholds together with a sparsity
penalty that encourages most latent dimensions to remain inactive, approximating
an (y-style objective rather than relying on magnitude-based surrogates such as ¢,
regularization.

The GemmaScope suite spans dictionary widths m from approximately 16k up
to 1 M features and includes multiple sparsity regimes for each width (e.g., expected
lp =~ 10-20, 30-60, and 60-150). This structured grid allows users to trade off re-
construction fidelity against feature sparsity while operating on the same underlying
model activations. Additional discussion of width—sparsity trade-offs is provided in
Section 2.2.4]

Among all available widths m and sparsity targets ¢y, we select SAEs with a
width of approximately 16,000 features. This choice is dictated by hardware limita-
tions, as it is the smallest available size. Nevertheless, 16k-width GemmaScope SAEs
are part of the standard released suite and have been successfully used in several
downstream studies, demonstrating competitive reconstruction and interpretability
performance despite their relatively small size (Gallifant et al., 2025; Karvonen et
al., 2025)).

Sparsity-wise, we select the so-called canonical SAEs for our experiments. They
usually have an average sparsity target ¢, closest to 100, which is considered by the
creators to be the most useful for most tasks (Lieberum et al., 2024). Canonical
SAE are also those used in Neuronpedia - an open-source mechanistic interpretability
platform and database that allows researchers to explore, analyze, and steer neural
network features (especially SAE features) via interactive dashboards, APIs, and
tools (Lin, [2023). Thus, if additional analysis of certain features is required, it could
be done through the interactive capabilities of Neuronpedia.

3.4 Layer Selection

Having selected the model and SAE framework, we must determine at which layer
of the transformer to apply steering interventions. This choice is critical: different
layers encode different types of information, as mentioned in Section [2.3.3] with early
layers typically capturing surface-level features (syntax, word frequency) and later
layers encoding higher-level abstractions (semantics, discourse structure) (Elhage et
al., [2021; Tenney et al., 2019). The optimal layer for style steering is not obvious a
priori — style may be distributed across multiple layers or concentrated in a specific
dimension. For this project, we focus on identifying a single layer that most strongly
encodes stylistic information.

To identify the most promising intervention layer, we employ linear probing —
a standard technique in mechanistic interpretability for assessing what information
is linearly accessible in a model’s internal representations (described in detail in
Section . We conduct three sets of experiments targeting different aspects
of representation: classifiers on dense features, classifiers on SAE features, and a
residualization-based approach to separate content from style.

GemmaScope provides pretrained SAEs for the gemma-2-9b-it model only for
residual layers 9, 20, 31, but notes that SAEs for the gemma-2-9b model "transfer
very well to the IT model” (Lieberum et al., 2024). We therefore use SAEs trained
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for the gemma-2-9b base model, for which pretrained SAEs exist across all layers and
layer types. Following Lieberum et al., [2024, we assume that these SAEs transfer
sufficiently well to the instruction-tuned variant for the purposes of representation
analysis and steering. We do not independently evaluate this transfer assumption.
Since information propagates through the residual stream, we focus on residual
layers and investigate which layer index shows the strongest correlation with author
style.

3.4.1 Classifiers for Linear Probing

We use three types of classifiers (described in Section [2.2.1)) to probe different prop-
erties of the learned representations:

e Logistic Regression. Tests whether class-relevant information is linearly
separable in the representation space. Strong performance indicates that the
information is directly accessible via a linear readout without requiring feature
interactions.

e Logistic Regression with L1 Regularization. Assesses whether the probed
information is sparsely encoded in a small subset of activation dimensions. This
probe highlights localized or neuron-specific representations by encouraging
sparse solutions.

e Small MLP (one hidden layer). Evaluates whether the information is
present but not linearly accessible. Improved performance over linear probes
suggests a nonlinear structure, such as feature interactions or curved decision
boundaries in activation space.

We apply all three classifiers to three types of input data: dense activations,
sparse autoencoder features, and residualized activations (described below).

3.4.2 Linear Probing on Dense Activations

We first probe the dense activations of the residual stream across layers {0, 5, 10,
15, 20, 25, 30, 35, 40, 41}. This selection samples the model’s 42-layer architec-
ture at regular intervals (every 5 layers) to balance computational efficiency with
comprehensive coverage of the representational hierarchy, while including both the
input layer (0) and final layer (41) to capture the full range from surface features to
high-level abstractions. We fit the three classifiers on the dense activations of each
target layer and report the F1 score for each author.

3.4.3 Linear Probing on Sparse Activations

Next, we apply the same three classifiers to the sparse (SAE) features from each
target layer’s residual stream.
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Figure 3.3: F1 scores for author classification across layers using linear probing on
dense activations. Three classifier types are shown: logistic regression (top), L1-
regularized logistic regression (middle), and single-layer MLP (bottom). Dashed
lines indicate mean F1 across authors per layer. Layer 15 shows strong performance
(mean F1 in range 0.56-0.63) across all classifiers.

3.4.4 Linear Probing on Residuals

Since content information may confound our measurements of style, we attempt to
remove the content component using linear residualization. We construct a con-
tent representation matrix using LDA topic modeling (50 topics fitted on a TF-
IDF document-term matrix). For each activation dimension j, we fit a Ridge re-
gression model predicting A; from the content features C'. The residuals ¢; =
A; — Cw, represent the component of the activation orthogonal to the content sub-
space—hypothesized to encode stylistic information. This approach is based on the
geometric intuition that style and content occupy approximately orthogonal sub-
spaces in activation space.

In detail, we conduct the following steps:

Step 1: Document-Term Matrix. A TF-IDF vectorizer first transforms raw
texts into a document-term matrix (DTM), keeping the top 5,000 most informative
features with a minimum document frequency of 2 and removing standard English
stop words.

Step 2: Topic Modeling. The LDA (Latent Dirichlet Allocation) features
serve as a content representation that captures the semantic/topical structure of
texts. LDA is then fitted on this DTM, learning 50 latent topics. For any new
document, the transform step returns a topic distribution vector # € R, where
each dimension represents the document’s affinity to a particular topic.
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Figure 3.4: F1 scores for author classification across layers using linear probing on
sparse activations. Three classifier types are shown: logistic regression (top), L1-
regularized logistic regression (middle), and single-layer MLP (bottom). Dashed
lines indicate mean F1 across authors. Layer 15 shows strong performance (mean
F1 in range 0.58-0.67) across all classifiers.

Step 3: The Linear Model. For each activation feature j of a dense activation
layer A € R%:
Xj = CU)J' + Sj

where C' € R™* is the content representation matrix (LDA topics, with k& = 50),
w; € R¥ are the learned regression weights, and ¢; represents the residuals - the
style component.

Step 4: Ridge Regression. For each activation dimension, a separate Ridge
regression model is fitted. The residuals (what cannot be predicted from content)
are then extracted:

éj - Aj - OZZ)J
Step 5: Linear Probing. We fit our linear probing classifiers on the residuals
and report F1 Scores for every author for each selected layer.

The method leverages a fundamental statistical principle: linear regression de-
composes a signal into two orthogonal components:

~

e Predicted component (A = CW): The part of the activation that can be
linearly reconstructed from content features

e Residual component (¢): The part that is orthogonal to the content subspace

31



Since style and content are conceptually distinct information channels, and assuming
that style information is not linearly correlated with topic distributions, the residuals
capture stylistic variations.

Figure 3.5: F1 scores for author classification across layers using linear probing on
residual values based on dense activations. Three classifier types are shown: logistic
regression (top), Ll-regularized logistic regression (middle), and single-layer MLP
(bottom). Dashed lines indicate mean F1 across authors. Layer 15 shows strong
performance (mean F1 in range 0.72-0.74) across all classifiers.

Looking at Figures|3.3H3.5l several key observations emerge:

1. Residualization substantially improves authorship attribution per-
formance. Classifiers fitted on residuals (Figure achieve the highest F1
scores across all layers, with mean F1 scores in the range 0.72-0.74 at layer 15,
compared to 0.56-0.63 for dense activations and 0.58-0.67 for sparse features.
This suggests that removing content-related information through linear resid-
ualization successfully isolates stylistic signals that are more discriminative for
authorship.

2. Sparse features benefit most from L1l-regularized models. On sparse
SAE features (Figure , L1-regularized logistic regression achieves the best
performance, indicating that authorship information in the sparse feature
space is encoded in a small subset of dimensions. This alignment between
sparse representations and sparse classifiers suggests that SAEs successfully
decompose activations into interpretable, localized features.

3. Layer 15 consistently encodes the most authorship-relevant infor-
mation. Across all three input types (dense, sparse, and residualized) and all
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three classifier types, layer 15 shows peak performance. This mid-network layer
appears to capture an optimal balance between low-level surface features and
high-level semantic abstractions for authorship attribution, suggesting that
stylistic information is most accessible at intermediate depths of the model.

4. Residualization reduces inter-author variance in classification per-
formance. Raw activations (Figure exhibit large discrepancies in F1
scores across different authors, while residualized activations (Figure show
more uniform performance. This reduction in variance suggests that the ob-
served discrepancies in raw activations might stem from content differences
between authors’ articles rather than inherent differences in stylistic distinc-
tiveness.

5. Nonlinear classifiers provide minimal gains over linear models. The
single-layer MLP shows only marginal improvements over logistic regression
across all input types and layers, indicating that authorship information is
largely linearly separable in the activation space. This suggests that style
is encoded in a relatively simple geometric structure rather than requiring
complex feature interactions to decode.

To further validate the possible choice of the layer 15, we calculate the coefficient
of determination R? for each activation dimension, indicating how much of that
dimension’s variance is explained by content:

SSres —1_ Z(AJ - Aj)Z (32>

R2=1-— = _
SStot >(A; — Aj)?

High mean R? indicates the layer strongly encodes content; low mean R? suggests
the layer primarily encodes style. The R? scores are presented in Table .

Layer Type Layer Mean R? Std R?

res 0 0.0903 0.0267
res 5 0.1098  0.0327
res 10 0.1306  0.0373
res 15 0.0961 0.0295
res 20 0.0966  0.0290
res 25 0.0957 0.0291
res 30 0.1187 0.0326
res 35 0.1257  0.0345
res 40 0.1277 0.0342
res 41 0.1273  0.0337

Table 3.1: Mean and standard deviation of R? by layer.
Combining classification F1 scores with R? values, we select layer 15 for sub-
sequent experiments, as it achieves strong author classification performance (mean

F1 = 0.74 via logistic regression on residuals) while exhibiting one of the lowest R?
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values (0.0961), indicating it predominantly encodes stylistic rather than content
information.

We also decide to focus on 4 authors with the best F1 scores among different
classifiers and input data - Amanda Terkel, Lee Moran, Mary Papenfuss, Daniel
Marans.

3.5 Prompts Construction

To enable a controlled comparison between baseline and steered generations, we
develop content-focused prompts that specify the topic and key facts of each article
without mentioning any stylistic cues. These prompts serve as the foundation for
both baseline and steered generation, ensuring that any observed stylistic differences
can be attributed to steering interventions rather than variations in prompt content.

For each article in our test set, we use a separate large language model (gpt-4o-mini,
OpenAl, 2024)) to extract a content-focused prompt. The prompt generation instruc-
tions explicitly prohibit any mention of writing style, narrative structure, tone, or
rhetorical devices. Instead, the model is asked to identify the central topic, key facts,
and main arguments, and then reformulate these elements as a neutral journalistic
writing prompt.

In total, we generate 400 prompts corresponding to the 400 articles in our test
set (100 per author). We retain the original authors’ labels so that we can examine
whether steering effectiveness varies with the topic. This means that for every target
author style, we will generate 400 articles—100 based on prompts from that author’s
original test articles and 300 based on prompts from the other three authors’ articles.
Full details of the prompt generation procedure, including the meta-prompt used
for extraction, are provided in Appendix [A] Examples of original articles and their
corresponding content-focused prompts are shown in Table

3.6 Baseline Generation

Before implementing steering interventions, we establish a baseline — a reference
generation regime against which all steered outputs can be compared. The base-
line serves two functions: (1) it provides a neutral starting point that reflects the
model’s default stylistic tendencies without explicit authorial conditioning, and (2)
it enables controlled experimentation by ensuring that all comparisons (across steer-
ing methods, target authors, and hyperparameters) are made relative to a consistent
reference.

3.6.1 Generation Parameters

We generate all texts (both baseline and steered) using the gemma-2-9b-it model
with the following settings:

e temperature = 0.7: A moderate temperature that balances diversity with co-
herence. Higher values would increase stylistic variability (complicating steer-
ing evaluation), while lower values would produce overly deterministic outputs
that may not reflect the model’s natural style distribution.
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e max new_tokens = 500: A sufficient length to capture stylistic patterns while
remaining computationally manageable. This length appropriately covers the
median article length in our dataset (726 words; see Figure [3.2).

e do_sample = True: Enables stochastic sampling from the predicted token
distribution, producing more naturalistic text than greedy decoding.

No other generation constraints (e.g., repetition penalties, top-k filtering) are
applied to maintain consistency between baseline and steered generation.

3.6.2 Baseline Corpus Construction

We generate baseline texts for two purposes:

Training Data for Steering. For the Diff-Based Steering method (Section[3.7.2)),
we require baseline activations to compute difference vectors. We generate baseline
texts for all prompts in the training set (N = 1600 prompts). These baseline gen-
erations are processed through the model to extract layer 15 activations, which are
then aggregated to compute per-author steering directions.

Test Data for Evaluation. For the test set, we generate one baseline text per
prompt per author (N = 400 prompts x 4 authors). These serve as the refer-
ence point for evaluating all steering methods: we compare the classifier predictions
on steered texts to predictions on their corresponding baseline texts. By using
prompt-matched comparisons, we control for content variation and isolate the effect
of steering.

All baseline texts are generated in a single batch processing run to ensure con-
sistency. Generation is performed without any steering intervention — activations
flow through the model unmodified. The resulting texts exhibit the model’s de-
fault stylistic properties: a tendency toward neutral, informative prose typical of
instruction-tuned models trained on diverse web corpora (Team, 2024)).

3.7 Steering Methods

With baseline texts established, we now turn to the core contribution of this work:
methods for systematically manipulating baseline generations toward target author
styles. The central challenge is to intervene in the model’s internal representations
during generation such that stylistic characteristics shift toward a target author
while preserving prompt-specified content.

To organize the space of possible interventions, we decompose steering methods
along four orthogonal design axes that recur throughout the literature on activation
steering and mechanistic interpretability.

1. Granularity of Intervention. Steering may be applied globally, modifying
all features of a representation simultaneously, or selectively, acting only on a subset
of features deemed style-relevant. In theory, global steering is simple and robust but
coarse, while selective steering enables fine-grained control at the cost of additional
feature-selection machinery.
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2. Source of the Steering Direction. The direction of intervention may be
obtained from: (i) empirical differences between activation distributions of different
text populations, (ii) learned classifiers that discriminate author styles, or (iii) ex-
plicit optimization objectives that trade off stylistic strength against preservation
constraints.

3. Activation Space: Dense vs. Sparse. Interventions may be applied di-
rectly in the dense activation space of the transformer (e.g., residual stream activa-
tions), or in a sparse, monosemantic feature space obtained via Sparse Autoencoders
(SAEs). Dense activations are polysemantic but simple to manipulate, whereas SAE
features afford interpretability and feature-level control at the cost of reconstruction
considerations.

4. Token Scope of Intervention. The steering methods differ in their token
scope: Diff-Based Steering is applied only during the forward pass over the prompt,
whereas Heuristic Steering is applied uniformly across all generated tokens. This
design choice reflects the original formulation of each method and is treated as an
inherent characteristic rather than a controlled variable. We discuss its implications
in the evaluation section.

These axes define the design space explored by our methods, summarized in
Table B.21

Method Granularity Direction Source Activation Token
Space Scope
Diff-Based Global Empirical  differ- Dense / Sparse At prompt
ence
Heuristic ~ Selective Classifier weights  Dense / Sparse All tokens
Heuristic Selective Classifier weights ~ Dense / Sparse All tokens

Table 3.2: Overview of the two steering methods implemented in this work along
key design dimensions.

3.7.1 Basic Mathematical Setting

All steering methods in this work operate by modifying internal activations at a
fixed transformer layer during generation.

Additive Steering

Dense Activation Steering. When steering directly in dense activation space
(e.g., the residual stream), the intervention takes the simple form

' =1+ av,, (3.3)

where v, is a steering vector and « is a scalar controlling steering strength. This
modification is applied uniformly across batch and sequence dimensions.

Sparse Activation Steering. When steering in SAE feature space, let h denote
the SAE-encoded sparse features corresponding to activation x, and let Decoder(-)
denote the SAE decoder mapping sparse features back to activation space. A naive
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modification of sparse features would propagate SAE reconstruction error into the
model, which can degrade generation quality. To avoid this, we adopt a delta-based
reconstruction strateqy:

h' = h + av, (3.4)
Az = Decoder(h’) — Decoder(h) (3.5)
¥ =+ Az (3.6)

This ensures that steering affects only the SAE-represented component of the acti-
vation while leaving residual reconstruction error unchanged.

Remark. The dimensionality and semantics of v, differ between dense and sparse
settings. In dense steering, v, lies in the model’s hidden dimension; in sparse steer-
ing, it lies in SAE feature space.

Multiplicative Steering (Heuristic)

In addition to additive interventions, we also experiment with multiplicative steer-
ing, particularly in heuristic settings. Here, selected features are scaled according to
their absolute activation magnitude and the sign of the associated classifier weights.
Formally, let mask indicate selected features and wg denote the corresponding clas-
sifier weights. Multiplicative steering is defined as

mask_with_sign = mask ©® sign(ws), (3.7)
abs_activations = |z, (3.8)
Az = aabs_activations ® mask with_sign, (3.9)

¥ =x+ Ax. (3.10)

where ® denotes elementwise multiplication and « controls the strength of the in-
tervention. Intuitively, this method scales the activations of selected features in
proportion to their magnitude while preserving their original sign direction.

Relation to Additive Steering. Multiplicative steering can be seen as a gen-
eralization of additive steering, where the modification depends on the activation
magnitude itself rather than on a fixed vector. Both additive and multiplicative
frameworks share the same overall philosophy of controlled intervention in either
dense or sparse feature spaces.

3.7.2 Diff-Based Steering

Diff-Based Steering derives a global steering direction from empirical differences
between the activation statistics of different text populations. The idea is similar to
the one described in Section [2.5.1] The method is applied once during the forward
pass at the prompt and does not require optimization or feature selection.

Steering Vector Construction

For each author, we compute a steering vector

Vs = Oauthor — C_Lbaseliney (311)

37



where Guuthor aNd Gpaseline denote document-level aggregated activations computed
from the original and generated baseline training texts. Activations are extracted
from residual layer 15, starting from the 10th token position, and averaged across
tokens and documents.

The scalar a controls the amplitude of the intervention and is chosen empirically.
A fixed « is used for all generations.

Diff-Based Steering is applied both in dense activation space and in SAE space
using the reconstruction-safe formulation described above. Unlike subsequent meth-
ods, it does not rely on feature selection and always intervenes globally.

3.7.3 Feature Selection for Selective Steering

The remaining steering method — Heuristic Steering — operates selectively on a
subset of features. This section describes how such feature subsets are identified.
Diff-Based Steering does not use feature selection.

To retrieve a subset of most important features for selective steering, we experi-
ment with two feature selection pipelines. In both cases, an initial variance threshold
is applied to remove features with negligible activation variance across the training
corpus. In the first pipeline, a logistic regression classifier is trained on the remain-
ing features, followed by SHAP analysis to identify features with high attribution
magnitude. In the second pipeline, logistic regression with an L1 penalty is used di-
rectly, inducing sparsity by driving a subset of feature weights to exactly zero. Both
approaches yield sparse feature subsets suitable for selective activation steering.

Feature selection is performed once, offline, using document-level aggregated
activations extracted from the training set.

Variance Threshold Combined with SHAP Analysis

This approach implements a multi-stage pipeline for feature selection, operating on
document-level aggregated activations rather than individual token activations.

Document-Level Aggregation. For each document in the corpus, we first ex-
tract token-level activations from the target transformer layer (in our case residual
layer 15). We begin extraction from the 10th token to discard first tokens’ activations
that might bear less style patterns. Within each document, we compute the mean
activation across all valid tokens. This yields a matrix of shape (Ngocumentss features)
where dfatures depends on the activation type (approximately 16,000 for SAE fea-
tures, or the hidden dimension for other activation types such as residual stream,
MLP, or attention outputs).

Variance-Based Filtering. To eliminate uninformative features that exhibit
minimal variation across documents and streamline the further processes, we apply
variance thresholding. For each feature dimension, we calculate the variance across
all training documents and remove features where Var(f;) < 7 (with 7 = 0.01 as
the default threshold). This step leverages the VarianceThreshold selector from
scikit-learn. The rationale is straightforward: features with near-zero variance are
effectively constant and cannot contribute to author discrimination. This dimen-
sional reduction typically decreases the feature space from approximately 16,000
dimensions to several hundred or thousand, while retaining discriminative informa-
tion.
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Classification with Logistic Regression. Following variance filtering, we
train binary classifiers in a one-vs-all configuration. For each target author, we assign
labels such that samples from that author receive label 1, while all other samples
receive label 0. We fit a Logistic Regression model with standard L2 regularization
(maximum 1,500 iterations).

Feature Importance via SHAP. To quantify each feature’s contribution to
classification decisions, we employ SHAP (SHapley Additive exPlanations) analysis.
SHAP values measure how much each feature shifts the prediction from the baseline
(average prediction). For linear models such as Logistic Regression, we use the
LinearExplainer, which exploits the model’s linear structure. While a linear model
produces predictions of the form y = Sy + Z?:l Bix;, SHAP values decompose this
into individual feature contributions that account for feature correlations through
the training data covariance structure. Unlike raw coefficients, SHAP values are
appropriately scaled by actual feature values and centered. We compute feature
importance as the mean absolute SHAP value across test samples:

Ntest
1 )
I; = ij 3.12
N 219 (3.12)

where gzﬁij ) denotes the SHAP value for feature i in test sample j. Features are then
ranked by importance in descending order.

Evaluation with Top-k Features. To assess whether a compact feature subset
can maintain classification performance, we conduct an ablation study. For vary-
ing values of k € {10, 15, 20, 25, 30,40, 50, 60, 75, 100, 150, 200}, we select the top-k
features according to SHAP importance and retrain a Logistic Regression classifier
using only these features (extracted from the original activation space). We evaluate
F1-scores on the test set and generate plots showing F1-score versus the number of
features for each author. This analysis reveals the trade-off between model par-
simony and predictive performance. Typically, a compact subset of 20-50 features
achieves performance comparable to using all variance-filtered features, demonstrat-
ing that a small set of activations effectively captures an author’s stylistic signature.
The trained models for each k value are preserved for subsequent steering experi-
ments.

3.7.4 Heuristic Steering (Classifier-Weight Direction)

Heuristic Steering is computationally inexpensive and applies a fixed linear per-
turbation derived from a trained classifier without performing optimization during
generation.

Method Description Heuristic Steering exploits the weight vectors learned by a
classifier (e.g., a linear SVM or logistic regression) to guide feature selection. The
core idea is that the magnitude and/or sign of a feature’s weight in the trained
classifier provides a heuristic measure of that feature’s importance. Features with
larger absolute weights are considered more influential for the decision boundary,
and thus more relevant.
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(a) F1 Scores for Logistic Regression classifier fitted on dense features.

(b) F1 Scores for Logistic Regression classifier fitted on SAE features.

Figure 3.6: F1 Scores for different number of top-K features used for training a
Logistic regression classifier. One classifier per author in a one-ve-all setting.
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Steering direction. Let w € R” denote the classifier weight vector for the target
author, mapped into the full SAE or dense feature space. Steering is restricted to
a predefined subset of features using a binary mask m € {0,1}”. The effective
steering direction is

w=m®uw,

Steering update. For a fixed steering strength a > 0, the SAE feature perturba-
tion is

Ar = aw,
broadcast across batch and sequence dimensions. The steered features are then
updated according to either the additive or multiplicative method.

Adaptive strength An increase in a occurs iteratively until either the maximum
number of iterations is reached or a target classifier confidence is reached, using
accumulated document-level aggregated confidence checks.

3.8 Evaluation Framework

To avoid circularity, classifiers used for evaluation are trained independently from
those used for linear probing, feature selection, or steering direction construction. No
classifier is reused across these roles, and the training data for evaluation classifiers
are disjoint from all data used in steering-related procedures.

3.8.1 Feature Extraction Methods for Evaluation Classifiers

TF-IDF (Term Frequency-Inverse Document Frequency)

TF-IDF is a classical text representation method that converts documents into
sparse numerical vectors. It weighs terms by their frequency within a document
(TF) normalized by how common the term is across all documents (IDF), effectively
highlighting distinctive vocabulary while down-weighting common words. This ap-
proach is computationally efficient, highly interpretable (each dimension corresponds
to a vocabulary term), and works well for distinguishing documents based on dis-
tinctive vocabulary choices. In this work, we use scikit-learn’s TfidfVectorizer
with default parameters, fitting a separate vectorizer for each author classifier.

Sentence Embeddings

Sentence embeddings use pre-trained transformer models to encode entire texts into
dense, fixed-dimensional vectors that capture semantic meaning. Unlike TF-IDF,
these representations are learned from large corpora and encode contextual relation-
ships between words, capturing semantic similarity beyond lexical overlap. We use
the all-MinilM-L6-v2 model from the sentence-transformers library (Reimers
and Gurevych, 2019), which produces 384-dimensional embeddings and offers a good
balance between computational efficiency and representational quality.
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3.8.2 Classification Models

All classifiers were trained as binary classifiers (one-vs-rest) to distinguish a target
author’s writing style from other authors. Table [3.3| summarizes the key character-
istics of each classifier.

ModernBERT

ModernBERT (Warner et al., [2025) is a recent encoder-only transformer architec-
ture fine-tuned directly on raw text for sequence classification. Unlike the other
classifiers, it does not use a separate feature extraction step - the model learns
task-specific representations during training through end-to-end optimization. This
attention-based architecture can capture long-range dependencies in text and typi-
cally achieves higher performance on complex stylistic patterns, though it requires
GPU resources. We fine-tune answerdotai/ModernBERT-base with a learning rate
of 5 x 107°, a batch size of 32, for 10 epochs using the AdamW optimizer with
bfloat16 mixed precision training. Model selection is based on the validation F1
score.

Logistic Regression

Logistic regression is a linear classifier that models the probability of class mem-
bership using a logistic function. It learns a hyperplane that separates the two
classes in feature space, making it efficient and interpretable; the coefficients can be
inspected to understand feature importance. We use scikit-learn’s implementation
with default settings.

Random Forest

Random Forest is an ensemble method that constructs multiple decision trees during
training and outputs the mode of their predictions (Breiman, 2001). Each tree is
trained on a random subset of features and samples (bagging), enabling the model to
capture non-linear feature interactions while reducing overfitting through ensemble
averaging. We use scikit-learn’s RandomForestClassifier with default settings.

SGD Classifier

The Stochastic Gradient Descent (SGD) classifier is a linear model trained using
stochastic gradient descent optimization, updating weights incrementally on mini-
batches rather than computing the full gradient. This makes it highly scalable
and memory-efficient for large datasets. We use scikit-learn’s SGDClassifier with
default settings; for probability predictions, the model uses log-loss or applies a
sigmoid transformation to the decision function.

3.8.3 Metrics

All classifiers used for evaluation are required to produce calibrated probability
estimates. For models that do not natively output probabilities, standard calibration
procedures (Platt scaling or isotonic regression) are applied using validation data.
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Table 3.3: Summary of classification models used in this study.

Classifier Type Input Key Characteristic
ModernBERT Deep Learning Raw text End-to-end, attention-based
Logistic Regression Linear TF-IDF / Embeddings Interpretable weights
Random Forest Ensemble TF-IDF / Embeddings Non-linear interactions
SGD Classifier Linear TF-IDF / Embeddings Scalable, incremental

Normalized Style Sensitivity (NSS)

Purpose. Normalized Style Sensitivity (NSS) quantifies how strongly a one-vs-all
author style classifier responds to style steering toward its target author. It mea-
sures whether texts steered toward the target author receive systematically higher
predicted probabilities than texts steered toward other authors.

Definition. Let p; € [0, 1] denote the predicted probability assigned by the clas-
sifier to sample ¢ being written in the style of the target author A*. Let s; denote
the steered author label of sample .

We define two disjoint sets:

Sue={i|si =AY, Sou={i|s#A}

Z Dis  D-Ax |S—|A* Z Di

1ES o* 1ES_ g%

Let

A*
|5A*

denote the mean predicted probabilities for the two groups, and let

2 2
S A%y S_ A=

denote their sample variances (with Bessel correction, ddof = 1).
The pooled standard deviation is computed as:

. (‘SA* — 1)8124* + (’SﬁA* — 1)8314*
SpOOled - |SA*

+ | S-as| — 2

The Normalized Style Sensitivity is then defined as:

Nss = PP

Spooled

Interpretation. NSS = 0 indicates no sensitivity to style steering, while NSS > 0
indicates that the classifier assigns higher probabilities to texts steered toward the
target author. Larger values correspond to stronger style sensitivity. NSS is a
standardized effect size analogous to Cohen’s d.

Content Invariance Index (CII)

Purpose. The Content Invariance Index (CII) measures the extent to which clas-
sifier outputs depend on the original author of the text content, rather than stylistic
cues. A low CII indicates that predictions are largely invariant to content source.

43



Definition. Let o; € A = {Ay,..., Ak} denote the original author of sample i,
and let p; be the predicted probability for the target author.
For each original author Ay € A, we compute the mean predicted probability:

1
= %9 Or,={i Oi:A .
Ik Ol E p k=1{i k)

1€0y,

Let {11} | be the set of mean probabilities across original authors. The between-
author variability is quantified as the sample standard deviation:

K
Op = ﬁzl(ﬂk—u)Z, po= %Zﬂk

Let 0, denote the overall standard deviation of predicted probabilities across all
samples:

1 N
et _ D)2
o N—1Zi1(pz Py

The Content Invariance Index is defined as:

crr = 2.
ag.

p

Interpretation. Values of CII close to zero indicate negligible dependence of clas-
sifier outputs on the original author identity (high content invariance). Larger values
indicate increasing content leakage.

Summary. NSS measures sensitivity to stylistic steering, while CII measures ro-
bustness to content variation. Together, they characterize whether a classifier is
responding to style rather than content.

44



4. Experiments and Results

4.1 Overview

This chapter presents a systematic empirical investigation into two fundamental
questions: (1) where is author-specific style encoded within transformer model
activations, and (2) can we effectively manipulate these representations to steer
model outputs toward a target author’s style while preserving semantic content?
We approach these questions through a series of controlled experiments that evalu-
ate both the discriminative power of style-sensitive features and the effectiveness of
intervention-based steering methods. Our experimental design centers on a carefully
constructed evaluation framework that disentangles genuine stylistic sensitivity from
spurious content-based correlations—a critical distinction often overlooked in prior
work on controllable text generation.

The chapter is organized around four interconnected experimental blocks. We
begin by establishing baseline classification performance, validating that our eval-
uation classifiers can reliably distinguish between authors when trained on human-
written text, while confirming that baseline LLM-generated outputs lack detectable
author-specific signatures. This baseline analysis introduces two novel metrics —
Normalized Style Sensitivity (NSS) and Content Invariance Index (CII) - which
together provide a principled framework for evaluating steering methods without
conflating style transfer with content leakage.

Building on this foundation, we evaluate two activation-based steering approaches.
Diff-based steering applies empirical activation differences between human-written
and LLM-generated texts, operating under the hypothesis that these differences cap-
ture stylistic transformations. Heuristic steering takes a more targeted approach,
leveraging classifier-derived feature importance to identify and manipulate the acti-
vation dimensions most predictive of authorial style. For each method, we system-
atically vary implementation details—including feature space (dense vs. sparse),
steering strength, and feature selection strategies—to map the landscape of possible
interventions.

Throughout these experiments, we maintain strict controls for confounding fac-
tors. All evaluations use topic-matched test prompts to ensure that observed effects
reflect stylistic rather than topical differences. We examine both additive and multi-
plicative steering mechanisms, assess the impact of feature overlap between authors,
and explore alternative feature selection methods to mitigate entanglement effects.

45



4.2 Experimental setup — recap and constants

Model: gemma-2-9b-it with GemmaScope SAEs (residual layer 15 selected
as described in Section [3.4)).

Data: Politics subset, four selected authors (100 test prompts per author; 400
test prompts total). Training/validation splits: 80/20 with random seed = 42.

Generation parameters:

— temperature=0.7
— max_new_tokens=500

— do_sample=True

Hardware: ZHAW SoE Compute Cluster with GPUs from NVIDIA V100
32GB to NVIDIA H200 140GB.

Code: https://github.com/mlynckat /mech-interp--style-in-transformer-activations.

4.3 Experiments

4.3.1 Baseline classification performance (sanity checks)

Purpose: confirm the discriminative power of classifiers used for evaluation, using
the final test splits.

Procedure.

1.

2.

3.

Train one-vs-all classifiers on the textual article representations (without any
presence of activations) and validate that they can distinguish between differ-
ent authors: Evaluate recall and F1 per-author on the test set.

Validate that the baseline texts are stripped of distinguishing characteristics:
Apply classifiers to the baseline texts and evaluate performance.

Validate that the defined metrics NSS and CII produce expected results: Cal-
culate NSS and CII for the baseline.

Evaluation Classifiers

Experimental Setup:

Original: Classification trained on 400 original HuffPost articles (100 per author).
Each classifier uses a one-vs-all scheme with 100 positive samples (target author)
and 300 negative samples (remaining authors). When fitting sklearn’s classifiers,
we use class_weight=’balanced’ to automatically adjust weights inversely pro-
portional to class frequencies.

Original + Generated: Classification with 100 original articles from the target au-
thor as positive samples and 100 baseline-generated articles as negative samples.
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The generated texts were produced without any style steering, using prompts de-
rived from the target author’s articles—ensuring topic matching between positive
and negative samples.

The left panel (Original) reveals substantial variation in classification difficulty
across authors and feature representations. ModernBERT embeddings achieve the
highest and most consistent F1 scores (0.91-0.93), demonstrating robust capture of
author-specific linguistic patterns. TF-IDF features with linear classifiers provide a
strong baseline (F1: 0.79-0.90), confirming that lexical patterns encode substantial
authorial signal. In contrast, Sentence Embeddings with RandomForest perform
poorly (F1: 0.19-0.43), suggesting these representations capture more topical than
stylistic information. The right panel (Original + Generated) shows near-perfect
classification (F1 0.75, mostly 1.00) across all model-feature combinations. Since
the generated texts are topic-matched but lack author-specific style, classifiers are
effectively distinguishing human-written from LLM-generated text rather than per-
forming true authorship attribution. Even simple TF-IDF features achieve perfect
separation. The recall scores reveal that RandomForest classifiers adopt a con-
servative strategy on original data—high precision but very low recall (0.11-0.28
for Sentence Embeddings), preferring to abstain rather than risk misclassification.
ModernBERT maintains balanced recall (0.88-0.91), confirming it captures genuine
stylistic patterns rather than narrow decision rules. This contrast establishes an
important baseline for evaluating style steering methods. Baseline LLM-generated
text contains detectable artifacts that differ systematically from human writing, re-
gardless of topic alignment. Effective steering should reduce this classification gap
by making generated text indistinguishable from the target author’s original writ-
ing—success would manifest as classification difficulty approaching that observed in
the Original condition.

Baseline Classification

When classifying baseline texts against each other, F'1 scores are generally low (Fig-
ure [.2): all fall below 0.38. Generally, the classifiers trained on original data only
show higher scores (0.05-0.38), while classifiers trained solely on the target author’s
data (both original and generated) exhibit lower scores, mostly within the 0.00-0.03
range. This discrepancy can be attributed to the fact that these models were trained
on generated texts and learned to distinguish generated texts from human-written
ones. Overall, the low scores confirm that baseline LLM-generated texts lack a dis-
tinctive author-specific style—the one-vs-all classifiers cannot reliably identify which
author’s topic a baseline text was generated for. Thus, the goal that we strive for
in further experiments is to steer generated texts towards human-written texts so
that more generated texts are classified positively for the target author.

These baseline results establish two key findings: (1) classifiers can easily dis-
tinguish LLM-generated from human-written text, and (2) baseline generated texts
lack author-specific stylistic signatures. However, F1 scores alone cannot capture
the nuanced objectives of our study. We aim not only to make generated texts more
human-like but also to ensure that texts directed toward a target author are classi-
fied as that author rather than others—while avoiding the misclassification of texts
directed toward different authors but sharing topical content with the target. To
measure these dual objectives, we employ two complementary metrics: Normalized
Style Sensitivity (NSS) and Content Invariance Index (CII), described next (NSS
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and CII metrics are defined in Section |3.8.3)).

NSS and CII as Evaluation Framework

Normalized Style Sensitivity (NSS) directly quantifies whether a classifier assigns
systematically higher probabilities to texts steered toward a target author compared
to texts steered toward other authors. An NSS value represents a standardized effect
size (analogous to Cohen’s d), where values around 0.2, 0.5, and 0.8 indicate small,
medium, and large effects, respectively.

Classifier A. Terkel D. Marans L. Moran M. Papenfuss
Modern Bert (orig+gen) -0.03 0.01 0.00 0.18
SentEmb + LogReg (orig+gen) -0.02 -0.05 0.05 -0.00
SentEmb + RandForest (orig+gen) 0.04 -0.04 0.04 -0.03
SentEmb + SGD (orig+gen) 0.02 -0.06 0.05 -0.01
TF-IDF + LogReg (orig+gen) -0.02 -0.03 0.04 -0.00
TF-IDF + RandForest (orig+gen) -0.02 -0.09 0.09 0.02
TF-IDF + SGD (orig+gen) -0.04 -0.02 0.04 0.02
Modern Bert (orig) | 0.03 0.02 0.05 0.05
SentEmb + LogReg (orig) -0.01 -0.01 0.00 -0.02
SentEmb + RandForest (orig) -0.01 0.02 0.03 -0.01
SentEmb + SGD (orig) -0.00 -0.03 0.01 -0.01
TF-IDF + LogReg (orig) 0.01 0.02 0.01 0.02
TF-IDF + RandForest (orig) 0.01 -0.00 0.01 0.02
TF-IDF + SGD (orig) 0.01 0.03 0.01 0.03

Table 4.1: NSS values across authors and classifiers

Table reports Normalized Style Sensitivity (NSS) values for baseline LLM-
generated texts across authors and classifier configurations. As expected for texts
generated without any explicit style steering, all NSS values are very small, ranging
from —0.09 to +0.18, with an overall mean of approximately 0.0077. This indicates
negligible standardized differences between the predicted probabilities assigned to
texts steered toward a given author and those steered toward other authors. In other
words, classifiers do not systematically assign higher probabilities to the nominally
steered author when evaluating baseline texts, which is precisely the desired outcome
for style-neutral generation.

Recall that NSS is a standardized effect size analogous to Cohen’s d, where
values around 0.2, 0.5, and 0.8 are commonly interpreted as small, medium, and
large effects, respectively. None of the reported NSS values reach the conventional
threshold for a small effect. The observed values therefore indicate that, across
feature representations and classifier architectures, the models exhibit no meaningful
sensitivity to author style in the baseline setting.
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These results confirm the baseline assumption established by the low F1 scores
in the previous subsection: baseline generated texts lack distinctive author-specific
stylistic signals, and one-vs-all classifiers cannot reliably distinguish texts based
on nominal author steering alone. Low absolute NSS values imply that the applied
steering does not produce detectable increases in classifier confidence for the targeted
author, nor does it induce systematic misclassification of texts steered toward other
authors.

One isolated value stands out slightly—an NSS of 0.18 for the Modern BERT
classifier trained on original and generated texts for M. Papenfuss. While this value
is higher than the rest, it remains below the conventional small-effect threshold
and should therefore be interpreted cautiously. Rather than indicating a general
sensitivity to style, it serves as a signal for targeted follow-up analysis in later
experiments, where stronger or more explicit style steering is applied.

Overall, the NSS results provide a clean and well-behaved baseline, ensuring
that any substantial increases observed in subsequent sections can be attributed to
effective style steering rather than spurious classifier bias.

NSS reveals whether classifiers respond to stylistic steering, but it cannot deter-
mine whether these responses are driven by genuine style differences or by residual
content cues. To disentangle stylistic sensitivity from content leakage, we next
examine the Content Invariance Index (CII), which measures the extent to which
predicted probabilities depend on the original author of the text content rather than
on stylistic features alone.

Classifier A. Terkel D. Marans L. Moran M. Papenfuss
Modern Bert (orig+gen) 0.11 0.06 0.05 0.04
SentEmb + LogReg (orig+gen) 0.19 0.15 0.21 0.13
SentEmb + RandForest (orig+gen) 0.22 0.23 0.26 0.11
SentEmb + SGD (orig+gen) 0.24 0.06 0.16 0.19
TF-IDF + LogReg (orig+gen) 0.20 0.22 0.17 0.20
TF-IDF + RandForest (orig+gen) 0.25 0.25 0.12 0.19
TF-IDF + SGD (orig+gen) 0.20 0.19 0.21 0.16
Modern Bert (orig) | 0.45 0.36 0.17 0.16
SentEmb + LogReg (orig) 0.73 0.65 0.78 0.66
SentEmb + RandForest (orig) 0.68 0.67 0.71 0.67
SentEmb + SGD (orig) 0.68 0.60 0.75 0.63
TF-IDF + LogReg (orig) 0.72 0.71 0.65 0.78
TF-IDF + RandForest (orig) 0.63 0.68 0.65 0.58
TF-IDF 4+ SGD (orig) 0.66 0.66 0.54 0.70

Table 4.2: CII values across authors and classifiers

Table reports the Content Invariance Index (CII) values for baseline LLM-
generated texts across authors and classifier configurations. CII quantifies how
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strongly classifier outputs depend on the original author of the text content; values
close to zero indicate high content invariance, whereas larger values signal increased
content leakage.

A clear and systematic pattern emerges. Classifiers trained on a mixture of
original and generated texts (orig+gen) exhibit consistently low CII values, typically
in the range of approximately 0.04-0.26 across all authors and feature—classifier
combinations. These values indicate that, for baseline generated texts, predicted
probabilities are only weakly affected by the original author of the content. In other
words, the classifiers largely ignore topical provenance and do not rely on content
cues tied to the source author when making predictions—an expected and desirable
outcome for a baseline setting.

Within the orig+gen group, Modern BERT shows the lowest CII values overall
(as low as 0.04), suggesting the strongest degree of content invariance among the
evaluated approaches. Sentence-embedding—based and TF-IDF-based models yield
slightly higher CII values, but still remain well below levels that would indicate
strong content dependence. Variation across target authors is modest, with no
author consistently exhibiting elevated content leakage.

In contrast, classifiers trained exclusively on original human-written texts (orig)
show substantially higher CII values, often exceeding 0.6 for sentence-embedding
and TF-IDF representations, and reaching up to 0.78 in some cases. These elevated
values indicate a pronounced dependence on the original author of the text con-
tent: predicted probabilities vary strongly depending on which author’s content the
text originates from. Even Modern BERT trained on original texts only exhibits
noticeably higher CII values (up to 0.45) compared to its orig+gen counterpart.

This contrast highlights an important training effect. Models trained solely on
original texts appear to internalize author-specific topical and content cues, which,
in turn, dominate classifier outputs when applied to baseline generated texts. Con-
versely, incorporating generated texts into training substantially reduces this de-
pendence, leading to more content-invariant behavior. In the context of this study,
such invariance is essential: it ensures that any changes observed in later experi-
ments can be attributed to stylistic steering rather than spurious correlations with
content sources.

To illustrate how NSS and CII manifest in actual classifier behavior, we examine
two contrasting cases for Mary Papenfuss: (1) a classifier exhibiting higher NSS with
low CII (desirable) and (2) a classifier showing low NSS with high CII (undesirable).

Figure 4.5 shows how the predictions made with the two classifiers (ModernBert
on the left and Logistic Regression with Sentence Embeddings on the right) are
distributed across texts. Rows represent texts and the attribution to which the
authors of these texts can be traced back content-wise (these are the texts that
were generated based on the prompts originating from these authors, which we
call initial authors); Columns represent the authors towards whom these texts were
steered (when looking at baseline texts, no steering was conducted yet). What we are
looking for is that the texts steered towards the target author (in the image - Mary
Papenfuss) have the most positive predictions (=green), while the other columns
ideally have no positive predictions (remain red) - this situation would result in a
high NSS score. At the same time, we do not want to see more positive predictions in
the row of the target author than in other rows - this would indicate content leakage
(classifiers capture content differences rather than stylistic differences). Ideally, there
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should be an equal amount of positive predictions across initial authors - this would
result in a low CII. On an example in Figure [4.3a] we can observe that there are
more positive predictions in the column of Mary Papenfuss , but not more positive
predictions in the row of Mary Papenfuss; hence, there are somewhat higher NSS
and a low CII. On the other hand, Figure shows an equal distribution of positive
predictions across target authors and a concentration of positive predictions in the
row for Mary Papenfuss.

Taken together, the CII results confirm that baseline generated texts are largely
content-invariant when evaluated with classifiers trained on mixed original and gen-
erated data, providing a reliable foundation for subsequent analyzes. The high CII
values observed for models trained on original data alone further motivate the use
of orig+gen training in downstream experiments, where disentangling style from
content is critical.

Having established that baseline generated texts exhibit negligible style sensitiv-
ity (NSS 0) and acceptable content invariance (low CII for orig+gen classifiers), we
can now evaluate whether explicit style steering methods successfully increase NSS
while maintaining low CII.

4.3.2 Diff-Based Steering

The first steering method we evaluate is diff-based steering. As described in Sec-
tion [3.7.2] this approach relies on empirical activation differences between original
human-written articles and baseline LLM-generated texts. A difference vector is
computed offline for each author by contrasting these two activation sets. This vec-
tor is fixed across prompts but is specific to each author. During generation, steering
is applied by adding the difference vector to the model activations during the prompt
forward pass only, while leaving the subsequent generation process unchanged. In
this setup, all features are steered simultaneously.

We conduct two variants of this experiment: (1) steering dense model features
directly and (2) steering in the sparse autoencoder (SAE) feature space. To control
the strength of steering, we introduce a scaling coefficient «.

We experimented with different values of o to identify settings that maintain
strict prompt following while achieving effective steering. We found that exces-
sively high values cause the model to deviate from the specified task format. For
instance, with a = 5 for dense features, the model failed to follow the instruction to
generate only article content, instead producing meta-commentary and structural
suggestions. Examples of such failures include:

(1) 'm not sure if this is relevant for your article, but it’s worth noting.
##Possible Article Structure: ##Headline: Cheney Fist-bumps Biden,
Trump Jr. Condemns ‘Inclusiveness’ Among Republicans...

(2) (Note: This is a historical detail, as Obama signed the TPP in 2016,
and Clinton was against it) ##Possible Discussion Points: Was Clin-
ton’s speech a genuine shift towards progressive policies or a calculated
attempt to appease the left after the Sanders primary challenge?

Based on this preliminary manual experimentation, we set o = 4 for sparse
(SAE) features and a = 3 for dense features. The resulting NSS scores are reported
in Table [4.3]
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Method M. Papenfuss L. Moran D. Marans A. Terkel
Baseline 0.18 0.00 0.01 -0.03
Diff Steering on Dense 0.04 0.02 -0.06 0.10
Diff Steering on Sparse -0.06 0.14 0 -0.05

Table 4.3: NSS scores for ModernBert (orig+gen) with diff-based steering across
authors

As shown in Table diff-based steering yields only marginal changes in classi-
fier behavior and does not substantially increase the likelihood that generated texts
are classified as belonging to the target author. Overall, the steering effect appears
too weak to induce a detectable shift in author-specific style. Given the complexity
of the task, several factors may contribute to this outcome. First, applying steer-
ing exclusively during the prompt forward pass may not exert sufficient influence
over the full generation process. Second, steering all features simultaneously may
introduce trade-offs: increasing « further risks degrading output quality, while the
resulting distributed steering signal may still be too weak in the subset of features
most relevant for stylistic control. Although these hypotheses warrant further inves-
tigation, a deeper analysis of diff-based steering is beyond the scope of the present
work.

In an attempt to address these limitations, we next turn to a more targeted
approach—heuristic steering — which directly leverages classifier-derived feature
importance rather than empirical activation differences.

4.3.3 Heuristic Steering

Heuristic steering applies a fixed perturbation aligned with the weight vector of a
linear author-style classifier, under the assumption that features with larger classifier
weights are more indicative of author-specific style. Unlike diff-based steering, which
operates on global activation differences, heuristic steering explicitly biases gener-
ation along directions that the classifier itself deems discriminative for the target
author.

Setup

In our implementation, the steering direction is derived from the classifier weight
vector, optionally restricted to a selected subset of SAE features. Steering is applied
as a fixed additive perturbation during generation. As with diff-based steering,
the steering magnitude o must be specified. The initialization and selection of «
followed the same empirical procedure as in the diff-based experiments, balancing
steering strength against output quality degradation.

We evaluate heuristic steering in two settings: steering applied to dense model
features and steering applied in the SAE feature space. In addition, we experiment
with a multiplicative variant of heuristic steering. Rather than applying a fixed
additive perturbation derived from classifier weights, the multiplicative approach
uses only the sign of the classifier weights. For each feature, the sign is multiplied
by the current feature activation and scaled by a constant factor «, yielding a token-

52



dependent steering update. In our experiments, this multiplicative steering strength
was fixed to a = 2.

Results
Method M. Papenfuss L. Moran D. Marans A. Terkel
Baseline 0.18 0.00 0.01 -0.03
Heuristic Steering on Dense 0.03 -0.04 -0.05 -0.01
Heuristic Steering on Sparse 0.04 0.02 -0.15 0.38
Heuristic Steering (*) on Dense -0.22 -0.38 -0.41 2.74

Table 4.4: NSS scores for ModernBert (orig+gen) with heuristic steering across
authors. Heuristic Steering (*) on Dense denotes the multiplicative approach of the
steering update.

Table reports NSS scores for heuristic steering using the ModernBERT clas-
sifier trained on original and generated data. For additive heuristic steering on
dense and sparse features, NSS values remain close to zero or even negative for most
authors, indicating that this variant does not reliably increase style sensitivity be-
yond the baseline. In some cases, heuristic steering on sparse features yields slightly
higher NSS values; however, these effects are inconsistent across authors and remain
modest in magnitude.

In contrast, the multiplicative heuristic steering variant exhibits completely dif-
ferent behavior. For A. Terkel, multiplicative steering on dense features produces
a very large positive NSS value, indicating a strong increase in classifier sensitiv-
ity to the target author. At the same time, this variant yields strongly negative
NSS values for other authors, suggesting highly uneven effects and potential over-
amplification of classifier-aligned features. While this demonstrates that heuristic
steering can, in principle, induce strong stylistic signals, it also highlights the in-
stability of multiplicative updates and their sensitivity to feature distributions and
classifier biases.

In addition to NSS, we examine the corresponding CII values to assess whether
heuristic steering introduces unwanted content leakage.

Method M. Papenfuss L. Moran D. Marans A. Terkel
Baseline 0.04 0.05 0.06 0.11
Heuristic Steering on Dense 0.02 0.05 0.06 0.06
Heuristic Steering on Sparse 0.04 0.06 0.05 0.06
Heuristic Steering (*) on Dense 0.05 0.13 0.09 0.08

Table 4.5: CII scores for ModernBert (orig+gen) with heuristic steering across au-

thors

According to Table across all heuristic steering configurations, the CII scores

remain low, with values clustered around approximately 0.05. This indicates that
the classifier outputs exhibit minimal dependence on the original author of the text
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content. In other words, even when heuristic steering — particularly the multiplica-
tive variant—induces strong stylistic sensitivity, as reflected by elevated NSS values,
it does not appear to amplify content-specific cues. This observation is important
for interpretation: the large NSS values observed for multiplicative heuristic steering
cannot be attributed to content leakage. Instead, they suggest that the main clas-
sifier responds primarily to stylistic signals encoded in the steered features rather
than to topical or source-author information.

Overall, these results suggest that heuristic steering offers a more direct but also
more brittle mechanism for inducing author-specific style than diff-based steering.
While additive heuristic steering appears too weak to consistently influence classifier
decisions, multiplicative steering can produce large effects at the cost of stability
and generality. Further refinement of feature selection, normalization, and adaptive
control of steering strength would be required to make heuristic steering a reliable
tool for controlled style transfer.

However, before we move on, to gain a better understanding of how predictions
are distributed, we take a look at the distribution of predictions in Figure [£.4]

From Figure [4.4] it is evident that in both cases the classifiers consistently favor
articles steered toward Amanda Terkel. Notably, almost no articles are predicted
to belong to D. Marans, even when steering is performed using features identified
as important for D. Marans. One possible explanation is that these authors share a
subset of stylistically salient features, but such features are more strongly expressed
in A. Terkel’s writing. Since multiplicative steering amplifies existing activations
rather than introducing new ones, it may disproportionately strengthen features
that are already more pronounced for Terkel, leading to her class dominating the
predictions. We investigate this hypothesis further by analyzing feature overlap
across authors.

Features Overlap

Figure illustrates the percentage of shared features between each pair of authors
based on the SHAP-selected feature set. A clear pattern emerges: A. Terkel and
D. Marans exhibit the highest degree of feature overlap. While feature sharing across
authors is neither unexpected nor inherently problematic (since some features may
reflect generally human-like writing rather than author-specific style), it complicates
the use of feature-based steering methods that rely on hard feature selection.

Rather than attempting to explicitly remove shared features, we explore an alter-
native feature-selection strategy. Specifically, we replace the SHAP-based selection
derived from an fy-constrained model with an ¢;-regularized logistic regression clas-
sifier. The ¢; constraint enforces sparsity directly during training, yielding a set of
important features in a more principled and stable manner. Figure shows that
this approach produces a larger overall set of non-zero features while substantially
reducing pairwise feature overlap.

Motivated by this reduced overlap, we next apply heuristic steering using the
l1-selected feature sets and examine whether this mitigates the dominance effects
observed under multiplicative steering.
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Steering L1-Induced Features

Notably, when steered by L1-induced features, the « scalar had to be adjusted and
made smaller since the generated output suffered in quality. After the adjustment,
following NSS scores were obtained:

e A.Terkel: 0.98

e D.Marans: -0.13

e L.Moran: -0.11

e M.Papenfuss: -0.05

This shows a lower score for A.Terkel but somewhat higher scores for other authors.
This suggests that reducing feature overlap somewhat mitigates the dominance effect
but does not eliminate it entirely.

4.4 Summary of Findings

This work set out to investigate where authorial style is encoded in transformer
activations and to what extent this style can be manipulated through activation-
level steering while preserving content. Across a series of controlled experiments,
we evaluated diff-based and heuristic steering methods using classifier-based metrics
designed to disentangle stylistic sensitivity (NSS) from content leakage (CII).

Our baseline experiments establish two critical reference points. First, modern
classifiers — especially those based on contextual embeddings such as ModernBERT
— can reliably distinguish human-written articles from LLM-generated text, even
under strong topic matching. Second, baseline LLM-generated texts lack detectable
author-specific stylistic signatures: NSS values are consistently near zero, and clas-
sifiers fail to attribute texts to nominal target authors. These findings confirm that
any subsequent increase in stylistic sensitivity must be attributed to explicit steering
rather than incidental prompt effects.

Diff-based steering, which applies empirical activation differences between human-
written and generated texts, produces only marginal changes in classifier behavior.
Neither dense nor SAE-based variants yield consistent increases in NSS, suggesting
that global activation differences are too diffuse to reliably encode author-specific
style - particularly when applied only during the prompt forward pass.

Heuristic steering, which aligns generation with classifier-derived feature direc-
tions, exhibits more diverse behavior. Additive heuristic steering remains largely
ineffective, producing NSS values close to the baseline. In contrast, multiplicative
heuristic steering can induce very large NSS values for certain authors, demonstrat-
ing that strong stylistic signals can, in principle, be injected via activation scaling.
However, these effects are highly uneven across authors and lead to dominance phe-
nomena, where one author’s style (notably Amanda Terkel) overwhelms others even
when steering targets a different author.

Crucially, across all steering methods and configurations, CII values remain low
when using classifiers trained on mixed original and generated data. This indicates
that observed changes in NSS are not driven by content leakage but instead reflect
genuine stylistic shifts as captured by the evaluation classifiers. Alternatively, better
that the classifier is chosen carefully to avoid content leakage.
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4.5 Interpretation and Possible Explanations

Taken together, the results suggest that authorial style in transformer models might
be encoded but highly entangled manner. Diff-based steering likely fails because it
averages over many features that are not causally related to stylistic distinctions,
diluting the steering signal across irrelevant dimensions. Applying such steering
only during the prompt forward pass further limits its influence on downstream
token generation.

The behavior of multiplicative heuristic steering provides additional insight. Its
strong effects for A. Terkel, combined with negative NSS values for other authors,
suggest that certain stylistic features are both (1) shared across authors and (2)
expressed more strongly or consistently in some authors than others. Multiplica-
tive updates amplify existing activations, which means that authors whose baseline
activations already align well with classifier-weighted features benefit disproportion-
ately. In this sense, multiplicative steering appears to accentuate “style archetypes”
rather than enforce fine-grained author control.

The feature overlap analysis supports this interpretation. Substantial overlap
between the SHAP-selected features of A. Terkel and D. Marans indicates that
classifier-important features are not author-exclusive. Instead, they likely capture a
mixture of broadly human-like journalistic style and author-specific nuances. Steer-
ing along such overlapping directions can therefore bias generation toward the author
with the strongest baseline expression of those features, rather than the intended
target.

Using {;-regularized classifiers reduces — but does not eliminate — this over-
lap. While Ll-induced features lead to some improvement in NSS for additional
authors, they still fail to produce a clean separation across all targets, reinforcing
the conclusion that feature disentanglement remains a central challenge.
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(a) F1 Scores

(b) Recall Scores

Figure 4.1: F1 and Recall Scores for Author Classification on Original vs. Orig-
inal4+Generated Texts. Heatmaps comparing F1 and recall scores for authorship
attribution across four authors using three feature representations (ModernBERT
embeddings, Sentence Embeddings, and TF-IDF - right Y-axis) combined with three
classifiers (LogisticRegression, RandomForest, and SGD - left Y-axis). Left panel:
Classifiers trained and tested on all original authors texts. Right panel: Classifiers
trained and tested on target author’s original and baseline generated articles.
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Figure 4.2: F1 Scores for Baseline Generated Text Classification. Heatmap showing
F1 scores for classifying baseline LLM-generated texts (without style steering) across
four target authors using three feature representations (ModernBERT embeddings,
Sentence Embeddings, and TF-IDF - right Y-axis) combined with three classifiers
(LogisticRegression, RandomForest, and SGD - left Y-axis). Left panel: Classifiers
trained on all original authors texts. Right panel: Classifiers trained on target
author’s original and baseline generated articles.

28



(a) Prediction results for classifiers trained (b) Prediction results for classifiers trained

to classify texts of Mary Papenfuss. Mod- to classify texts of Mary Papenfuss. Lo-
ernBert Classifier. Higher NSS and low gistic Regression on Sentence Embeddings.
CII. Low NSS and high CII.

Figure 4.3: Classification predictions for Mary Papenfuss on baseline (non-steered)
generated texts. Rows indicate the initial author (whose content/prompts generated
the text); columns indicate the target author (toward whom styling is applied; none
for baseline). Green cells indicate positive classification (prediction=1) for Mary
Papenfuss. (a) Desirable pattern: High NSS (more green in target column) with
low CII (green distributed evenly across rows). (b) Undesirable pattern: Low NSS
(green spread across columns) with high CII (green concentrated in target author’s
row, indicating content leakage).

29



(a) Prediction results for classifiers trained (b) Prediction results for classifiers trained
to classify texts of Amanda Terkel. to classify texts of Daniel Marans.

Figure 4.4: Classification predictions by ModernBert Classifier on texts generated
with multiplicative steering on dense activations. On the left: classifier trained to
predict texts by Amanda Terkel. On the right: classifier trained to predict texts by
Daniel Marans. Rows indicate the initial author (whose content/prompts generated
the text); columns indicate the target author (toward whom styling is applied; none
for baseline). Green cells indicate positive classification (prediction=1).
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(a) Feature overlap for SHAP-based (b) Feature overlap for L1 logistic regres-
method, top 75 features. sion method, all non-zero features.

Figure 4.5: Pairwise feature-overlap matrices for four political news authors. Left:
overlap based on the most important features selected using the SHAP-based
method. Right: overlap based on non-zero features of an ¢;-regularized logistic
regression classifier. Each off-diagonal cell reports the percentage of features shared
between a pair of authors, while diagonal entries indicate the total number of se-
lected features for each author.
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5. Discussion

5.1 Limitations

This study has several important limitations that constrain the generality of its
conclusions.

First, the experiments focus on a single model family (gemma-2-9b-it) and a
single layer. While layer 15 was selected based on prior analysis, stylistic information
may be distributed across multiple layers or interact non-linearly across the network.
Steering at a single layer may therefore be insufficient to capture the full stylistic
signal.

Second, author style is evaluated exclusively through downstream classifiers. Al-
though NSS and CII provide complementary and carefully designed metrics, they
ultimately reflect classifier behavior rather than human judgments of style. It is
possible that some stylistic changes induced by steering are perceptible to human
readers but not captured by the chosen classifiers.

Third, the study is limited to four political news authors within a single do-
main. Journalistic writing exhibits both shared conventions and subtle stylistic
variations, which may make disentanglement particularly difficult. Results may dif-
fer for domains with more idiosyncratic or expressive authorial styles, such as fiction
or opinion writing.

Finally, steering strength parameters (a) were selected through manual explo-
ration to preserve prompt adherence. While necessary for practical reasons, this
approach limits systematic exploration of the steering—quality trade-off and may
obscure regimes where steering is effective but brittle.

5.2 Future Work

The findings of this work suggest several promising directions for future research.

A key avenue is temporal and multi-layer steering. Applying steering
throughout the generation process, rather than only during the prompt forward pass,
may allow stylistic signals to compound over time. Similarly, coordinating steering
across multiple layers could better capture distributed style representations.

Another important direction is feature disentanglement. Rather than rely-
ing on classifier weights alone, future work could incorporate causal interventions,
feature clustering, or orthogonalization techniques to isolate author-specific features
from shared “human-like” writing features.

Adaptive and token-dependent steering mechanisms also warrant exploration.
While multiplicative steering demonstrates the power of activation-dependent up-
dates, its instability suggests the need for normalization, clipping, or learned gating
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mechanisms that modulate steering strength dynamically.

Finally, integrating human evaluation alongside classifier-based metrics would
provide a more complete assessment of stylistic fidelity. Human judgments could
help distinguish between classifier-aligned artifacts and genuinely convincing autho-
rial imitation.

5.3 Conclusion

This work provides a systematic investigation of activation-level author-style steer-
ing in large language models. We show that baseline LLM outputs lack author-
specific style, that diff-based steering is largely ineffective, and that heuristic steer-
ing—particularly in its multiplicative form—can induce strong stylistic signals but
suffers from instability and feature entanglement.

Importantly, we demonstrate that large increases in stylistic sensitivity (NSS)
need not come at the cost of content leakage, as measured by CII. However, achieving
reliable, balanced, and controllable author steering remains an open challenge.

Overall, our results suggest that authorial style is neither globally encoded nor
easily isolatable; rather, it emerges from overlapping and unevenly expressed feature
subspaces. Understanding and disentangling these subspaces is a prerequisite for
robust, controllable style transfer and remains a central challenge for mechanistic
interpretability and controllable generation research.
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A. Prompt Generation Procedure

This appendix provides full details of the procedure used to generate content-focused
prompts from original articles.

A.1 Overview

For each of the articles in our training and test set (400 + 100 per author), we
generated a content-focused prompt that captured the main topic and key points of
the article while omitting stylistic elements. This resulted in 1600 (training) + 400
(test) prompts total. We retained the original authors’ labels to examine whether
steering effectiveness varies with topic.

To better understand the distribution, below we provide detailed information on
the example of the test set. For every target author style, we generated 400 articles:

e 100 based on prompts from that author’s original test articles

e 300 based on prompts from the other three authors’ articles

A.2 Meta-Prompt for Prompt Extraction

The following meta-prompt was used to extract content-focused prompts from orig-
inal articles:

Read the following article and generate a prompt for a large
language model to write an article on the same topic. Include

short facts described in the article, people, dates, places mentioned.

Only include short facts and nothing connected to the structure
of the article or any stylistic details. Don’t mention the author
of the article and anything connected to them. Structure the
prompt as follows:

First, prompt for action (same as in the original article): e.g.
Write an article discussing .... <topic>.

Then include key facts for the article.

Article: {article}

A.3 Examples of Generated Prompts

Table shows three examples of original articles and their corresponding content-
focused prompts.
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