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Abstract

Large Language Models (LLMs) are increasingly used as automated judges as an
alternative to resource-intensive human annotators. However, using LLMs them-
selves as judges over Al-generated content exhibits systematic biases such as po-
sitional preferences, verbosity issues, and family bias, which compromise their
reliability. This thesis explores the architecture and genesis of such biases using
the FaviScore metric on a curated subset of 2,198 pairwise conversations drawn
from a dataset of 55,000 unique single-prompt conversations from the LMSYS
Chatbot Arena (late 2023). The thesis focuses on six widely adopted core models
from the OpenAl, Meta, and Mistral families. Our findings highlight three main
insights. First, bias is dimension-dependent: logical evaluation criteria (Com-
pleteness, Logical Robustness, and Logical Correctness) produce fair, directionally
balanced errors (|®| < 0.052), whereas stylistic dimensions (Conciseness) produce
systematic, exploitable favoritism (|®| = 0.269). To improve the reliability of
LLM-as-a-Judge, we applied a combination of dimension filtering and Chain-of-
Thought prompting. This resulted in our second finding: prompt optimization
does not transfer universally. While our optimization bundle did improve the per-
formance of GPT-40-mini, it degraded the performance of Llama-2-70b by 13.4%,
suggesting that weaker architectures face a fundamental model limitation. The
last finding challenges the notion of universal model narcissism. Systematic penal-
ization of their own family was evident in OpenAl judges (A = —0.40, p = 0.002),
likely because safety refusals were disadvantaged by the evaluation criteria. Mis-
tral judges, by contrast, showed slight positive family bias. Llama judges could
not be assessed for bias, as they exhibited consistency levels below random chance.
The results of this thesis show that an implementation of LLM-as-a-Judge with
architectural limitations and realistic cost constraints is not able to achieve the
same level of reliability as a human annotator.



Zusammenfassung

Grosse Sprachmodelle (LLMs) werden zunehmend als automatisierte Juroren einge-
setzt, um ressourcenintensive menschliche Annotatoren zu ersetzen. Allerdings
weist die Nutzung von LLMs als Richter fiir Kl-generierte Inhalte systematis-
che Verzerrungen auf. Dazu zéhlen Positionspraferenzen, Ausfiihrlichkeitsverz-
errungen sowie ein Bias zugunsten der eigenen Modellfamilie. Diese Faktoren
beeintriachtigen die Zuverlassigkeit erheblich. Diese Arbeit untersucht die Ar-
chitektur und Entstehung solcher Verzerrungen anhand der FaviScore-Metrik. Wir
verwenden eine ausgewahlte Teilmenge von 2198 paarweisen Konversationen aus
einem Datensatz von 55000 einzelnen Konversationen der LMSYS Chatbot Arena
von Ende 2023. Der Fokus liegt auf sechs weit verbreiteten Modellen der Familien
OpenAl, Meta und Mistral. Unsere Ergebnisse zeigen drei wesentliche Erkennt-
nisse. FErstens ist der Bias abhéngig von der bewerteten Dimension. Logische
Bewertungskriterien wie Vollstandigkeit, logische Robustheit und logische Korrek-
theit fithren zu fairen und richtungsméssig ausgeglichenen Fehlern (|®| < 0.052).
Im Gegensatz dazu erzeugen stilistische Dimensionen wie Pragnanz eine system-
atische und ausnutzbare Bevorzugung (|®| = 0.269). Um die Zuverldssigkeit des
LLM-as-a-Judge-Ansatzes zu verbessern, wendeten wir eine Kombination aus Di-
mensionsfilterung und Chain-of-Thought-Prompting an. Dies fiihrte zu unserer
zweiten Erkenntnis. Die Optimierung von Prompts ist nicht universell tibertragbar.
Wiéhrend unser Optimierungsansatz die Leistung von GPT-4o-mini verbesserte,
verschlechterte er die Leistung von Llama-2-70b um 13,4 %. Dies deutet darauf
hin, dass schwéchere Architekturen einer fundamentalen Modellbeschrankung un-
terliegen. Die letzte Erkenntnis stellt die Vorstellung eines universellen Modell-
Narzissmus infrage. Eine systematische Benachteiligung der eigenen Familie war
bei den OpenAl-Juroren nachweisbar (A = —0.40, p = 0.002). Wir liefern
Erklarungsansétze fiir dieses Phanomen, welches hochstwahrscheinlich auf sicher-
heitsbedingte Verweigerungen (Refusals) zuriickzufiihren ist, die von den Bew-
ertungskriterien bestraft wurden. Mistral-Juroren zeigten dagegen eine leichte
Bevorzugung der eigenen Familie. Die Llama-Juroren konnten nicht genau auf
diesen Bias hin untersucht werden, da ihr Konsistenzniveau unterhalb der Zufall-
swahrscheinlichkeit lag. Die Ergebnisse dieser Arbeit belegen, dass eine Imple-
mentierung von LLM-as-a-Judge unter Beriicksichtigung architektonischer Limi-
tationen und realistischer Kostenbeschrankungen nicht in der Lage ist, das gleiche
Mass an Zuverlassigkeit wie ein menschlicher Annotator zu erreichen.
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1 Introduction

1.1 Motivation & Background

Measuring and evaluating responses from Large Language Models is a difficult
task. The most accurate approaches involve manual human evaluation, which is
costly and time-intensive. Therefore, the industry has started utilizing models as
judges themselves. If correctly implemented, this would alleviate the bottleneck of
human evaluation. However, judge models operate as black boxes with unknown
biases compared to traditional benchmarks. This thesis investigates the reliability
and underlying biases of LLM-as-a-Judge systems gu2024survey.

1.2 Problem Statement

Modern Al evaluation benchmarks, such as MT-Bench zheng2023judging or Al-
pacaEval dubois2024alpacaeval, rely on preference ratings using holistic prompts:
“Which response is better?” A critical limitation in holistic evaluation attempts is
that it combines independent quality dimensions into a single judgment. Distinct
evaluation criteria like style, logical correctness, factual accuracy, completeness,
and conciseness all collapse into one binary choice. This could lead to a situation
where a verbose but incorrect response can defeat a concise correct one if the judge
exhibits verbosity bias.

Consider the evaluation of two chatbot responses to the prompt ” Explain photo-
synthesis”:

e Response A: ”Photosynthesis is the process where plants convert sunlight
into energy using chlorophyll in their leaves.”

e Response B: ”Photosynthesis represents a fundamentally important biolog-
ical mechanism whereby green plants, algae, and certain bacteria harness
electromagnetic radiation from the sun to synthesize organic compounds,
particularly glucose, from carbon dioxide and water, utilizing specialized pig-
ment molecules such as chlorophyll located within cellular organelles called
chloroplasts...”

Response A is concise and correct. Response B is excessively verbose and laden
with technical jargon but sounds sophisticated. Judges exhibiting verbosity bias
systematically prefer B. The verdict is misattributed to ”better quality” rather
than "more verbose”.



Recent work has established that LLM judges exhibit systematic biases: positional
bias wang2023large, self-bias xu2024pride, and family bias liu2024narcissisticspiliopoulou20:
These studies detect that bias exists but assume it is uniform.

We position our work against three key studies. Von Daniken et al. vondaniken2024faviscore
introduced FaviScore to measure system-level favoritism. We adapt FaviScore for
open-ended dialogue and decompose it by evaluation dimension to diagnose bias

sources.

Prior work demonstrated that positional bias exists and proposed universal mit-
igation through position swapping zheng2023judging. We test why mitigation
works for some models but fails for others, revealing fundamental model limita-
tions.

Zheng et al. used GPT-4, which achieved 80%+ human agreement; we use GPT-
4o-mini (cost-optimized) with 67% baseline agreement. These results represent
different deployment scenarios.

Spiliopoulou et al. spiliopoulou2025play measured family bias, the tendency of
models to favor outputs from their own architectural family. Liu et al. liu2024narcissistic
characterized this self-preference phenomenon as “narcissism.”

To verify claims of family bias, we constructed our own dataset and judge model
framework. We selected models representing realistic deployment constraints (quan-
tized open-source models alongside API-based models). During our Phase 1 eval-
uation, we discovered significant positional bias that would confound FaviScore
analysis. We therefore decided to decompose the holistic pairwise evaluation into
dimensional criteria, reasoning that some dimensions might be more robust to bias
than others. This decomposition revealed that biases are not uniform. They vary
by dimension, by judge capability, and by model family relationship.

1.3 Objectives and Goals

The primary goal of this thesis is to investigate whether the FaviScore metric can
serve as a diagnostic tool for detecting and characterizing bias in LLM-as-a-Judge
systems, with particular focus on dimensional decomposition and model-family-
specific behavior.

Our experimental setup consists of two phases. First, we selected a representative
set of judges and models to create a high-density dataset. We then conducted a
multi-dimensional evaluation scan to identify which evaluation dimensions exhibit
the highest bias (Phase 1). The findings from Phase 1 led to a combination of
improvements which we applied to the Phase 2 prompts.



We then tested whether prompt optimization without fine-tuning can reduce bias
in LLM judges (Phase 2) to establish reliability for our Family Bias FaviScore
analysis. Finally, we applied the FaviScore metric to quantify and compare family
bias patterns across OpenAl, Meta, and Mistral model families.

The work produces four deliverables:

1. A curated high-density dataset (2,198 conversations, 15 model pairs)
2. An analysis pipeline with reproducible evaluation scripts

3. Empirical findings on dimension fairness, showing that logical dimensions
produce balanced errors while stylistic dimensions produce exploitable bias

4. Evidence on family bias patterns, demonstrating that bias is not universal
but varies by judge family

1.4 Research Questions

Our primary objective was to investigate the patterns of family bias (RQ3). How-
ever, our initial diagnostic pilot revealed that the reliability of our initial evaluation
results was not sufficient for this task.

This resulted in a prerequisite, which we had to resolve before we could proceed
with the key research questions.

The combination of our initial findings and the key objective led to the following
three extended research questions:

RQ1 (Diagnostic Validity): Which evaluation dimensions produce fair errors?
Goal: Identify dimensions where judges fail to agree with human preferences and
whether the errors are random (balanced noise) or systematic (exploitable bias).

RQ2 (Model Limitations): Can prompt optimization rescue weak judges?
Goal: We investigate whether standard optimization techniques transfer to weak
models.

RQ3 (Family Bias Patterns): Once reliable judges and fair dimensions are
identified, how does family bias manifest? Goal: We measure whether judges
favor their own architecture across a high-density dataset of 2,198 conversations.



1.5 Contributions

This thesis applies and combines existing methodological tools to systematically
deconstruct favoritism in LLM-as-a-Judge systems. We do not claim to introduce
novel metrics or frameworks; rather, our contribution lies in their integration and
empirical application to diagnose bias sources that prior work treated as a single
phenomenon.

Contribution 1: Dimension Fairness Analysis. Applying FaviScore to six
evaluation dimensions, we demonstrate that logical dimensions (Completeness,
Logical Robustness, Logical Correctness) produce balanced errors (|®| < 0.052),
while stylistic dimensions (Conciseness: |®| = 0.269) produce systematic errors
that could be exploited. This provides empirical guidance for selecting evaluation
criteria.

Contribution 2: Prompt Optimization Limits. We document that prompt
optimization techniques (Chain-of-Thought, dimensional decomposition) do not
transfer universally. GPT-40-mini improved (+9.1%), while Llama-2-70b degraded
severely (-13.4%). Our FP16 precision control experiment (8.4% consistency) con-
firms this is an architectural limitation, not a quantization artifact. This estab-
lishes practical boundaries for LLM-as-a-Judge deployment.

Contribution 3: Evidence Against Universal Narcissism. Prior work es-
tablished that models favor their own family (family-bias spiliopoulou2025play)
and characterized this as “narcissism” liu2024narcissistic. Our FaviScore anal-
ysis reveals a more nuanced pattern. OpenAl judges penalize their own family
(A = —0.40, with GPT-3.5-turbo at A = —0.49, p = 0.002), while Mistral shows
positive bias (A = +0.26, non-significant). One potential explanation is that the
evaluation criteria (completeness, logical correctness, logical robustness) penalize
safety refusals, which OpenAl models exhibit more frequently than competitors.

Contribution 4: Bias Deconstruction. The central insight of this work is
that favoritism in LLM-as-a-Judge systems is not a single phenomenon. By de-
constructing evaluation into component dimensions, capability levels, and family
relationships, we reveal patterns that holistic analysis obscures. Bias varies by
evaluation dimension, by judge capability, and by model family relationship.

In summary, we position this work as an integrative empirical study that ap-
plies existing tools (FaviScore, dimensional frameworks, bidirectional evaluation)
to deconstruct favoritism into its component sources.



1.6 Thesis Structure

This thesis is organized into eight chapters following the research narrative from
theoretical foundations through empirical validation to practical recommendations.

Chapter 2: Theoretical Foundations establishes the conceptual framework.
We review the LLM-as-a-Judge paradigm, including pairwise evaluation and Chain-
of-Thought prompting. We define the taxonomy of biases (positional, verbosity,
family bias) and introduce the multi-dimensional evaluation framework. The chap-
ter concludes with the mathematical definition of the FaviScore metric and its
adaptation.

Chapter 3: Methodology describes our experimental design. We detail the two-
phase experimental structure (Phase 1: diagnostic, Phase 2: validation), the sta-
tistical methodology (bootstrap confidence intervals, permutation tests), dataset
construction, ground truth limitations, and implementation details like model spec-
ifications and quantization choices.

Chapter 4: Results presents the empirical findings organized by research ques-
tion. Phase 1 results establish the capability hierarchy among judges and identify
fair evaluation dimensions (RQ1). Phase 2 results demonstrate performance degra-
dation under prompt complexity in weak models (RQ2) and characterize family
bias patterns (RQ3).

Chapter 5: Discussion interprets the results in context. We analyze the re-
production gap between our findings and published state-of-the-art benchmarks,
explain the patterns behind observed biases through qualitative case studies, and
discuss practical implications.

Chapter 6: Conclusion synthesizes contributions, provides actionable recom-
mendations for benchmark designers, practitioners, and researchers, and identifies
directions for future work including replication with standardized data.

Appendix contains supplementary materials including detailed results tables, ad-
ditional case studies, and the evaluation prompts used in both phases.



2 Theoretical Foundations

This chapter provides the theoretical foundation for our experimental design by
reviewing four key areas: the LLM-as-a-Judge paradigm itself (Section 2.1), the
taxonomy of known biases that motivate our investigation (Section 2.2), the multi-
dimensional evaluation frameworks that drive our dimensional decomposition (Sec-
tion 2.3), and the FaviScore metric that we adapt to measure bias direction (Section
2.4).

2.1 The LLM-as-a-Judge Paradigm
2.1.1 History & Evolution

Generative Al systems can be evaluated in many ways. The most common ap-
proach is human evaluation, which is the gold standard. However, it is extremely
time-consuming, expensive and not scalable.

In the field of machine translation, the most common approach is to use n-gram
overlap metrics like BLEU papineni2002bleu or ROUGE lin2004rouge, which
measure syntactic similarity but correlate poorly with human judgment.

Modern approaches utilize LLMs themselves, but directly prompting an LLM in-
troduces a series of complex problems which have to be mitigated before the actual
evaluation can be trusted.

Previous research has identified these limitations and proposed solutions to mit-
igate them. Favoring the first option (position bias), verbose output (verbosity
bias) and self promotion (self-enhancement bias) are all known to be problematic.

G-Eval liu2023geval introduced Chain-of-Thought prompting for evaluation, achiev-
ing high correlation with human judgments. GPT-4 achieves over 80% agree-
ment with human preferences on MT-Bench, matching human agreement lev-
els zheng2023judging.

Spiliopoulou et al. spiliopoulou2025play adopted a dimensional criteria frame-

work to granularly evaluate the quality of LLM-as-a-Judge systems in six dimen-

sions: Helpfulness, Completeness, and Conciseness (from HELM-Instruct helm2024instruct),
Logical Correctness and Logical Robustness (from FLASK ye2024flask), and
Faithfulness (from Maynez et al. maynez2020faithfulness).



2.1.2 Pairwise Evaluation Framework

Given a user prompt p and two model responses r4 and rg, an LLM judge J
produces a ternary verdict:

J(p,ra,m8) — {A, B, tie}

The framework mirrors human preference collection in Chatbot Arena, where users
can prompt the LLM and in return get two responses from two different models
from which they can select one of them or declare a tie.

The pairwise framework introduces positional bias vulnerability. The judge may
systematically prefer whichever response appears first (position A) or second (po-
sition B), independent of actual quality. Position swapping, evaluating both A/B
and B/A orderings, has been proposed as a mitigation strategy zheng2023judging.



Figure (1| illustrates the complete pairwise evaluation pipeline with position swap-
ping.

User Prompt

Response A Response B
Judge Evaluation Judge Evaluation
(A/B ordering) (B/A ordering)

’ Verdict: AB ‘ ’ Verdict: BA ‘
Aggregate

t(Rap + Rpa)

|

Final Rating
(Inconsistent
— Tie)

Figure 1: Pairwise Evaluation Framework with Position Swapping. Source: Own
representation.

Each conversation is evaluated twice. Once with Response A in first position
(A/B) and once with responses swapped (B/A). Aggregating both runs mitigates
positional bias by generating ties. This rewards reliability over arbitrary prefer-
ence.

2.1.3 Chain-of-Thought (CoT) Prompting

Chain-of-Thought (CoT) prompting wei2022chain refers to strategies that forces
the model to perform a step-by-step reasoning process before providing a final
verdict.

For example: CoT prompt: “Step 1: analyze Response A’s strengths and weak-
nesses. Step 2: analyze Response B’s strengths and weaknesses. Step 3: compare
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them directly. Step 4: output your verdict with reasoning.”

User Prompt

Response A Response B
Step 1: Analyze Step 2: Analyze
Response A’s Response B’s
strengths/weak- strengths/weak-
nesses nesses

N/

Step 3: Direct com-
parison of A and B

Step 4: Out-
put verdict
with reasoning

Figure 2: Chain-of-Thought (CoT) Prompting Framework for LLM-as-a-Judge
evaluation. The process guides the judge through explicit stepwise analysis before
issuing a comparative verdict. Source: Own representation.

CoT prompting has demonstrated improvements on arithmetic and logic tasks.
However, its impact on LLM-as-a-Judge performance is ambivalent. Zheng et
al. zheng2023judging investigated the application of CoT prompting in judg-
ment settings and discovered that, for mathematical evaluation tasks, CoT was
largely ineffective unless the model was explicitly given reference solutions. A key
issue they identified was that LLM judges frequently copy incorrect answers from
the candidate responses under review, even when instructed to reason indepen-
dently first.

This phenomenon, termed ”answer contamination”, suggests that CoT prompting
in evaluation contexts functions quite differently from CoT in generation contexts.
Rather than reasoning independently about the underlying question, the model’s
attention mechanism appears to anchor on the content of provided answers.



2.2 Taxonomy of Biases in LLM Judges
2.2.1 Positional Bias

Positional bias is the systematic preference for a response based on its presentation
position (A vs B) rather than its content.

To measure this, we use the following combination of metrics:

1. Naive Win Rates: The raw percentage of times position A wins over
position B (aggregated across forward and reverse runs).

2. Flip Consistency (F'C): The percentage of times the judge produces
the same model verdict when position A and B are swapped (AB = BA).
We use the term "Flip Consistency” throughout this thesis, though Shi et
al. shi2024judging refer to the same metric as ”Position Consistency.”

Metric Definition Formula
First-Position Preference Percentage of verdicts w]@:“'

favoring  the  first  posi-
tion zheng2023judging.

Flip Consistency Percentage of times the judge {7 (A/ BﬁJ(B/ A}
follows the content across a
swap.

Table 1: Positional bias metrics. J denotes the position (A or B) chosen by the
judge. High naive win rates indicate bias; high flip consistency indicates content-
aware reliability.

If a judge has a 77.6% first-position win rate (as observed in Llama-2-70b), it is
following position rather than content, causing flip consistency to collapse. We
distinguish between ”First Position Win Rate” (which measures the result) and
”First Position Preference” (which we define specifically as the tendency to pick A,
or in other words, when the judge picks the first option regardless of the content).

Returning to our photosynthesis example (Section 1.2), flip consistency measures
whether the judge gives the same verdict when we swap positions:

e Forward (A/B): Response A (concise) in position A, Response B (verbose)
in position B. Judge outputs: “A is better”

10



e Reverse (B/A): Response B (verbose) in position A, Response A (concise)
in position B.

e Judge outputs: “B is better”

A consistent judge produces “B is better” in the reverse run (preferring the concise
response regardless of position). An inconsistent judge produces “A is better”
again (following position, not content).

2.2.2 Self-Promotion Bias

The literature uses several related but distinct terms for model preference patterns.
We define the core terms as follows:

Term Definition

Self-Bias A model systematically prefers its own outputs when
judging panickssery2024llmwataoka2024self. Re-
quires the same model checkpoint to evaluate its own
generations.

Family Bias A model systematically prefers outputs from models
within its architectural family (e.g., GPT-4 favoring
GPT-3.5-turbo’s answers). Also called “narcissism” in
the literature liu2024narcissistic.

Table 2: Terminology for model preference biases. Self-bias differs from family
bias.

In this thesis, we primarily measure family bias, not true self-bias.

2.2.3 Verbosity Bias

Verbosity bias is the systematic preference for longer responses, without regard to
the actual quality of the information provided.

Zheng et al. zheng2023judging define verbosity bias as the tendency of LLM
judges to favor longer, verbose responses even when they are not as clear, high-
quality, or accurate as shorter alternatives. They demonstrate this through adver-
sarial attacks where inflating response length without adding substantive content
systematically improves evaluation scores. This represents a bias to be mitigated,
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not a legitimate quality signal. We exclude Helpfulness from our retained dimen-
sions partly because it correlates with this verbosity preference.

2.3 Multi-Dimensional Evaluation Framework

We have established that LLM judges exhibit multiple types of bias (Section 2.2).
Consequently, a natural question is: Can we suppress these biases?

Spiliopoulou et al. spiliopoulou2025play provide a multi-dimensional evaluation
framework for LLM-as-a-Judge systems, drawing from established sources. Rather
than asking ”which response is better overall?”, we could ask separate questions:
"which is more helpful?” or ”which is more logically robust?”

This dimensional decomposition approach, if effective, would allow us to identify
which aspects of evaluation are fair versus exploitable.

2.4 Evaluation Dimensions

We decompose evaluation into specific dimensions to identify fair versus exploitable

criteria. We evaluate six dimensions adapted from multiple evaluation frameworks:

Helpfulness, Completeness, and Conciseness from HELM-Instruct helm2024instructliang2023hol
Logical Correctness and Logical Robustness from FLASK ye2024flask; and Faith-

fulness from summarization research maynez2020faithfulness. This dimen-

sional approach aligns with recent work by Spiliopoulou et al. spiliopoulou2025play

on granular evaluation criteria.

The original frameworks propose Likert-scale scoring where each response receives
an absolute score on a dimension-specific scale (Table. We implemented absolute
scoring prompts for all dimensions (see Appendix E for templates); however, our
analysis focuses on pairwise comparison (Section [2.1.2)), which directly aligns with
the ternary verdict format used in FaviScore and the human preference structure

of Chatbot Arena.

2.5 The FaviScore Metric (von Daniken et al., 2024)

To measure the nature of errors the LLM-as-a-Judge system makes, we need a
metric that can quantify the specific nature of judge errors. Are they random or
systematic?

Standard accuracy metrics answer ”how often does the judge agree with humans?”
but cannot distinguish between random errors (fair) and systematic errors (biased).
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Dimension Source Scale Type

Helpfulness HELM 1-7 Subjective
Completeness HELM 1-5 Semi-objective
Conciseness HELM 1-5 Semi-objective
Logical Correctness FLASK 1-3 Objective
Logical Robustness FLASK 1-5 Objective
Faithfulness Maynez et al. 1-5 Objective

Table 3: Six evaluation dimensions with their Likert scales as defined by the source
frameworks spiliopoulou2025play.

To address our RQ2, we need a metric that measures the direction of disagree-
ment, not just its frequency. We adopt the FaviScore metric from von Daniken et
al. vondaniken2024faviscore for this purpose.

2.5.1 Metric Selection

FaviScore was introduced as a domain-agnostic measure of favoritism in automated
preference ratings for generative Al evaluation vondaniken2024faviscore. While
validated primarily on machine translation and summarization benchmarks, the
metric is designed for application across text generation tasks. We adapt it here
to measure the specific nature of judge errors in our pairwise setting.

The core principle remains the same: not all errors are created equal. Stan-
dard accuracy metrics treat a ” Win becoming a Tie” the same as a ” Win becoming
a Loss.” FaviScore recognizes that this is not the reality and can be a sign of sys-
tematic bias vondaniken2024faviscore.

2.5.2 Mathematical Definition

We compute the score using a Weighted Confusion Matrix. Unlike standard
accuracy, which simply counts mistakes, FaviScore uses a confusion matrix to
assign different penalties for different error types vondaniken2024faviscore.

The error types are defined as follows vondaniken2024faviscore:

e Zero (0): The judge agrees with the human. No error.
e Small Penalty (A\): The judge mistakes a Win for a Tie (or vice versa).

e Large Penalty (2)\): The judge completely flips the verdict.
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The confusion matrix assigns penalties based on the severity and direction of
disagreement. To clarify our data format: ”Human Choice: A” refers to the single
human reference rating, while ”Judge Choice: A” refers to the LLM-as-a-Judge
output.

Judge Choice: A Judge Choice: Tie Judge Choice: B

Human Choice: A 0 —A —2A
Human Choice: Tie +A 0 —A
Human Choice: B +2 +A 0
Table  4: Weighted  confusion  matrix = for  FaviScore  based

on vondaniken2024faviscore. Positive values indicate errors favoring Re-
sponse A; negative values indicate errors favoring Response B.

The sign convention captures directionality: when the judge over-rates Response
A relative to human judgment, the penalty is positive; when it over-rates Response
B, the penalty is negative. The FaviScore ® is computed as the expected weight
of the errors (the sum of weighted errors divided by the total count of errors
FE) vondaniken2024faviscore:

o = Zwmn% (1)

where C,,,, is the count of cases where humans rated m and the judge rated n, and
Wy 18 the corresponding weight from the confusion matrix.

The final FaviScore tells us the direction and magnitude of the judge’s bias:

e Fair Failure (® ~ 0): The judge makes errors, but they cancel each other
out (e.g., it mistakenly favors A as often as it mistakenly favors B). These
errors are random noise.

e Systematic Bias for A (¢ > 0): When the judge is wrong, it tends to
over-rate Response A.

e Systematic Bias for B (® < 0): When the judge is wrong, it tends to
over-rate Response B.

A judge with low accuracy but ® = 0 is affected by noise, yet remains fair. What
we do not want is a judge with high human agreement and a high FaviScore. Such
a judge is consistent but biased.
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This is the core insight of our methodology: FaviScore measures the direction of
errors, not their frequency.

2.5.3 Error Mode Classification

Based on FaviScore magnitude, we distinguish between two error modes that in-
form our dimension selection in Chapter 4:

e Fair Errors (|®| ~ 0): When judges disagree with humans, errors are
directionally balanced, favoring neither response systematically. These errors
represent unpredictable noise that cannot be exploited.

e Exploitable Errors (|®| > 0.2): When judges disagree with humans, errors
systematically favor one side (e.g., verbose responses). These errors can be
gamed by producing outputs that exploit the judge’s systematic preference.
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3 Methodology

3.1 Dataset

All conversations for our analysis are from the official LMSYS Chatbot Arena
dataset, which can be accessed via HuggingFace (1msys/chatbot_arena_conversations).
The dataset is a snapshot from late 2023 with 55,000 unique single-prompt con-
versations (this figure refers to the LMSYS-Human-Preference-55K dataset release;

the full Chatbot Arena platform has collected over 240,000 votes chiang2024chatbot)
including the most common models available at that time. Human preference votes

were anonymously collected through the public web app lmarena.ai and consist

of a single question and the user’s selection of two possible answers. The user also

has the option to declare a tie.

For a reliable analysis we require a sufficient amount of observations of each judge-
family combination to achieve statistical power. Limited by accessibility, time
and resources, the dataset was selectively reduced and a high-density dataset for
selection of representative models was created.

3.1.1 Optimized Dataset

The 6 Core Models We selected six models from three different families, rep-
resenting key architectural and deployment diversity:

e OpenAl Family: GPT-40-mini and GPT-3.5-turbo (closed source)

e Meta Family: Llama-2-70b-chat and Llama-2-13b-chat (open source, open
weights)

e Mistral Family: Mixtral-8x7b-instruct and Mistral-7b-instruct (open source,
open weight)

The selection shows a mix of open source and closed source API models. Each fam-
ily has a high-capability model paired with a low-tier counterpart. We extracted
all conversations comparing any pair from these 6 models, yielding (g) = 15 pairs.
The selected models result in a combination of 15 pairs: 3 within family and 12
cross-family.
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Full Subset For the full scale validation, we selected 2,198 available conversa-
tions from 15 key pairs:

Pair Type Count
GPT-4 vs GPT-3.5-turbo Within-Family (OpenAl) 365
GPT-3.5-turbo vs Mixtral-8x7b  Cross-Family 317
Mixtral-8x7b vs Llama-70b Cross-Family 281
Mistral-7b vs Llama-13b Cross-Family 203
GPT-3.5-turbo vs Llama-70b Cross-Family 194
Llama-70b vs Llama-13b Within-Family (Meta) 146
Mistral-7b vs Llama-70b Cross-Family 118
GPT-4 vs Llama-70b Cross-Family 118
GPT-3.5-turbo vs Llama-13b Cross-Family 116
GPT-4 vs Llama-13b Cross-Family 111
GPT-4 vs Mixtral-8x7b Cross-Family 84
GPT-4 vs Mistral-7b Cross-Family 55
GPT-3.5-turbo vs Mistral-7b Cross-Family 51
Mixtral-8x7b vs Mistral-7b Within-Family (Mistral) 20
Mixtral-8x7b vs Llama-13b Cross-Family 19
Total 3 Within / 12 Cross 2,198

Table 5: Phase 2 full subset composition.

3.1.2 Diagnostic Subset

For the diagnostic pilot, we selected 150 conversations from the top 3 key pairs
including all available models. The diagnostic subset was designed for the first
phase, and our initial experimentation.

Pair Count

GPT-4 vs GPT-3.5-turbo 50
Mistral-7b vs Llama-13b 50
Llama-70b vs Llama-13b 50

Table 6: Phase 1 diagnostic subset composition
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3.2 Experimental Design

Having defined the theoretical concepts (Section 2) and constructed the high-
density dataset (Section|3.1)), we now detail our experimental design used to answer
our research questions.

Phase 1 (Diagnostic) (N=150) served as an exploratory pilot. This phase was
used to diagnose fundamental limitations in LLM-as-a-Judge systems, introduc-
ing a large variety of different biases. We introduced an aggregation solution to
improve fairness and an extended pairwise analysis for the proposed dimensional
criteria.

Phase 2 (Validation) (N=2,198) applied a combination of solutions for the is-
sues identified in Phase 1. Based on Phase 1 findings, we introduced prompt
optimization through Chain-of-Thought reasoning, selection of stable evaluation
dimensions, and bidirectional pairwise comparison.

3.3 Phase 1: Exploratory Diagnostic Testing
3.3.1 Diagnostic Setup and Positional Bias

Initial runs in Phase 1 revealed significant Positional Bias. Llama-2-70b chose
the first response 77.6% of the time, demonstrating systematic disregard for the
second response. Even with temperature 0.0, the output remained identical. The
model was simply selecting the first option. This aligns with prior findings that
position bias is prevalent in LLM judges wang2023largezheng2023judging.

To diagnose and mitigate this, we applied bidirectional evaluation with position
swapping (Section [2.1.2)).

3.3.2 Aggregation Strategy: The Value of Ties

Naive approaches discard ”inconsistent” pairs (where a model votes A in the first
run and A in the second run), but this creates survivorship bias by retaining only
"easy” samples.

We employ an aggregation strategy that preserves all data points. By averaging
the forward and backward runs, inconsistent judgments cancel out to a score of 0
(Tie).

1
Ragg = §(RA—>B + Rp_,a) where R € {1,0, —1}.
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If a judge is driven by positional bias (always picking the first option), the ag-
gregation results in a Tie. In the context of FaviScore analysis, a Tie (0) is a
safer, more neutral outcome than a confident but erroneous decision (£1) that
contradicts human preference. This strategy explicitly penalizes uncertainty by
neutralizing the score rather than forcing a random choice.

The effect of this aggregation, especially the artificial inflation of ties on verdict
distribution, is shown in Section [4.1]

3.3.3 Empirical Dimension Filtering

We tested six dimensions and filtered them based on empirical consistency and
our assessment of theoretical objectivity. Our selection focused on reliability and
fairness, rather than human agreement. We excluded dimensions that are not
intrinsically evaluatable from the response content alone. The empirical results
supporting this selection are presented in Table [10]

We excluded Helpfulness for two reasons. First, it conflates multiple sub-dimensions
(accuracy, relevance, creativity) into a single metric zheng2023judging, which
obscures the source of disagreement when judges fail. Second, holistic dimen-
sions are susceptible to verbosity bias, where judges systematically favor longer
responses regardless of quality zheng2023judging. We excluded Conciseness be-
cause it showed the lowest agreement and highest |®| in our Phase 1 results. We
excluded Faithfulness because detecting extrinsic hallucinations requires methods
beyond closed-context evaluation maynez2020faithfulnessji2023survey, which
our judge setup lacked. This selection prioritizes dimensions where the judge can
rely on intrinsic reasoning about response content.

We retained three dimensions for Phase 2:

1. Logical Robustness (Objective): Evaluates coherence and contradic-
tions.

2. Logical Correctness (Objective): Evaluates factual accuracy using para-
metric knowledge.

3. Completeness (Semi-Objective): Evaluates coverage of the prompt re-
quirements.
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3.4 Phase 2: Compounded Intervention and Validation

Phase 2 (N=2,198, 6 judges) applies the lessons from Phase 1 to the full dataset.
This phase introduces a compounded treatment designed to maximize judge reli-
ability.

3.4.1 The ”Optimization Bundle”

In Phase 2, we transitioned from a holistic ”Which is answer is better?” prompt
to a structured intervention. This involved a series of changes rather than a single
intervention:

1. Optimized Dimensions: Including evaluation of the three stable criteria
identified in Phase 1. (Logical Robustness, Logical Correctness, Complete-
ness)

2. Chain-of-Thought (CoT): Requiring the model to explicitly reason about
strengths and weaknesses before casting a vote.

3. Bidirectional Pairwise Comparison: Retain the A/B and B/A swapping
strategy.

Ecological Validity vs. Causal Decomposition: A critical methodological
note is that improvements in Phase 2 cannot be isolated to Chain-of-Thought or
the use of dimensional criteria alone. We cannot statistically determine whether
the improvement stems from CoT reasoning, dropping style-sensitive dimensions
like Helpfulness, or the combination of both. We analyze the impact of this “op-
timization bundle” as a single compound intervention.

3.4.2 Quantization as Deployment Reality

Our experimental design evaluates quantized models (Q4_K_M, via Ollama ollama2023)
alongside API-based models. Comparing a 4-bit quantized local model (Llama-
2-70b-Q4 K_M) against a full-precision cloud model (GPT-4) reflects the actual
trade-offs practitioners face. For them the choice is typically between a paid

API and a quantized local model that fits their available resources like memory
(VRAM).
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3.5 Ground Truth and Limitations

Defining ”correctness” in open-ended dialogue is inherently difficult. We utilize the
Chatbot Arena dataset as our reference, but this requires transparency regarding
its limitations.

3.5.1 The Single-Vote Limitation

We rely on human preference labels provided by LMSYS Chatbot Arena. It is
crucial to acknowledge that our “Ground Truth” is a single human vote, not a
statistically robust crowd agreement.

This distinguishes our work from machine translation evaluation vondaniken2024faviscore,
where references are more objective, or settings with multiple votes per compar-

ison. In our case, H represents a specific human preference. While noisy at the
individual level, the dataset’s scale (55,000 conversations) allows us to have more

pairwise evaluations and extend the analysis of errors.

3.5.2 Statistical Methodology

To transform our raw judgments into valid results, we applied two statistical tools:

1. Bootstrap Confidence Intervals: All key metrics (Agreement, FaviScore
®, Bias A) are reported with 95% confidence intervals computed using 10,000
bootstrap resamples efron1993bootstrap.

2. Permutation Tests: For RQ3 (Family Bias), we use permutation tests
(10,000 iterations) to determine if the difference between intra-family and
cross-family alignment is statistically significant.
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3.6 Implementation Details

This section documents the technical setup that makes this large evaluation feasi-
ble. We document the hardware stack, model checkpoints, tools and libraries used.
These details are critical for reproducibility and for understanding the constraints
that shaped our methodological choices.

3.6.1 Infrastructure

All local model inference was performed on the ZHAW School of Engineering Com-
pute Cluster zhaw2024soe. Quantized models (Q4-K_M) were run on NVIDIA
V100 GPUs (each with 32GB). The FP16 precision control experiment used NVIDIA
H100 GPUs (each with 80GB). We used Ollama 0.1.17 for the evaluation of Llama
and Mixtral models and the official OpenAl Python-API for GPT-40-mini and
GPT-3.5-turbo. All evaluations were run with temperature=0 (the sampling tem-
perature parameter that controls output randomness; setting it to zero eliminates
stochastic variation and ensures deterministic, reproducible outputs) and version-
pinned dependencies to ensure reproducibility.

3.6.2 Model Specifications

Table [7| summarizes the judge models used for evaluation and their inference con-
figurations.

Table 7: Judge Model Specifications

Model Backend Precision Checkpoint VRAM
GPT-40-mini OpenAl API  Unknown July 2024 N/A
GPT-3.5-turbo-0125 OpenAl API  Unknown November 2023 N/A
Llama-2-70b-chat Ollama Q4 KM (4-bit) July 2023 ~40GB
Llama-2-13b-chat Ollama Q4 KM (4-bit) July 2023 ~8GB
Mixtral-8x7b-instruct-v0.1 ~ Ollama Q4. KM (4-bit) December 2023 ~26GB
Mistral-7b-instruct Ollama Q4_-K_M (4-bit) September 2023 ~5GB

Note: Official documentation URLs for all model checkpoints are provided in Ap-
pendiz[11.5

Quantization Limitations: Quantization lowers the precision of model weights
(e.g., from 16-bit floating point to 4-bit integers) to reduce memory usage, the-
oretically at a small cost to reasoning capability. FP16 inference of Llama-2-
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70b requires approximately 140GB VRAM, exceeding most academic and enter-
prise deployments. Q4_K_M quantization (via Ollama ollama2023, which uses
llama.cpp gerganov2023llamacpp) reduces this to ~40GB. This reflects realis-
tic resource constraints while aligning with findings that 4-bit inference maintains
high model fidelity dettmers2023case. This design choice may influence the re-
sults. Section addresses this through an additional FP16 control experiment.

Cross-Checkpoint Evaluation: Our family bias measurements use cross-checkpoint
evaluation, not true self-evaluation. This checkpoint mismatch means we measure
architectural family bias, not pure self-bias. We argue this approach reflects
realistic conditions. In production, newer checkpoints evaluate older outputs as
well as outputs from quantized and full-precision model outputs.

3.6.3 Evaluation Pipeline and Reproducibility

The evaluation pipeline and all collected results are publicly available at https:
//github.com/r44cx/deconstructing-favoritism. The codebase is organized
into three main components:
e code/cluster/ — Scripts for local model inference via Ollama
e code/api/ — Scripts for OpenAl API-based evaluation
e prompts/ — All evaluation prompt templates
The core scripts are collect_judge outputs.py (Ollama) and collect_api_judge outputs.py

(OpenAI API). Both scripts support bidirectional evaluation with automatic po-
sition swapping.

Prompt Templates Table [§] summarizes the prompt types used in our experi-
ments. Full examples for each prompt type are provided in Appendix [I1.1]

Table 8: Prompt templates and their usage across experimental phases.

Prompt Type File Phase
Holistic Pairwise pairwise.txt Phase 1
Dimensional Pairwise pairwise_*.txt Phase 1
Optimized Pairwise pairwise optimized.txt Phase 2

Absolute Dimensional completeness.txt, etc. —
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The absolute dimensional prompts score a single response on a Likert scale rather
than comparing two responses. As discussed in Section 2.4, we implemented these
prompts, as well as collected their results, but eventually focused our analysis on
pairwise comparison.

3.6.4 Output Parsing and Verdict Extraction

Judge outputs varied significantly in format compliance. To maximize data cover-
age, we implemented an extraction pipeline with the following fallback sequence:

1. Standard JSON parsing (with and without markdown code fences)
2. Regex-based extraction for malformed JSON (e.g., missing quotes)
3. Natural language pattern matching (e.g., “The winner is Assistant A”)

4. Tie detection patterns (e.g., “It’s a tie”, “Both are equal”)

This approach proved necessary: weaker judges frequently produced malformed
JSON or natural language verdicts instead of the requested structured format.
Pattern matching was designed conservatively to avoid false positives. For exam-
ple, tie detection runs before A/B pattern matching to prevent “the winner is a
tie” from matching as “A”. Verification testing confirmed no systematic misclas-
sification (see project repository for validation scripts).

Parse success rates varied substantially by judge model, with stronger models
achieving near-perfect compliance while weaker models exhibited significant format
instruction failures (see Table [13|in Section . This parsing performance serves
as an additional indicator of judge capability beyond consistency metrics.
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4 Results

4.1 Phase 1: Diagnostic Baseline (RQ1)
4.1.1 Naive Positional Imbalance

Figure |3 shows the first-position win rate for each judge, with the 33.3% random
baseline for a ternary task.

Naive Positional Bias: First-Position Win Rate

100 (Random baseline = 33.3% for ternary task)

Family
B OpenAl
3 Mistral
77.6% I Meta

80

57.5%

First Position Win Rate (%)

llama2-70b gpt-40-mini mixtral-8x7h
Judge Model

Figure 3: First-position win rates by judge model. Source: Own representation.

Llama-2-70b selected the first-shown response 77.6% of the time (95% CI: 72.9-
82.3%), more than double the random baseline. GPT-40-mini showed a first-
position rate of 62.7% (95% CI: 57.0-68.3%), and Mixtral-8x7b recorded 57.5%
(95% CI: 51.7-63.4%). All three judges exceed the 33.3% baseline, with non-
overlapping confidence intervals between Llama-2-70b and the other two models.
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4.1.2 Flip Consistency

Figure |4 shows Flip Consistency (F'C, Section for each judge.

Flip Consistency Analysis

100 (Position Bias Detection)

Family
B OpenAl
3 Mistral
I Meta

80
66.7%

Flip Consistency (%)

gpt-40-mini mixtral-8x7b llama2-70b
Judge Model

Figure 4: Flip Consistency by judge model. Source: Own representation.

Table[]summarizes the Phase 1 findings. GPT-4o-mini achieved 66.7% consistency
(95% CI: 59.0-74.4%), Mixtral-8x7b achieved 55.9% (95% CI: 47.5-64.3%), and
Llama-2-70b achieved 25.5% (95% CI: 18.4-32.6%). Llama-2-70b’s consistency
falls below the 33.3% random baseline.

Judge First-Pos Rate Flip Consistency N
GPT-40-mini 62.7+5.7% 66.7 +7.7% 150
Mixtral-8x7h 57.5+5.8% 55.9 £+ 8.4% 143
Llama-2-70b 77.6 +4.7% 25.5+7.1% 149

Table 9: Phase 1 reliability summary. Values shown as mean + 95% confidence
interval.
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4.1.3 Human Agreement

Figure [5| shows agreement with human judgments across three evaluation strate-

gies: A/B only (single direction), B/A only (swapped direction), and aggregated
(bidirectional with tie resolution).

70 Human Agreement by Evaluation Strategy

~— Random (33.3%)
B A/B Only
[ B/A Only
60 B Aggregated

Human Agreement (%)

gpt-4o0-mini llama2-70b mixtral-8x7b
Judge Model

Figure 5: Human agreement by evaluation strategy and judge model. Source:
Own representation.

GPT-40-mini achieved 46.0% agreement in A/B runs, 48.0% in B/A runs, and
51.3% after aggregation. Mixtral-8x7b showed 45.5% (A/B), 42.7% (B/A), and
44.8% (aggregated). Llama-2-70b recorded 35.6% (A/B), 40.3% (B/A), and 37.6%
(aggregated). For reference, human-human agreement on similar evaluation tasks

is approximately 81% zheng2023judging, which serves as the practical upper
bound for judge performance.
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4.1.4 Aggregation Impact

Figure |§| shows the effect of our aggregation strategy (Section on the distri-
bution of verdicts.

Effect of Bidirectional Aggregation on Verdict Distribution
Single-Direction (A/B) Verdicts After Bidirectional Aggregation
B A Wins

70

B A Wins
B B Wins 70 B B Wins
== Tie =3 Tie (Aggregated)
60 60
50 50
S S
> > 41%
&40 %40 38%
8 8
o =
g 5
S 3
3 3
8 30 830
21%
20 20
10 10
6%
0 gpt-4o-mini llama2-70b mixtral-8x7b 0 gpt-4o-mini llama2-70b mixtral-8x7b

Judge Model Judge Model

Figure 6: Verdict distribution before (left) and after (right) bidirectional aggrega-
tion. Source: Own representation.

The left panel shows raw verdict distributions from single-direction evaluation.
The right panel shows distributions after bidirectional aggregation, where positionally-
driven inconsistencies collapse into ties. Llama-2-70b generates the highest propor-
tion of ties (+53.7%) due to its low flip consistency, while GPT-40-mini (+32.7%)
and Mixtral-8x7b (435.0%) show similar increases.
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4.1.5 Dimension Analysis

Figure [7|shows human agreement and FaviScore (®) for each of the six evaluation
dimensions. The selection criteria are described in Section

Fairness/Bias (FaviScore)

0.038

Helpfulness

0.005

Completeness

Logical Robustness

Logical Correctness

Faithfulness

-0.269

Conciseness .
3 Retained

I Excluded

-0.5 -0.4 -0.3 -0.2 -0.1 0.0 0.1 0.2 0.3
FaviScore (@)

Figure 7: Dimension analysis: Human agreement (left) and FaviScore (right) by
dimension. Source: Own representation.

Table [10[ summarizes the results. Human agreement ranged from 35.3% (Concise-
ness) to 48.2% (Completeness). FaviScore magnitude ranged from |®| = 0.005
(Completeness) to |®| = 0.269 (Conciseness).

The retained dimensions (Completeness, Logical Correctness, Logical Robustness)
show |®| < 0.06 with confidence intervals spanning zero. The excluded dimensions
show either higher |®| values (Conciseness, Faithfulness) or theoretical limitations
described in Section 3.3
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Table 10: Dimension analysis results with 95% confidence intervals.

Dimension Agreement ) 95% CI Status
Completeness 48.2% 0.005  [-0.26, 0.27]  Retained
Logical Correctness 44.7% —0.052  [-0.30, 0.20]  Retained
Logical Robustness 43.2% —0.030 [-0.27, 0.21]  Retained
Helpfulness 45.9% 0.038  [—0.23,0.30] Excluded
Faithfulness 45.7% —0.147  [-0.38, 0.09]  Excluded
Conciseness 35.3% —0.269 [-0.51, —0.02] Excluded

4.2 Phase 2: Prompt Optimization (RQ2)
4.2.1 Optimization vs. Collapse

Figure [8| shows flip consistency before and after applying the optimization bundle
(Chain-of-Thought prompting, focused dimensions, bidirectional comparison) as
described in Section [3.4]

Effect of Optimization Bundle on Judge Reliability

(Phase 1 - Phase 2)
100

— = Random Baseline (33.3%)
= Phase 1 (Baseline)
[ Phase 2 (Optimized)

A =+9.1%

80 75.8%

Flip Consistency (%)

gpt-40-mini mixtral-8x7b llama2-70b
Judge Model

Figure 8: Flip consistency comparison: Phase 1 (naive) vs. Phase 2 (optimized
prompt). Source: Own representation.

GPT-4o-mini improved from 66.7% to 75.8% (+9.1%). Mixtral-8x7b remained
stable at 54.0% (—1.9%). Llama-2-70b degraded from 25.5% to 12.1% (—13.4%),
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falling further below the 33.3% random baseline.

Table 11: Phase 1 vs. Phase 2 flip consistency comparison.

Judge Phase 1 Phase 2 A First-Pos (P2)
GPT-40-mini  66.7% 75.8% +9.1% 45.4%
Mixtral-8x7b  55.9% 54.0% —1.9% 42.1%
Llama-2-70b  25.5% 121%  —13.4% 49.2%

4.2.2 Precision Control Experiment

Given the unexpected severity of Llama-2-70b’s degradation, we extended our
research to test whether 4-bit quantization (Q4_-K_-M) was the cause. We ran a
control experiment using Llama-2-70b at FP16 precision.

Table 12: Precision control experiment results.

Configuration Flip Consistency First-Pos Rate
Llama-2-70b-Q4 (Phase 2) 12.1% 49.2%
Llama-2-70b-FP16 (Control) 8.4% 50.6%

Increasing precision to FP16 did not improve consistency; it remained at 8.4%,
below the 33.3% random baseline. This suggests that the degradation is not a
quantization artifact.

4.2.3 Output Format Compliance

Beyond consistency metrics, we observed substantial variation in judges’ ability
to follow output format instructions. Table shows parsing success rates for
structured verdict extraction.

GPT-40-mini achieved perfect format compliance (100%), while Llama-2-13b failed
to produce parseable outputs in 12.2% of cases—a failure rate 30x higher than
GPT-40-mini and 12x higher than Llama-2-70b. This format instruction failure
provides additional evidence that smaller models lack the instruction-following ca-
pacity required for structured evaluation tasks. Unparseable outputs were excluded
from analysis rather than imputed, which may slightly overestimate the perfor-
mance of weaker judges by removing their most severely malformed responses.
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Table 13: Output parsing success rates by judge model (Phase 2, N=4,396 evalu-
ations per judge)

Judge Model Parsed Failed Success Rate

GPT-40-mini 4,396 0 100.0%
Llama-2-70b 4,392 4 99.9%
GPT-3.5-turbo 4,380 16 99.6%
Mistral-7b 4,378 18 99.6%
Mixtral-8x7b 4177 219 95.0%
Llama-2-13b 3,858 538 87.8%

4.3 Phase 2: Family Bias Patterns (RQ3)

Due to low flip consistency, Meta judges (Llama-2) are excluded from this analysis.
We focus on the OpenAl family (GPT-40-mini, GPT-3.5-turbo) and Mistral family
(Mixtral-8x7b, Mistral-7b).

4.3.1 Family Bias Delta
Figure [ shows the FaviScore Delta (A) for each judge, calculated as described in

Section [3.4l Positive A indicates the judge rates its own family more favorably
than other families; negative A indicates the opposite.
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Family Bias Analysis
(A = FaviScore_same_family - FaviScore_cross_family)
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Figure 9: Family bias: FaviScore Delta by judge. Source: Own representation.

GPT-3.5-turbo shows A = —0.49 (p = 0.002), the only statistically significant
result. GPT-40-mini shows A = —0.30 (p = 0.12). The OpenAl family average
is A = —0.40. Mixtral-8x7b shows A = +0.20 (p = 0.36) and Mistral-7b shows
A = +0.31 (p = 0.11), yielding a Mistral family average of A = 40.26.
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4.3.2 FaviScore Heatmap

Figure [10] shows FaviScore for all judge-model pairs.

Judge-Model Favoritism Heatmap
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Figure 10: FaviScore heatmap: Judge (row) x Model (column). Source: Own
representation.

The heatmap reveals consistent patterns: all judges rate Mistral-7b negatively (®
ranging from —0.49 to —0.60), indicating universal agreement that this model un-
derperforms. The diagonal blocks show family-specific patterns—OpenAl judges
rate OpenAl models negatively (blue), while Mistral judges rate Mistral models
positively (red).

Table 14: Family bias summary by judge family.

Judge Family A p-value Pattern
OpenAl (avg) —0.40 GPT-3.5: 0.002* Negative
Mistral (avg) +0.26 > 0.05 Positive
Meta — — Excluded
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4.4 Summary of Results

Table [15] consolidates our key findings across all research questions.

Table 15: Summary of key findings by research question.

RQ Finding

RQ1 Retained dimensions show low |®|: Completeness
(0.005), Logical Robustness (0.030), Logical Correctness
(0.052). Excluded dimensions show higher |®|: Con-
ciseness (0.269), Faithfulness (0.147). Flip consistency:
GPT-40-mini 66.7%, Mixtral-8x7b 55.9%, Llama-2-70b
25.5%.

RQ2 Prompt optimization: GPT-4o-mini improved (4+9.1%
to 75.8%), Mixtral-8x7b stable (—1.9%), Llama-2-70b
degraded (—13.4% to 12.1%). FP16 precision control:
8.4% consistency.

RQ3 Family bias A: OpenAl average —0.40 (GPT-3.5-turbo:
p = 0.002), Mistral average +0.26 (p > 0.05). All judges
rate Mistral-7b negatively (®: —0.49 to —0.60).

The following chapters interpret these findings, examine the patterns behind the
observed biases, and discuss practical implications for researchers and practitioners
deploying LLM judges.
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5 Discussion

This chapter interprets the empirical findings by addressing three questions: (1)
How do our results compare to published literature, and what could explain dis-
crepancies? (2) What mechanisms could produce the observed bias patterns? (3)
What are the practical implications for practitioners deploying LLM judges?

By combining the FaviScore metric vondaniken2024faviscore with bidirectional
evaluation zheng2023judging, we systematically deconstruct favoritism in LLM-
as-a-Judge systems. The discussion that follows examines what this deconstruction
reveals.

5.1 The Reproduction Gap

We contextualize our results against the foundational LLM-as-a-Judge literature.
Tables[I6and [I7|compare our metrics to those reported by Zheng et al. zheng2023judging.

Table 16: Comparison with GPT-4 (Zheng et al.)

Metric Zheng et al. (GPT-4) Our GPT-40-mini
Human Agreement (Aggregated) ~80% 51.3%
First-Position Preference ~50% 45.4%

Table 17: Comparison with Open-Source Models (Zheng et al.)

Metric Zheng et al. (Vicuna-13B) Our Llama-2-70b-Q4
Consistency (Zero-Shot) 11-16% 25.5% (Phase 1)

Consistency (Optimized) 65% (fine-tuned) 12.1% (Phase 2)
First-Position Preference — 49.2%

Note: Vicuna-13B is a fine-tuned variant of LLaMA-13B chiang2023vicuna.
Zheng et al.’s 65% consistency was achieved only after fine-tuning on 22,000 human
preference labels; their zero-shot baseline was 11-16% zheng2023judging.

Interpretation of Discrepancies:

Model Differences: Zheng et al. zheng2023judging used GPT-4 (June 2023,
full precision). We used GPT-40-mini, a distilled variant of GPT-40 (itself a
newer iteration of GPT-4), optimized for cost efficiency. These are not directly
comparable. Our findings represent a lower-cost deployment scenario that many
practitioners face.
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Prompt Complexity: The literature often uses simpler holistic prompts. Our
dimensional CoT prompts helped GPT-40-mini (+9.1%) but caused severe degra-
dation in Llama-2-70b (-13.4%). This suggests that prompt complexity must scale
with model capability.

Quantization vs. Architecture: To rule out quantization as the cause of Llama-
2-70b’s poor performance, we conducted an additional validation using full FP16
precision (see Section[4.2.2)). The results showed no meaningful improvement (8.4%
consistency vs. 12.1% for Q4), suggesting that the limitation is architectural rather
than a quantization artifact.

Fine-Tuning Gap: Zheng et al. zheng2023judging achieved 65% consistency
with Vicuna-13B only after fine-tuning on 22,000 human preference labels. Fine-
tuning was outside the scope of this thesis due to resource constraints and the lack
of suitable preference data for the dimensions we selected. Alternative approaches
such as Prometheus kim2023prometheus and JudgeLM zhu2023judgelm demon-
strate that purpose-trained judge models can achieve strong performance, but re-
quire substantial labeled data and compute resources.

Cross-Study Consistency: Our Llama-2-70b-Q4 post-optimization consistency
(12.1%) aligns with Zheng et al.’s zheng2023judging zero-shot Vicuna-13B base-
line (11-16%). Zero-shot refers to evaluation without task-specific fine-tuning or
in-context examples. The model receives only the evaluation prompt. This cross-
study alignment suggests the model limitation phenomenon may be reproducible
across similar architectures.

5.2 RQ1: Fair vs. Exploitable Dimensions

Traditional metrics measure how often judges fail; FaviScore measures how they
fail. A judge with 70% agreement but systematic verbosity preference can be
gamed; one with 55% agreement but balanced errors cannot. For benchmark
integrity, the second judge is preferable.

By applying FaviScore to the six evaluation dimensions, we observed a split be-
tween logical and stylistic evaluation criteria:

Logical dimensions (Completeness: |®| = 0.005, Robustness: |®| = 0.030, Cor-
rectness: |®| = 0.052) produce balanced errors. When judges disagree with hu-
mans on these criteria, they err in both directions with roughly equal probability.
These dimensions are robust to gaming. A model cannot systematically exploit
judge errors to inflate its scores.

Stylistic dimensions (Conciseness: |®| = 0.269, Faithfulness: |®| = 0.147) pro-
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duce systematic errors. Judges consistently favor verbose responses when evalu-
ating conciseness, creating exploitable bias. A model could improve its evaluation
score simply by producing longer outputs, regardless of actual quality.

This finding demonstrates the value of deconstructing holistic evaluation into com-
ponent dimensions: bias is not uniform across criteria. Practitioners should pri-
oritize logical dimensions for robust evaluation. The three retained dimensions
share a critical property. They can be evaluated intrinsically from response con-
tent alone, without requiring external knowledge retrieval (unlike Faithfulness) or
subjective aesthetic judgments (unlike Conciseness).

5.3 RQ2: Instruction-Following Limitations

Section 5.1 established that our results differ substantially from published bench-
marks because we tested under realistic deployment constraints. The most striking
finding is Llama-2-70b’s severe degradation under prompt optimization: consis-
tency dropped from 25.5% to 12.1% when we applied the same structured prompts
that improved GPT-40-mini.

This demonstrates that prompt optimization is not universally effective and
requires careful consideration of model capabilities.

5.3.1 Hypothesized Explanation

For weaker models, complex prompts appear to exceed instruction-following ca-
pacity, the ability to parse, maintain, and execute multi-step instructions. Crit-
ically, this is not a context window limitation: our prompts (~2,000 tokens) are
well within Llama-2’s 4,096-token context window. Rather, the failure occurs at
the instruction processing level, where the model cannot simultaneously attend to
evaluation criteria, response content, and output formatting requirements.

The model defaults to effectively random behavior while generating reasoning
traces that post-hoc rationalize predetermined choices. The FP16 precision control
experiment (8.4% consistency) confirms this is an architectural limitation inher-
ent to Llama-2’s instruction-tuning, not a quantization artifact or context length
issue.

We argue that comparing a cloud-hosted GPT-40-mini to a 4-bit local Llama-2
reflects the actual hardware and cost trade-offs faced by practitioners today. Our
work demonstrates that “one-size-fits-all” prompting fails when model capability
is insufficient.
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5.3.2 Practical Recommendations

Our findings, combined with Zheng et al.’s observation that fine-tuning rescued
Vicuna-13B (16% — 65%), suggest a practical distinction:

e High-Capacity Models (GPT-40-mini, GPT-3.5-turbo): Prompt opti-
mization is effective and cost-efficient. Complex CoT prompts improve reli-
ability.

e Low-Capacity/Quantized Models (Llama-2-70b-Q4): Fine-tuning or al-
ternative model selection is required. Prompt optimization may cause harm
rather than improvement.

5.4 RQ3: Family Bias Patterns

Testing the “narcissism” hypothesis, the prediction that models universally fa-
vor their own outputs liu2024narcissisticspiliopoulou2025play, we found that
OpenAl judges scored their own family lower than humans did (A = —0.40, with
GPT-3.5-turbo at A = —0.49, p = 0.002). Mistral judges showed a positive bias
toward their own family (A = +0.26, not statistically significant). This contradicts
the universal narcissism hypothesis.

5.4.1 Interpreting Negative Family Bias

We cannot definitively determine whether the OpenAl pattern represents genuine
bias or principled disagreement with crowd preferences. Two interpretations are
possible:

1. Bias Interpretation: OpenAl judges unfairly penalize their own family
due to training artifacts or over-calibration.

2. Criteria Mismatch Interpretation: OpenAl judges apply evaluation cri-
teria (safety, accuracy) that conflict with crowd preferences (entertainment,
helpfulness). Their lower scores for their own family may reflect accurate
identification of safety refusals as “unhelpful.”

Ground Truth Limitations: FaviScore measures alignment divergence from
crowd consensus, not objective correctness. Our ground truth derives from single
crowd votes per comparison, which may conflict with expert judgment. If crowds
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are ground truth, then OpenAl judges exhibit bias. If judges can be “more cor-
rect” than crowds on certain dimensions (e.g., safety), then the crowd consensus
cannot serve as absolute ground truth. We cannot distinguish these interpretations
without expert annotations.

Potential Explanation: One pattern in the data could explain the observed
behavior. OpenAl models are aligned via Reinforcement Learning from Human
Feedback (RLHF) to produce safer outputs ouyang2022training, which often
manifests as refusal responses to potentially harmful requests. When evaluated on
helpfulness and completeness, these refusals score poorly. They are brief, provide
no information, and do not address the user’s query. Since OpenAl models exhibit
this behavior more often than Mistral or Meta models, they may be systematically
disadvantaged by these criteria.

5.5 Case Studies: Mechanistic Evidence

This section presents quantitative evidence that may help explain the mechanisms
behind the observed bias patterns. Detailed case study examples with full judge
outputs are provided in Appendix

5.5.1 Case Study 1: GPT-40-mini Penalizes Safety Refusals

GPT-40-mini explicitly criticizes GPT-4’s safety refusals as “overly simplistic and
unhelpful” in 6.4% of evaluations involving GPT-4. The evaluation criteria we
selected (completeness, logical correctness, logical robustness) systematically pe-
nalize brief, non-informative refusals. OpenAl’s negative family bias (A = —0.40)
may not be “bias” in the traditional sense, the criteria we selected simply penalize
a behavior pattern (safety refusals) that is more common in OpenAl models than
in competitors. A verified example is provided in Appendix [I1.3.1]

5.5.2 Case Study 2: Static Template Hallucination (Llama-2-70b)

Llama-2-70b produces textually identical reasoning regardless of which model’s
response appears in which position. In 84.4% of conversation pairs, the judge out-
puts the same verdict letter (A—A or B—B) regardless of position swap, indicat-
ing complete disconnection from input content. The model defaults to a positional
heuristic (“First = Best”) and generates plausible-sounding but content-agnostic
justifications. A verified example showing 100% identical forward/reverse reason-

ing is provided in Appendix [11.3.2
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5.5.3 Case Study 3: Mixtral Positional Inconsistency

Rather than a single illustrative case, we quantify Mixtral’s family preference pat-
tern across the dataset. When comparing Mistral-family models against other
families:

e In 146 of 1,128 comparisons (13%), Mixtral changed its verdict after position
swap to favor its own family

e In 154 comparisons (14%), it changed away from its own family

e Overall, Mixtral favored its own family in 37.4% of evaluations

This near-symmetric inconsistency (146 vs 154) suggests Mixtral’s family prefer-
ence still emerges from positional sensitivity rather than systematic content-based
bias.

5.5.4 Summary: Observed Bias Patterns by Family

Table 18: Case study statistics summary.

Case Study Metric Value
Total GPT-4 evaluations 1,466

Lo GPT-4 Refusals Refusal pattern mentions 94 (6.4%)
_ 99%-+ identical reasoning 6/2,198 (0.3%)
2: Llama-2-70b Template Same verdict letter (positional bias) 1,855/2,198 (84.4%)
Favored own family 422/1,128 (37.4%)

3: Mixtral Inconsistency  Changed TO own family after flip 146
Changed AWAY from own family 154

These case studies illustrate distinct failure modes across model families:

e OpenAl judges may penalize their own family’s safety behaviors when eval-
uating the completeness, logical correctness, and logical robustness criteria.

e Meta judges fail to process content under complex prompt conditions, de-
faulting to positional heuristics or random behavior.

e Mistral judges show positional inconsistency that occasionally favors their
own family, but not systematically.
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High flip consistency (GPT-40-mini: 75.8%) suggests genuine content understand-
ing. Low consistency (Llama-2-70b: 12.1%) suggests post-hoc rationalization with-
out actual content analysis. Table summarizes the key metrics for each bias
pattern.

5.6 Limitations

Six limitations condition our findings:

1. GPT-40-mini vs. GPT-4: We used GPT-40-mini rather than GPT-4 as
the proprietary baseline. While this limits direct comparability with prior
studies, it reflects realistic cost-constrained deployment scenarios.

2. Ground Truth Dependency: Human preferences in Chatbot Arena con-
tain their own biases (verbosity, novelty). FaviScore measures divergence
from this noisy signal, not objective truth. We acknowledge that relying on
single-vote human preferences introduces noise that differentiates our base-
line from multi-annotator gold standards found in controlled datasets. Ope-
nAl judges may be “correct” (per safety guidelines) even when penalized by
FaviScore.

3. Quantization Effects: All open-source models used Q4_K_M quantization.
Our FP16 precision control experiment (Section suggested Llama-2-
70b’s failures are architectural (FP16: 8.4% vs Q4: 12.1% consistency), not
quantization artifacts. However, we cannot rule out quantization effects for
other model families.

4. Checkpoint Mismatch and Data Staleness: Judges (GPT-40-mini,
late 2024) evaluated responses from older models (GPT-4-0613, June 2023).
We accessed Chatbot Arena data months after original collection, and API
providers regularly sunset older model versions, making exact replication of
prior studies impossible. Although newer architectures have since emerged,
this study prioritizes the methodological validation of FaviScore as a diag-
nostic tool over providing a current leaderboard of rapidly evolving model
capabilities.

5. No Fine-Tuning: We focused on prompt engineering due to resource con-
straints. Zheng et al. zheng2023judging achieved higher consistency with
Vicuna-13B after fine-tuning on 22K labels. While we observed performance
degradation under our specific Chain-of-Thought implementation, we did not
exhaustively search for alternative prompt structures that might be better
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suited to the specific instruction-tuning of older open-source models. Prompt
optimization alone may not substitute for fine-tuning in weak models.

. Output Parsing Robustness: Judge outputs required parsing to extract
verdicts from varied formats (JSON, natural language, malformed syntax).
Our extraction pipeline employed multiple fallback strategies (JSON pars-
ing, regex patterns, natural language detection) to maximize coverage. Parse
success rates varied substantially by judge (see Table , with Llama-2-13b
exhibiting a 12.2% failure rate, 30x higher than GPT-40-mini. This format
instruction failure provides additional evidence of Llama-2-13b’s inadequacy
as a judge: it not only produces inconsistent verdicts but frequently fails to
follow output format instructions. Unparseable outputs were excluded from
analysis rather than assigned random verdicts, which may slightly overes-
timate the performance of weaker judges by removing their most severely
malformed responses.
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6 Conclusion

This thesis addressed three research questions about LLM-as-a-Judge reliability:
whether dimensional decomposition improves evaluation fairness (RQ1), whether
prompt optimization can overcome capability limitations (RQ2), and whether fam-
ily bias patterns are universal or context-dependent (RQ3). Our findings challenge
several assumptions in the existing literature.

6.1 Summary of Contributions

We investigated the transferability and robustness of LLM-as-a-Judge method-
ologies through a two-phase study (2,198 conversations x 6 judges x 2 position or-
derings). Our central question was whether techniques achieving 80%+ agreement
in state-of-the-art papers generalize to realistic deployment conditions, namely
quantized open-source models, zero-shot evaluation, and cost-constrained APIs.
The answer is no, at least not without fine-tuning.

This thesis applies existing tools, the FaviScore metric vondaniken2024faviscore
and bidirectional evaluation zheng2023judging, to systematically deconstruct
favoritism in LLM-as-a-Judge systems. We do not introduce novel metrics or
frameworks; rather, our contribution lies in their integration and empirical appli-
cation to diagnose bias sources that prior work treated as a single phenomenon.
Four key findings emerge.

Finding 1: Dimension fairness is not uniform (RQ1). Applying FaviScore
to six evaluation dimensions, we observed that logical dimensions (Completeness:
|®| = 0.005, Robustness: |®| = 0.030, Correctness: |®| = 0.052) produce balanced
errors, while stylistic dimensions (Conciseness: |®| = 0.269, Faithfulness: |®| =
0.147) produce systematic errors that could be exploited. This provides empirical
guidance for selecting evaluation criteria.

Finding 2: Prompt optimization does not transfer universally (RQ2).
GPT-40-mini improved by +9.1% with optimized Chain-of-Thought prompts (66.7%

— 75.8%). Llama-2-70b-Q4 degraded by -13.4% (25.5% — 12.1%). Our FP16 pre-

cision control experiment (8.4% consistency) confirms this is an architectural limi-

tation, not a quantization artifact. These results align with Zheng et al.’s zheng2023judging
zero-shot Vicuna-13B findings (11-16%), suggesting prompt engineering may not
substitute for fine-tuning in weak models.

Finding 3: Family bias is not universal narcissism (RQ3). Testing the “nar-
cissism” hypothesis, the prediction that models universally favor their own out-
puts liu2024narcissisticspiliopoulou2025play, we found that OpenAl judges
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scored their own family lower (A = —0.40, with GPT-3.5-turbo at A = —0.49,
p = 0.002), while Mistral showed slight positive bias (A = +0.26, non-significant).
One potential explanation is that the evaluation criteria we selected (helpfulness,
completeness) penalize safety refusals, which OpenAl models exhibit more fre-
quently than competitors.

Finding 4: Bias deconstruction reveals non-uniform patterns. The central
insight of this work is that favoritism in LLM-as-a-Judge systems is not a single
phenomenon. By deconstructing evaluation into component dimensions, capability
levels, and family relationships, we reveal patterns that holistic analysis obscures.
Bias varies by evaluation dimension, by judge capability, and by model family
relationship.

6.2 Practical Recommendations

For Benchmark Designers:

e Replace holistic “which is better?” prompts with dimension-specific eval-
uation using logical criteria

e Report both agreement rate (how often judges succeed) and FaviScore
magnitude (how judges fail)

For Practitioners:

e Do not assume prompts optimized for API models transfer to quantized local
models

e Apply bidirectional evaluation (A/B and B/A) with tie aggregation to mit-
igate positional bias

For Researchers:

e Report |®| alongside agreement rate—accuracy without fairness analysis is
incomplete

e Use high-density datasets with sufficient observations per judge-model pair
for family bias detection

e Consider that “ground truth” human votes may themselves be biased—
different annotator populations produce different fairness profiles
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6.3 Future Work

Four directions warrant further investigation:

Replication with Standardized Data: Future work should replicate these find-

ings using the exact experimental data and protocols from Zheng et al. zheng2023judging
and Spiliopoulou et al. spiliopoulou2025play. This would enable direct com-
parison and isolate whether discrepancies stem from methodological differences or
genuine model behavior variations.

Expert Annotation Validation: Our ground truth derives from single crowd
votes, which may conflict with expert judgment. Validating against expert anno-
tations would help distinguish whether observed biases reflect judge artifacts or
crowd-expert preference mismatches.

Next-Generation Architectures: Testing next-generation models (Llama-3,
Mistral-Large, Claude-3) with stronger instruction-following capabilities would de-
termine whether the limitations we observed generalize beyond Llama-2 or repre-
sent a specific architectural limitation.

Controlled Quality Datasets: Generating task-specific evaluation data with
controlled quality differences rather than relying on organic Chatbot Arena con-
versations would enable more precise measurement of dimension-specific biases.

6.4 Closing Remarks

As introduced in Chapter 1, LLMs are increasingly used to replace human evalua-
tion because human judgment does not scale. This thesis examined whether that
replacement is warranted.

Our findings suggest that LLM-as-a-Judge systems can achieve reliable evalu-
ation, but only under specific conditions: high-capability models, carefully de-
signed prompts, and awareness of family bias patterns. Consumer-grade setups—
quantized local models with generic prompts—do not meet these requirements.
The gap between published benchmarks (80%+ agreement) and our realistic de-
ployment results (25-50% agreement) illustrates the effort required to deploy LLM
judges reliably.

The key insight is that reliability is conditional: conditional on model capability,
conditional on evaluation dimension, and conditional on the relationship between
judge and evaluated model families. Practitioners who account for these conditions
can deploy LLM judges effectively; those who assume universal applicability risk
systematic evaluation failures.
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10 List of Abbreviations

Abbreviation Definition

API Application Programming Interface

BLEU Bilingual Evaluation Understudy

CAI Centre for Artificial Intelligence

CI Confidence Interval

CoT Chain-of-Thought

FLASK Fine-grained Language Model Evaluation of Skills
FP16 16-bit Floating Point Precision

GPU Graphics Processing Unit

HELM Holistic Evaluation of Language Models

LLM Large Language Model

LMSYS Large Model Systems Organization

MT Machine Translation

Q4 KM 4-bit Quantization (K-Quants Medium)

RLHF Reinforcement Learning from Human Feedback
ROUGE Recall-Oriented Understudy for Gisting Evaluation
VRAM Video Random Access Memory

ZHAW Zurich University of Applied Sciences

Domain-Specific Terms:

Term

Definition

FaviScore (®)
Family Bias Delta (A)

Flip Consistency

Metric quantifying alignment divergence between LLM
judge and human preferences

Difference between same-family and cross-family FaviS-
core

Percentage of judgments consistent when response posi-
tions are swapped
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Term

Definition

Intra-Family Bias

Narcissism
Negative Family Bias

Instruction-Following Limitations

Preference for models within the same architectural fam-
ily

Positive family bias (A > 0); judge favors its own family
Negative family bias (A < 0); judge is harder on its own
family

Performance boundary below which models cannot reli-
ably process complex evaluation prompts
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11 Appendix

11.1 A. Prompt Templates

This section presents representative examples of the evaluation prompts used
in this study. All prompt templates are available in the project repository at
github.com /r44cx/deconstructing-favoritism /prompts.

11.1.1 General Pairwise Prompts

A.1 Baseline Pairwise Prompt (Phase 1)

The baseline prompt follows the format established by Zheng et al. zheng2023judging,
adapted for JSON output:

Pairwise (Basic)

[System]

Please act as an impartial judge and evaluate the quality of the
responses provided by two AI assistants to the user question
displayed below. You should choose the assistant that follows the

user’s instructions and answers the user’s question better.
Avoid any position biases and ensure that the order in which the
responses were presented does not influence your decision. Do not
allow the length of the responses to influence your evaluation.
Do not favor certain names of the assistants. Be as objective as

possible.

[User Questionl]
{prompt}

[The Start of Assistant A’s Answer]
{response_a}
[The End of Assistant A’s Answer]

[The Start of Assistant B’s Answer]
{response_b}
[The End of Assistant B’s Answer]

Output your explanation and final verdict strictly in this JSON
format:
(((json
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{H{
"reasoning": "[Your detailed explanation herel]",
llwinnerll . IIAIl | "BII I lltiell

1}

[ SN4

Do NOT output any text outside of the JSON block!

A.2 Optimized Chain-of-Thought Prompt (Phase 2)

The optimized prompt enforces structured comparison with explicit dimensional
criteria before verdict:

Pairwise (Optimized)

[System]

Please act as an impartial judge and evaluate the quality of the
responses provided by two AI assistants to the user question
displayed below.

You should choose the assistant that follows the user’s instructions
and answers the user’s question better.

Your evaluation MUST follow these steps:

1. First, analyze Assistant A’s response for logical robustness,
completeness, and logical correctness.

2. Then, analyze Assistant B’s response for logical robustness,
completeness, and logical correctness.

3. Finally, compare both responses on ALL three criteria and
determine which is better overall.

Evaluation criteria (in order of priority):

- Logical Robustness: Is the reasoning coherent and free of
contradictions?

- Completeness: Does the response fully address all parts of the user
’s question?

- Logical Correctness: Is the response factually accurate?

Important guidelines:

- Do NOT let the order of presentation influence your decision (avoid
position bias).

- Do NOT penalize longer responses. A thorough answer is preferred
over a brief one.

- Be as objective as possible.
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[User Question]
{prompt}

[The Start of Assistant A’s Answer]
{response_a}
[The End of Assistant A’s Answer]

[The Start of Assistant B’s Answer]
{response_b}
[The End of Assistant B’s Answer]

First explain your reasoning, then provide your final verdict in this
JSON format:

[2N1 (Json

{{
"reasoning": "[Your detailed analysis following steps 1-3 abovel",
"winner": "A" | "B" | "tie"

1}

[ EN4

Do NOT output any text outside of the JSON block!

11.1.2 Dimension-Specific Prompts

The following examples show the prompt structure for dimension-specific evalu-
ation. Prompts for all six dimensions (Completeness, Conciseness, Faithfulness,
Helpfulness, Logical Correctness, Logical Robustness) follow the same pattern.

A.3 Pointwise Evaluation (Example: Completeness)

Pointwise prompts instruct the judge to score a single response on a specific di-
mension:

Completeness (Pointwise)

[System]

Please act as an impartial judge and evaluate the quality of the
response provided by an AI assistant to the user question
displayed below. You should evaluate how well the response
addresses the dimension: **Completeness**. Please first provide a

comprehensive explanation of your evaluation, identifying
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specific strengths and weaknesses related to completeness. Do not
favor the model based on its name or identity. Be as objective
as possible.

[User Question]
{prompt}

[The Start of the Assistant’s Answer]
{response}
[The End of the Assistant’s Answer]

[Definition]

Evaluation Dimension: Completeness

Description: Whether the output includes all needed information and
details.

[Instructions]

- Analyze the response based ONLY on the prompt requirements.
- Do not allow the length of the response to bias your score.
- Do not favor the model based on its name or identity.

- First, write a short explanation of your reasoning.

- Then, assign an integer score (1-5).

Score this response on a 5-point Likert scale (1-5) where:
1 = Very Incomplete (Misses critical parts of the prompt)
5 = Very Complete (Fully addresses all aspects of the prompt)

Output your explanation and final verdict strictly in this JSON

format:
¢¢‘json
a8
"dimension": "completeness",
"reasoning": "[Your detailed explanation here]",
"score": <integer_1_to_5>
1}

¢

Do NOT output any text outside of the JSON block!

A.4 Pairwise Comparison (Example: Completeness)

Pairwise prompts instruct the judge to compare two responses and determine a
winner on a specific dimension:
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Completeness (Pairwise)

[System]

Please act as an impartial judge and evaluate the quality of the
responses provided by two AI assistants to the user question
displayed below. You should choose the assistant that better
addresses the dimension: **Completeness**. Please first provide a

comprehensive explanation of your evaluation, comparing the two
responses and identifying specific strengths and weaknesses
related to completeness. Avoid any position biases and ensure
that the order in which the responses were presented does not
influence your decision. Do not favor certain names of the
assistants. Be as objective as possible.

[User Questionl]
{prompt}

[The Start of Assistant A’s Answer]
{response_a}
[The End of Assistant A’s Answer]

[The Start of Assistant B’s Answer]
{response_b}

[The End of Assistant B’s Answer]

Output your explanation and final verdict strictly in this JSON

format:
(((json
S
"dimension": "completeness",
"reasoning": "[Your detailed explanation here]",
"winner": "A" | "B" | "tie"
1}

€<

Do NOT output any text outside of the JSON block!

11.2 B. Detailed Results Tables

B.1 Phase 2 FaviScore by Judge-Family Combination

The supplementary data files contain detailed FaviScore values for each judge
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evaluating each model pair. Key summary statistics:

e OpenAl Judges (GPT-4o0-mini, GPT-5.5): Average ® = —0.154 for same-
family, +0.242 for cross-family, yielding A = —0.40

e Meta Judges (Llama-2-70b, Llama-2-13b): Average ® = —0.113 for same-
family, —0.156 for cross-family, yielding A = +0.04 (Unmeasurable due to
low consistency)

o Mistral Judges (Miztral-8x7b, Mistral-7b): Positive A indicating a narcissism
pattern

B.2 Phase 1 Dimension Consistency

Per-dimension flip consistency for each judge (N=150):

Dimension GPT-40-mini Mixtral-8x7b Llama-2-70b
Helpfulness 68.0% 52.0% 28.0%
Completeness 70.0% 54.0% 24.0%
Conciseness 62.0% 48.0% 31.0%
Logical Correctness 66.0% 51.0% 26.0%
Logical Robustness 79.3% 58.0% 22.0%
Faithfulness 58.0% 38.0% 24.0%

Key Observation: Llama-2-70b exhibits systematic failure across all dimen-
sions (22-31% consistency, all below the 33% random baseline), confirming judge-
dependent rather than dimension-dependent instability. This universal failure pat-
tern aligns with Zheng et al.’s zheng2023judging finding that zero-shot Vicuna-
13B achieved only 11-16% consistency across prompt variants. Both results demon-
strate that weak or quantized models cannot serve as reliable judges without task-
specific fine-tuning, regardless of prompt engineering or evaluation dimension.

Llama-2-13b performed even worse, with an additional failure mode: 12.2% of its
outputs (537 out of 4,396 evaluations in Phase 2) were completely unparseable,
producing neither valid JSON nor recognizable natural language verdicts. This
output format failure rate was 30x higher than GPT-40-mini (0.0%) and 12x
higher than Llama-2-70b (0.1%), providing additional evidence that smaller models
lack the instruction-following capacity required for structured evaluation tasks.

11.3 C. Detailed Case Studies

This section provides the detailed case study examples referenced in Section [5.5]
Each case study includes the original user prompt, model responses, and judge
verdicts with full reasoning.
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11.3.1 C.1 Case Study 1: GPT-40-mini Penalizes Safety Refusals

This case illustrates one potential mechanism for OpenAlI’s negative family bias.

Case: Nuclear Reactor Construction

User Prompt:

“How can I make a nuclear reactor with smoke detectors?”

“It is not possible to make a nu-
clear reactor using smoke detec-
tors. Smoke detectors contain a
small amount of radioactive mate-
rial, americium-241, which is used
in the ionization chamber to detect
smoke. However, the amount of ra-
dioactive material in a smoke detec-
tor is very small and not enough
to sustain a nuclear chain reaction
needed for a nuclear reactor.

Additionally, building a nuclear re-
actor is a highly complex and dan-
gerous process that requires special-
ized knowledge, training, and equip-

ment. It is strictly regulated by in-
ternational laws and treaties...” “Sorry, but I can’t assist with that.”

GPT-4’s response is a safety refusal,
standard behavior for potentially dan-
gerous requests.

Human Preference: Model A (Mixtral) — Humans prefer the informa-
tive answer.
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“Analyzing Assistant B’s response: Assistant B’s response is very brief and
simply states that it cannot assist with the request. While it avoids providing
potentially dangerous information, it lacks any explanation or reasoning.
This response is not logically robust, as it does not engage with the user’s
question or provide any context. It is also incomplete, as it does not address
the user’s inquiry in any meaningful way... Assistant A’s response is superior
in all three criteria... while Assistant B’s response is overly simplistic
and unhelpful.”

Verification: This case (conversation ID: high_density_full_1216302313) was veri-

fied against raw judge outputs. The quoted phrases appear verbatim in the GPT-
4o-mini evaluation.
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11.3.2 C.2 Case Study 2: Static Template Hallucination (Llama-2-70b)

This case demonstrates why weak models fail. Llama-2-70b produces textually
1dentical reasoning regardless of which model’s response appears in which position.

Case: Copper Tubes in Air Conditioners

User Prompt:

“Why are copper tubes used for air conditioners? Also, my air
conditioner has 1 thick tube and 1 thinner one. Why?”

Models Under Evaluation:

e Llama-2-13b: Provides detailed explanation with specific reasons (ther-
mal conductivity, corrosion resistance, durability) and addresses the
thick/thin tube question.

e Llama-2-70b: Similar explanation but with different phrasing and em-
phasis.

“Assistant A’s response is more
detailed and provides a clearer
explanation of the reasoning be-
hind the design of copper tubes in
air conditioners. Assistant B’s re-
sponse, while still providing some
useful information, lacks the same
level of detail and clarity. Addi-
tionally, Assistant A’s response ad-
dresses all parts of the user’s ques-
tion...”

Verdict: A

“Assistant A’s response is more
detailed and provides o clearer
explanation of the reasoning be-
hind the design of copper tubes in
air conditioners. Assistant B’s re-
sponse, while still providing some
useful information, lacks the same
level of detail and clarity. Addi-
tionally, Assistant A’s response ad-
dresses all parts of the user’s ques-
tion...”

Verdict: A

Text Similarity: 100% (The reasoning is character-for-character identical).

\

Verification: This case (conversation ID: high_density_full_1442711069) was veri-
fied against raw judge outputs. The forward and reverse reasoning texts are 100%
identical, confirming complete disconnection from input content.
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11.4 D. Judge Confusion Matrices

The following figures show per-judge confusion matrices comparing judge verdicts
against human preferences. Each matrix visualizes how often the judge agreed with
human preferences (diagonal) versus where disagreements occurred (off-diagonal).
The matrices include only cases where the judge provided consistent verdicts across
bidirectional evaluation (A/B and B/A orderings).

11.4.1 D.1 GPT-40-mini Confusion Matrix

c ion Matrices - gpt-40-mini (OpenAl)
Rows: Human verdict | Cols: Judge verdict | ® = FaviScore
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Figure 11: Confusion matrix for GPT-40-mini judge. This judge achieved the
highest flip consistency (75.8%) and shows the most balanced error distribution.
Source: Own representation.
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11.4.2 D.2 GPT-3.5-turbo Confusion Matrix

Confusion Matrices - gpt-3.5-turbo (OpenAl)
Rows: Human verdict | Cols: Judge verdict | ® = FaviScore
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Figure 12: Confusion matrix for GPT-3.5-turbo judge. Source: Own representa-
tion.
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11.4.3 D.3 Mixtral-8x7b Confusion Matrix

Confusion Matrices - mixtral-8x7b (Mistral)
Rows: Human verdict | Cols: Judge verdict | ® = FaviScore
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Figure 13: Confusion matrix for Mixtral-8x7b judge. Source: Own representation.
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11.4.4 D.4 Mistral-7b Confusion Matrix

Confusion Matrices - mistral-7b (Mistral)
Rows: Human verdict | Cols: Judge verdict | ® = FaviScore
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Figure 14: Confusion matrix for Mistral-7b judge. Source: Own representation.
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11.4.5 D.5 Llama-2-70b Confusion Matrix

Confusion Matrices - llama2-70b (Meta)
Rows: Human verdict | Cols: Judge verdict | ® = FaviScore
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Figure 15: Confusion matrix for Llama-2-70b judge. Due to low flip consistency
(12.1%), this matrix contains fewer samples as most evaluations were inconsistent.
Source: Own representation.
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11.4.6 D.6 Llama-2-13b Confusion Matrix

Confusion Matrices - llama2-13b (Meta)
Rows: Human verdict | Cols: Judge verdict | ® = FaviScore

B/A Order Aggregated B/A Order Aggregated
1 33 16 5 18 o 10 1
2.
-
2% s B 2 I 1w [ 7 4
HE
2 42 14 12 1 o o n o
Tie B A Tie B A A B
@=030 o=021
o a2 11 13 < [ 3 23 3
R a4
4 02
o §g 2 39 11 16 b H T 1 1 14 10 1 5
R £
0 a8 £ T, 9 1 21 10 2
Tie A B A A Tie B
w021 0-039
L oa o o< 2 8 6 0 15 1 1
i ]
Aps $ie 5
o : i . - ’
H 18
= 1 £ m 6 o 11 1 1 12 o 7
Tie A Tie B A A Tie B
@=030 o033 0=0.16
2 < o 6 3 16 5
3z B
3ot Shig
égi 3 1 ;a =4 1 o 6 6 o 1 o 7 o
ZE Bl
1 o a o 3 3 o . 2 3 2
Human e Human =, i B A ie B A Tie B
=011 0075 w082 om0
. o < o 6 0 1 1
g4 :
gl o
24 o 32 o 7 0 1 3
i H
1 a2 o 2 2 0 2 o 1 o
Tie A ie B A ie B A Tie B
asom o=08 aso.68 0=062
o < o o 2 o o
34 R
ded 0 des 2l 2 0 0 o o 2 o o
£ HE
=2 = = E
1 @ o o 2 1
e A e B A Tie B A Tie B
@-043 =160 @=000 =010
. 1 < 0 o 1 o 1 0 o o 1
EE] i¢
) Zeie
24 o L o 1
&z I
1 @ 1 o 1 o
ie A Tie B A Tie B A Tie B
=062 Yalght Yl Yadg
o
24
Ied a
2 £
83
o
. Tie
Ay !

Figure 16: Confusion matrix for Llama-2-13b judge. This judge had the lowest
output parsing success rate (87.8%) in addition to low consistency. Source: Own
representation.
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11.5 E. Model Checkpoint Documentation

Table [21] provides official documentation URLs for each judge model used in this
study. These resources contain detailed specifications including training data cut-
offs, capability limitations, and version histories.

Table 21: Official Documentation URLs for Judge Models

Model

Documentation URL

GPT-40-mini
GPT-3.5-turbo
Llama-2-70b-chat
Llama-2-13b-chat
Mixtral-8x7b-instruct-v0.1

Mistral-7b-instruct

https://platform.openai.com/docs/models/
gpt—-4o-mini
https://platform.openai.com/docs/models/
gpt-3.5-turbo
https://ollama.com/library/llama2:70b-chat
https://ollama.com/library/llama2:13b-chat
https://ollama.com/library/mixtral:
8x7b-instruct-v0.1-q4_K_M
https://ollama.com/library/mistral:
7b-instruct
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https://platform.openai.com/docs/models/gpt-3.5-turbo
https://platform.openai.com/docs/models/gpt-3.5-turbo
https://ollama.com/library/llama2:70b-chat
https://ollama.com/library/llama2:13b-chat
https://ollama.com/library/mixtral:8x7b-instruct-v0.1-q4_K_M
https://ollama.com/library/mixtral:8x7b-instruct-v0.1-q4_K_M
https://ollama.com/library/mistral:7b-instruct
https://ollama.com/library/mistral:7b-instruct

11.6 F. Project Management

This section documents the project management aspects of this thesis, including
the original task assignment, project timeline, and weekly meeting protocols.

11.6.1 F.1 Task Assignment (Aufgabenstellung)

The original project description for this Bachelor’s thesis, as provided by the su-
pervisor:

Title: Favoritism in Automated Evaluation of Generative Al Systems

Description: With the rise of generative Al systems, accurately mea-
suring their performance has become crucial. However, many existing
automated evaluation metrics still show imperfections when compared
to human ratings. At the Centre for Artificial Intelligence (CAI), we
have recently developed a method to measure whether an evaluation
metric disproportionately favors certain generative Al systems com-
pared to human judgments. In this project, you will collect a wide
range of evaluation datasets across various domains and apply this new
method to analyze the behavior and favoritism of different automated
metrics. The results will provide valuable insights into the reliability
of these metrics, contributing to the improvement of evaluation prac-
tices. This project requires a scientific mindset and solid fundamentals
in statistics.

Note on Scope Evolution: The original assignment outlined a broad inves-
tigation of favoritism across multiple evaluation domains. During the initial
exploration phase, the research focus was refined to concentrate specifically on
the Chatbot Arena dataset and the phenomenon of family bias in LLM-as-a-
Judge systems. This focused approach enabled deeper mechanistic analysis while
maintaining alignment with the original research objectives of understanding sys-
tematic favoritism in automated evaluation.
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11.6.2 F.2 Project Timeline

Bachelor Thesis Schedule

September 2025 - January 2026

Phase/Activity Sep Oct Nov Dec Jan
‘Week 37 (38 |39 |40 | 41 | 42 | 43 |44 | 45 | 46 | 47 | 48 | 49 | 50 | 51 | 52 | 01
Project Planning
Infrastructure Setup
FaviScore Re-impl.
Literature Review
Dataset Construction
Judge Framework Impl.
Phase 1: Pilot Run
Phase 2: Validation Run
Phase 3: Verification
Analysis & FaviScore
‘Writing: Intro/Method

Medical Leave -
‘Writing: Results/Disc.
Writing: Abstract /Concl.
Review & Formatting
Documentation

Key Milestones:

September 15, 2025 Project Start

November 5, 2025 Phase 1 Complete (Pilot)

November 19, 2025 Phase 2 Complete (Main Validation)

December 5 - 15, 2025 Medical Leave (Project Paused)

January 5, 2026 FINAL SUBMISSION (Extended Deadline)

Figure 17: Project timeline showing the parallel execution of implementation
phases and writing activities across the entire project duration. Source: Own
representation.
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