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Abstract
The automated diagnosis of diseases with modern machine learning techniques, such
as deep neural networks (DNN), is a complex and sensitive process. Computed Tomography (CT) scans are often used in combination with convolutional neural networks
(CNN) to diagnose respiratory diseases and infections. The training process of a CNN
for the classification of CT scans requires a valid and coherent set of training data. High
variance in the training material inevitably leads to miss classifications. The diverse
acquisition process of CT scans directly deteriorates the homogeneity of the resulting
dataset. The existence of multiple CT-scanner vendors (E.g. Siemens, Shimadzu, GE
Healthcare, etc.) and variance in the process protocol are the principal causes of heterogeneity. The problem aggravates when international data is used. Our thesis deals with
this issue by enhancing PrepNet, a DNN architecture that minimizes the cross-dataset
variance of CT scans taken from COVID-19 patients. PrepNet utilizes an auto-encoder
and CNN technology classifier to generate normalized images of CT datasets that can
be used for the training of a COVID-19 classifier. PrepNet originally used two COVID-19
CT-scan datasets, namely SARS-COV-2, with its origin in Brazil, and UCSD COVID-CT
from China. We additionally introduce a third dataset (MosMed COVID-19 Chest CT)
originating in Russia. In our work, we reproduced the original PrepNet and discovered
extensively unstable training when validating over different datasets. Moreover, we explore backpropagation of the COVID-19 classification loss over the auto-encoder as well
as end-to-end training, define its limitations, and suggest future works based on it. To
stabilize the training process we introduce novel approaches to the training of the PrepNet architecture; the first is an up-sampling method to tackle imbalances in the datasets
sample sizes, the second a grayscaling method to standardize medical data input in
transfer learning. This also improves cross-dataset generalization by 9.5pp and within
dataset performance by 2.5pp using the original PrepNet as benchmark.
Keywords: Convonutional Neural Networks, Medical image generation, Cross-dataset
generation, Domain Adaption

Zusammenfassung
Die automatisierte Diagnose von Krankheiten mit modernen Machine Learning-Verfahren,
wie tiefen neuronalen Netzen (DNN), ist ein komplexer und sensibler Prozess. Computertomographie (CT)-Scans werden oftmals in Kombination mit Convolutional Neural
Networks (CNN) zur Diagnose von Atemwegserkrankungen und Infektionen verwendet.
Der Trainingsprozess eines CNN für die Klassifizierung von CT-Scans erfordert einen validen und kohärenten Trainingsdatensatz. Eine hohe Varianz im Trainingsmaterial führt
zwangsläufig zu Fehlklassifikationen. Unterschiede im Erfassungsprozess von CT-Scans
haben einen negativen Einfluss auf die Homogenität des resultierenden Datensatzes.
Die Existenz mehrerer CT-Scanner-Hersteller (z.B. Siemens, Shimadzu, GE Healthcare,
etc.) und die Varianz im Prozessprotokoll sind die Hauptursachen für die Heterogenität. Das Problem verschärft sich, wenn internationale Daten verwendet werden. Unsere Arbeit befasst sich mit diesem Aspekt durch die Erweiterung von PrepNet, einer
DNN-Architektur, die die datenbankübergreifende Varianz von CT-Scans von COVID19-Patienten minimiert. PrepNet nutzt einen Auto-Encoder und einen CNN-TechnologieKlassifikator, um normalisierte Bilder von CT-Datensätzen zu erzeugen, die für das Training eines COVID-19-Klassifikators verwendet werden können. PrepNet verwendet ursprünglich zwei COVID-19 CT-Scan-Datensätze, namentlich SARS-COV-2, mit Ursprung
in Brasilien, und UCSD COVID-CT aus China. Wir führen zusätzlich einen dritten Datensatz (MosMed COVID-19 Chest CT) mit Ursprung in Russland ein. In unserer Arbeit
haben wir das originale PrepNet reproduziert und bei der Validierung über die verschiedenen Datensätze ein weitgehend instabiles Training festgestellt. Darüber hinaus
untersuchen wir die Backpropagation des COVID-19-Klassifikationsverlustes über den
Auto-Encoder sowie das End-to-End-Training, definieren dessen Grenzen und schlagen
darauf aufbauende zukünftige Arbeiten vor. Um den Trainingsprozess zu stabilisieren,
führen wir neue Ansätze im Training der PrepNet-Architektur ein; der erste ist eine UpSampling-Methode, um Ungleichgewichte in den Größen der Datensätze anzugehen, der
zweite eine Grauskalierungsmethode, um die Eingabe medizinischer Daten beim Transferlernen zu standardisieren. Dies verbessert auch die datensatzübergreifende Generalisierung um 9,5 Prozent und die Leistung innerhalb des Datensatzes um 2,5 Prozent im
Vergleich zum ursprünglichen PrepNet.

Preface
Digital disruption and the impact of
coronavirus will bring the 2030
technological advancement earlier
than predicted
Enamul Haque, The Ultimate Modern
Guide to Artificial Intelligence
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Chapter 1

Introduction
1.1

Use-case: Against cross-dataset variability in Computed
Tomography scans

In the contemporary world, the usage and quantity of data in all forms have increased
significantly. One area that had drastic improvements, by utilizing the vast amount of
data, is the domain of automated modern diagnostic. To detect and treat diseases efficiently the analysis of medical images is crucial. The spectrum of different imaging
procedures used in the medical field is vast and includes Computed Tomography (CT),
Magnetic Resonance Imaging (MRI), Positron Emission Tomography (PET), Ultrasonography (US), and many more. Each of these procedures requires complex devices. For
example, CT scans originate from CT scanners which consist of a rotating X-ray tube taking measurements from different angles and also utilize a computer to process the data
into CT scans. With multiple vendors that produce CT scanners (E.g. Siemens, Fujifilm,
GE Healthcare) it is no surprise that the resulting CT scans are often irregular. This is
additionally elevated by distinct scanning protocols, further aggravating the problem.
As we can see in figure 1.1 the variance caused by different vendors is visible. Even a
trained radiologist might need time to adjust to this change if he was not already trained
for it.

Figure 1.1: Variance of CT scans caused by different vendors. On the left a CT scan
from Siemens [1] on a recent publication on COVID-19 and on the right CT scan from a
Shimadzu Corporation device. [2].
Lately, the usage of machine learning methods for classification tasks has drastically in5

6

Chapter 1. Introduction

creased with several publications every week. The area of automated medical image
classification is no exception. Deep neural networks (DNN) [3] are part of the machine
learning domain and are used for many purposes, where one of them is the classification of CT scans for diagnosing respiratory diseases. To ensure accurate diagnosis valid
training data is essential. Consequently, the previously mentioned concern of data variance becomes a serious problem. This is especially crucial in a field where the decision
of a neural network could decide the fate of a person. Thus the classification process
can not tolerate any miss-classification and is consequently dependent on the usage of
homogeneous training data.

1.2

Setting and domain

The novel coronavirus disease (COVID-19) affected the world tremendously after its
emergence at the end of 2019. As of the 8th April 2021, the rapidly spreading virus
has infected over 150 million people and caused over 3 million deaths worldwide. It
still restricts us to this day. To contribute to the research on COVID-19, deep learning
researchers have put tremendous effort into the diagnosis of the novel virus using chest
CT and X-ray images. Currently, the world relies on the real-time reverse transcriptionpolymerase chain reaction (RT-PCR) for COVID-19 diagnosis [4]. However, this method
has its limitations as the isolation of the nucleic acids is often insufficient in amount and
quality [5]. This can lead to false-negative results [6]. A further limitation is a need
for both human effort and expert knowledge. Thus, an alternative method that can
automate, assist or replace the RT-PCR test can have a meaningful impact. Various deep
learning architectures have found extensive use in the accurate COVID-19 diagnosis
using different public datasets. This is why we selected the classification of COVID-19 as
an exemplary task in our research to validate our approach in minimizing cross-dataset
variability like it is shown in figure 1.2.

Figure 1.2: The difference in CT scans from public COVID-19 datasets, caused by the
use of different technologies and imaging protocols. The left image is a sample from the
SARS-COV-2 dataset [7] and the right from the UCSD COVID-CT dataset [8].
Different approaches in minimizing cross-dataset variance
There are multiple known methods in dealing with cross-dataset variation in images.
One approach is Transfer-learning [9]. With Transfer-learning a model that is pretrained on one domain is fine-tuned on another domain. With this method, the model
builds upon the information that is learned from the first domain leading to easier acclimatization to the second domain. The aforementioned approach could also be used to
minimize the effect of cross-dataset variability. The idea is to train a model on multiple
domains in a supervised manner that focuses on only important features for diagnosis.

1.2. Setting and domain
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Another approach would be to create images with a generative neural network (e.g.
Auto-encoder) and utilizing the artificial data for the training of a diagnostic classifier.
Possible mappings of the data include:
• Creating images without features from the other domains building a novel normalized dataset for training [10].
• Transfer the style of all heterogeneous datasets to resemble one already existing
dataset by mapping all other domains to that one. [11].
The first prospect seems to be more approachable, as the modification to the images is
less drastic. The second case would make the validation of the new images easier as we
can include the existing dataset in the loss function. When generating new images it
is crucial to preserve features that are used for the diagnosis, while removing features
unique to the specific domain it originated from (E.g. artifacts, color shift, intensity, high
contrast).

Problem statement
Intending to create a usable approach in minimizing cross-dataset variation we use the
recently introduced DNN architecture of proposed by Amirian et al.[10] to build upon
and aim to improve his current solution named PrepNet. PrepNet is a neural network
architecture designed to minimize the variation of multiple COVID-19 CT scan datasets,
using an auto-encoder in combination with a technology classifier. The intention of
PrepNet is the generation of dataset independent training data by removing datasetspecific features from CT scans.
To validate this approach a diagnostic COVID-19 classifier is trained and validated with
two heterogeneous CT scan datasets, where one dataset is used for training and the other
for validation. The same classifier is then trained using the generated data from PrepNet
to increase the COVID-19 prediction accuracy. The approach shows promising results
by achieving an average accuracy increase of +15.57 percent points when training and
validating on different datasets. The drawback of this method is an average decrease of
-4.91 percent points when training and validating on the same dataset. This indicates
a loss in COVID-19 related features when homogenizing the imaging style with PrepNet. Additionally, by observing the generated images, severe artifacts and high contrast
between images were discovered, as seen in figure 1.3.

Figure 1.3: High contrast created by normalization with PrepNet. On the left the original
CT scan and on the right the normalized image. [10]
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Objective and goals
In the scope of our research we will,
• review the basic theory behind the components used in PrepNet (auto-encoders
and CNNs) with the addition of other medical image generation approaches.
• conduct a complete analysis of PrepNet scrutinizing every single component and
the combined training to get a throughout understanding of the existing architecture.
• conduct a literature review in the area of COVID-19 medical image classification
to gives insight on recent advances in COVID-19 diagnosis with DNNs, while also
introducing various other backbone architectures.
• review recent works in the area of medical image generation that introduce alternative approaches in generating homogeneous training data.
• reassess other literature in the area of cross-dataset variance minimization that
introduces novel approaches on domain adaption and shared latent spaces.
• alter the existing PrepNet by changing the training process and architecture to increase the homogeneity of the generated COVID-19 CT scans without deteriorating
diagnostic features.
As the state of the code that was used to produce the results shown in the paper of
PrepNet [10] is no longer available, we will start our experiments with a reconstruction
of PrepNet, on which we will base our further experiments. To enhance the performance
of PrepNet we will alter the architecture and training process in various ways and also
introduce new data preprocessing.
Contribution of Thesis
The main contributions of this thesis are:
• Our thesis contributes to the area of medical cross-dataset variance minimization
by enhancing the performance and stability of the existing PrepNet architecture
making it a valid solution when using variant medical datasets for training.
• We discover major instability in the training process of PrepNet using cross-dataset
validation and aim to solve this problem.
• We explore methods to backpropagate the COVID-19 classification loss over the
auto-encoder with a single gradient which improves the stability and same-dataset
validation performance of the PrepNet.
• We introduce end-to-end training to PrepNet, combining the training of the autoencoder, imaging technology minimizer, and COVID-19 classifier. We define its
limitations and suggest further improvements to this method.
• We introduce novel approaches to the PrepNet architecture that stabilize the training and enhance its performance. The first approach is an up-sampling method to
tackle imbalances in the dataset’s sample sizes. The second approach is a grayscaling method to standardize medical data input in transfer learning.
• We investigate the use of data augmentation on the training data. We demonstrate
its improvements within dataset classification and limitations in cross-dataset validation and propose alternative approaches that use synthetic augmentation methods.

Chapter 2

Theoretical basis
This chapter focuses on the theoretical foundation of the basic components used in the
PrepNet architecture. With our interest in conducting meaningful experiments that enhance the current architecture, it is necessary to get a thorough understanding of the
theory behind CNNs and auto-encoders. Additionally, we assess generative adversarial
neural networks (GANs) to acquire insight into more diverse alterations in the PrepNet
architecture for future works.

2.1

Convolutional Neural Networks

Convolutional neural networks (CNN) are inspired by the way animals process optical
information within their visual cortex. The arrangements of neurons in that area are
sensitive to only a small sub-region of the receptive field. The sub-regions are combined
to cover the whole receptive field. CNNs follow a similar approach by using so-called
filters or kernels, to create feature maps of the visual input. Each feature map contains
a sub-set of the whole visual information. To use the visual data as input for a neural
network, it is represented as a grid of values that correspond to RGB values of the pixels.

Convolutional layer
The most important building block of a CNN model is the convolutional layer. The
parameters of this layer are represented as filters which are commonly two-dimensional
grids (see figure 2.1) with trainable values. The filters multiply the values in a given
area of the image by the trained factor and its sum is then placed in the feature map.
After calculating this value the filter is shifted by a so-called stride (common values are
1 or 2) in any direction until the full input is covered and a full feature map is created.
Since only the center value is filled with each filter computation, the border values are
still empty. This can be solved by adding padding outside the image’s border. This allows
the filter to create a full feature map without reducing the shape of the output.
9
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Figure 2.1: Explanatory illustration of Edge detecting filter creating a feature map by
adding together the values in a 2D area by a factor.

Pooling layer
After the convolutional layer, it is common to use a pooling layer to reduce the dimension
of the output. The most common pooling type is max pooling. It only forwards the
highest value of an area to the output. Common hyperparameters for pooling layers are a
2x2 area with a stride of 2. This way the output dimensions are halved. A common CNN
architecture incorporates numerous convolutional layers and following pooling layers to
reduce the dimension of the output until the final feature maps are mapped to a fully
connected layer for classification, as seen in figure 2.2.

Figure 2.2: Common CNN architecture containing a cascade of convolutional layers
with pooling. The final feature maps are mapped on a fully connected linear layer for
classification.

Activation function
It is common practice to use an activation function on the output values of neural network layers. Often used activation’s are sigmoid f (x) = 1+e1− x , tanh and rectified linear
unit (ReLU) [12]. ReLU is frequently used and also quite simple to compute. ReLU describes the function f (x) = max(0, x) which replaces any negative values with 0. Many
years of experimenting have shown that ReLU is very efficient for the convergence of
stochastic gradient descent. ReLU activation can have the problem of overflowing gradients provoked by high learning rates. The usage of leaky ReLU can solve this problem
by allowing a small negative value for x < 0 instead of 0.

2.2. Auto-encoders
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Backpropagation
When training a neural network the created output ŷ is compared with a desired output y with the use of a cost function Jθ (y, ŷ). This cost value is then backpropagated
through the network until each trainable unit of the network has an associated error.
The backpropagation algorithm computes the gradients of the units according to their
weights. Next, an optimization algorithm is used to update the weights of the neural network depending on their gradients. Often used optimization algorithms in deep learning
are gradient descent, stochastic gradient descent [13] and adaptive moment estimation
(Adam) [14]. In PrepNet we use AdamW as optimizer [15].

2.2

Auto-encoders

Auto-encoders are a generative type of neural network that attempts to reproduce a
given input after encoding it. The input which is often an image is first reduced to an
embedding space using an encoder. A decoder reproduces the embedding space into
a copy of the original input. By doing so the network is forced to learn the important
features of the input since the embedded data has reduced dimensionality acting as the
bottleneck. To reproduce the input accurately the auto-encoder has to learn only the
important features of the input. Mathematically the function of an auto-encoder can be
defined as
D(E(X)) = X̂

(2.1)

where X is the given input and X̂ is the created copy of the input by using the encoder
E and the decoder D. The loss function can be defined as a minimization of the expected distance between the output of the decoder and the input. The learning aspect is
unsupervised as there are no labels to determine the correctness of the result. Often the
L2-Norm is used as the reconstruction loss function for convolutional auto-encoders.

Figure 2.3: Auto-encoder consisting of encoder and decoder mapping a CT-scan to an
embedded space and reconstructing with an decoder.
To make sure the auto-encoder does not just learn the identity function thus not learning
any crucial features in the process we have to regulate the auto-encoder. One way to do
this is the introduction of a bottleneck in form of the embedded layer. If the dimension
of the embedded layer is too small to store all the information the encoder is forced to
only learn the most important features needed to reconstruct the image. If the embedded
space is larger than needed, the auto-encoder will learn the exact features of the training
samples leading to severe overfitting. Consequently, it is crucial to provide adequate
training samples to not allow the network to index each input sample for reconstruction,
hence causing the network to overfit the training data.

12
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2.3

Generative adversarial nets

Generative adversarial networks (see figure 2.4) where introduced in 2014 by Ian J.
Goodfellow et al. [16]. His work was groundbreaking in the area of generative neural
networks and to this day his approach is used in many variations of the original GAN
network (eg. StyleGAN [17], ProgGAN [18]). GANs consist of two major components:
Firstly, a generator G which uses noise variables z coming form the distribution pz (z)
to create a mapping to the data space described as G(z; θg ). G represents a neural
network with the parameters θg . Secondly, a discriminator D which uses the outputs of
G and the real data to classify if the input came from the generator G or the actual data
D(x; θd ). The network is then trained in an adversarial way where the generator G tries
to minimize the classification performance of the discriminator log(1 − D(G(z))) while
the discriminator tries to maximize its classification ability.

minmaxV (D, G) = [logD(x) | x ∈ pdata (x)] + [log(1 − D(G(z))) | z ∈ pz (z)]
G

D

(2.2)

Figure 2.4: GAN architecture with generator using noisy input from latent space to
create fake data that is then classified by a discriminator to be real or fake.

2.4

Progressive growing adversarial nets

One of the biggest shortcomings of generative adversarial networks is the unstable training process which was addressed in the work of Tero Karras et al. [18] introducing progressive growing GANs (ProgGAN). The main contribution of his work was a training
methodology for GANs where we start with low resolution images and slowly increasing
the layers of the generator and discriminator, as seen in figure 2.5 to create higher resolution images. One of the most problematic aspects of GAN training which is unhealthy
competition between the discriminator and the generator is less likely with to occur in
ProgGANs.
Progressive GANs are commonly used in medical image processing [19] making them
even more interesting for our work and maybe an alternative to the auto-encoder of
PrepNet. During multiple experiments with the PrepNet architecture we could observe
unstable training with a lot of variation in the validation dataset which makes the possible usage of a progressive GAN appealing.

2.5. StyleGAN
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Figure 2.5: Training process of progressive GAN visualized. By adding more layers over
the the training process the stability and quality of generated images is vastly increased.

2.5

StyleGAN

StyleGANs are the work of Tero Karras et al. [17] which introduces an alternative architecture for GANs that allows the unsupervised separation of high-level image attributes.
In an attempt to control the image synthesis process, the generator begins with constant
input and adjusts the "style" at each layer according to the latent code. This novel approach separates high-level attributes like pose and identity from variations like freckles
and hair enabling increased control of the generation process.
In traditional GANs the input from the latent space z ∈ Z is given only through an input layer, as opposed to StyleGAN where the input is first mapped to an intermediate
latent space w ∈ W . This latent space then controls the generator using adaptive instance normalization (AdaIN) [20]. The latent space affects each convolution layer of
the synthesis network G and adds Gaussian noise after each convolution. The added
noise input allows the generator to create stochastic details for the image.

Figure 2.6: StyleGAN architecture with intermediate latent space W which enables more
control of the generated images.

Chapter 3

Literature review
Medical image classification is an area that has been comprehensively studied in recent
years even more with the emergence of the novel coronavirus. In this chapter, we first
review the literature on COVID-19 detection using CT and X-ray images. X-ray has been
used mostly due to its low cost and low risk from radiation hazards to human health [21]
[22]. However, detecting COVID-19 in X-ray images is a relatively complicated task and
the detection procedure has a high error rate [23]. CT images in comparison are more
precise but also far more expensive [24]. In the second part of this chapter, we review
related work in the field of medical image generation to give us a throughout understanding of common approaches in generating medical image data. Lastly, we conduct
further research in existing work about data homogenization and domain adaptation to
discover further approaches in tackling cross-datasets variance within the deep learning
domain.

3.1

Current COVID-19 DL classification research

The large majority of related work for COVID-19 diagnostic targets COVID-19 CT scan
classification. Convolutional neural networks (CNN) and transfer learning are popular
choices among the reviewed papers. The Residual Network (ResNet) is used in many
works as a backbone for feature extraction [25], [26], [27], [28]. Table 3.1 shows an
overview of the most recent COVID-19 DL classification works together with the used
method, information on the preprocessing and datasets used, and the final performance.

Enhanced Deep Neural Networks for Detection of COVID-19 from Chest CT Images
Through Bigger, More Diverse Learning [29]
This work focuses on introducing the successor of COVID-Net CT which is a deep neural
network architecture used to detect pneumonia and COVID-19 in top-down CT scans.
The architecture itself introduces PRPE blocks which consist of convolutional and socalled "replicator" layers. The design seems to be less complex than the often used
ResNet-50[33]. Interesting about the network is the usage of long-range connections
inside the model as seen in figure 3.1. The design is the result of automatic machinedriven network exploration and has high generalization capabilities. The testing results
of the network achieved between 94.5 up to 98.1 % accuracy using the different sized
versions of the model.
14
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Covid-19 classification research summary
Preprocessing

Name

Method

Enhanced Deep Neural Networks [29]

new architecture (COVIDNet CT2)

selected
datasets

various

201,103 images, 3 labels, multinational

COVID-19 Detection Trough Transfer
Learning [30]

VGG19 Model as Backbone (various architectures
tested)
CRNet (CNN Network)

gray-scaling, N-CLAHE,
augmentations

349 positive 397 negative (CT scans)

Sample-Efficient
COVID-19 [31]

Deep

Learning

for

Multi-task deep learning based CT imaging analysis for COVID-19 neumonia:
Classification and segmentation [32]
Deep learning-based multi-view fusion
model for screening 2019 novel coronavirus pneumonia: a multicentre study
[25]
Application of deep learning technique to
manage covid-19 in routine clinical practice using ct images: Results of 10 convolutional neural networks [26]
Coronavirus (covid-19) classification using deep features fusion and ranking
technique [27]

Encoder, decoder for image reconstruction/infection
segmentation, NN lassification
ResNet50

over

Dataset

349 positive / 143 patients 349 negative / 397
negative
1,396 total images from
3 datasets with 3 labels

Segmentation,
Rescaling, Multi-view Fusion

368 COVID-19 Patients,
127 Patients with Other
Pneumonia

ResNet-101, Xception

Different Methods

108 COVID-19, 86 NonCOVID-19 Patients

VGG-16, GoogleNet and
ResNet-50 (Feature Extraction)

Two Different
Datasets

Patch

108 COVID-19, 86 NonCOVID-19 Patients

Performance
Criteria (%)
ACC=98.1,
Sensitivity=96.2,
PPV=96.7
ACC=79 (CT
scans)
99
(ultrasound)
AUC=94
F1-Score=85
ACC=86
AUC=97
ACC=94.67
Sens=96
Spec=92
ACC=76
Sens=81.1
Spec=61.5
AUC=99.4
ACC=99.02
Sens=98.4
Spec=100
Acc=98.27
Sens=98.93
Spec=97.60
Pre=97.63
F1-Score=98.3

Table 3.1: Overview over most recent COVID-19 classification research showing the used
method in combination with preprocessing, dataset and performance

Figure 3.1: COVID-Net Ct2 architecture with long-range connections. [33]

The most noteworthy for our research is the dataset used for validation and training.
The benchmark datasets created in this work contain a total of 194,922 CT scans from
3745 patients for set A up to 201,103 CT scans of 4,501 patients for set B. The dataset
contains samples from around the world and different age groups resulting in high variance between the CT scans.
Besides the accuracy, the authors also report the sensitivity and the positive predictive
value (PPV) metric for evaluation. While our work only uses a fraction of the data used
in this work ( 3000 vs 200,000 CT scans) it still gives us an impressive insight into how
the architecture of a classifier can influence the generalization of multinational datasets.
The distribution of the created benchmark datasets is shown in figure 3.2.
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Figure 3.2: balance of benchmark data-sets used. [33]
COVID-19 Detection Through Transfer Learning Using Multimodal Imaging Data
[30]
This work focuses on the effect of transfer learning on various medical image types
(CT Scan, X-Ray, Ultrasound). The work utilizes several known image classification
architectures like VGG16 [34], Xception [35], ResNet [36], DenseNet [37] and more.
The results show that depending on the medical image type the performance can change
drastically. The usage of ultrasound images achieves the highest results overall tested
network architectures with an F1 score [38] of 0.99 on various architectures while X-Ray
and CT scan fare quite similar to each other with F1 scores of around 0.8. The generally
best performing model on all medical image types was the VGG19 architecture. This
explains the use of VGG19 as the backbone network for the COVID-19 and imaging
classifier in PrepNet.
Quite useful in this work is the preprocessing pipeline which includes conversion to
grayscale, applying Contrast Limited Adaptive Histogram Equalization (N-CLAHE) [39],
converting back to color, resizing, and augmentations. Conversion to grayscale before
using N-CLAHE is useful to reduce the dimension of the image while N-CLAHE adjusts
the intensity contrast of the image and enhances small details. While PrepNet uses
histogram equalization it may be an option to use N-CLAHE instead. The final data
augmentation consists of horizontal flips, rotations, and shifts in width and height. It is
worth mentioning that horizontal flips are not used in this work as chest X-Rays are not
symmetrical.
Multi-task deep learning based CT imaging analysis for COVID-19 pneumonia:
Classification and segmentation [32]
This research work targets multi-task learning (simultaneous diagnosis, segmentation,
and reconstruction).
In this work [32], the authors propose an architecture based on three different tasks:
an image reconstruction task, a COVID-19 lesion segmentation task, and a classification
task between COVID-19 vs Normal vs other infection cases (Figure 3.3). The method
uses hard parameter sharing to share parameters among the different tasks. Amyar et
al. use a common encoder for all the tasks that takes 2D CT scans as input. These images
first propagate through the reconstruction decoder, then the segmentation decoder, and
at the end the classification netowork with a multi-layer perceptron.

3.2. Generative architectures for medical images
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Figure 3.3: The proposed architecture with an encoder, two decoder for image reconstruction and infection segmentation and fully connected layers for classification [32].
This method used the Adam optimizer with mini batches of 4 CT scans and a learning
rate of 1e − 5. For the reconstruction task, the authors used a mean-squared error loss
function (Lrecon ). For the segmentation they used a dice coefficient loss(Lseg ), and for
classification a binary cross-entropy loss (Lclass ). The combined loss function is defined
as:
Lglob = Lrecon + Lseg + Lclass
(3.1)
The method was validated using the dice coefficient, accuracy, sensibility, specificity, and
the area under the receiver operating characteristic (ROC) curve [40]. In one experiment, the authors focused on the segmentation and compared results with a U-NET [41].
They achieved a dice coefficient of 88pp which is 10.4pp higher than the performance
of U-NET. The accuracy is roughly 12pp higher as well.
In another experiment, the authors compared the model to other state-of-the-art models
for the diagnostic classification task. Their model achieved an accuracy of 94.67pp which
is 4pp better than Efficient-Net [42], the best performing alternative.

3.2

Generative architectures for medical images

A primary problem in medical image analysis is the often limited dataset size. A solution is the use of generative networks to create additional training data. There are
several possible approaches to generating image data. Generative adversarial networks
(GAN [16]) focus on generating images that are indigestible from real data while autoencoders focus on generating identical copies of existing data. While PrepNet uses an
auto-encoder we also want to explore the possibility of using a variation of the GAN
network.
Overcoming Barriers to Data Sharing with Medical Image Generation: A Comprehensive Evaluation [43]
This work focuses on the generation of medical images using GAN’s to overcome the privacy barrier we often face while working with medical data, i.e. we can generate more
images. While there is a vast amount of possible training data for medical machine
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learning, only a subset is available to the public due to privacy issues. A GAN that can
generate medical data from patient data while keeping the important medical features
still intact could overcome this problem.
The architecture of the paper called cpD-GAN is based upon the prog-GAN [18] network
which is often used in medical image generation [19] and is known to have improved
quality, stability, and variation in comparison with normal GAN’s. The author used two
benchmark datasets and assessed the cpD-GAN over both of them in comparison with
the prog-GAN. The novel cpD-GAN got better area under the ROC curve (AUC) scores
(0.0206 ± 0.01) in comparison to the prog-GAN with (0.0495 ± 0.0276) when used on
their chest radio-graph dataset.
While not solving the problem of diversity from multiple datasets, this work shows the
generative ability of GAN networks especially the progGAN in the domain of medical
image generation.

3.3

Domain adaption and data homogenization research

The large variability in datasets is a problem in many research areas involving deep
neural networks. It is quite a challenge to prepare training data that is neither biased,
unbalanced, or heterogeneous. The research area of domain adaptation has the goal
of combining domains by using a network trained in one domain to be fine-tuned in
another domain. Data homogenization can be achieved by either combining domains or
mapping domains to each other.
Post-Hoc Domain Adaptation via Guided Data Homogenization
The concept of transfer learning is to use the knowledge learned by solving one task,
to help solve a second different task. One way to do this is to use a model, trained in
one domain, for another domain that shows underlying commonalities with the first.
[44]. Domain adaption is an area where a mismatch in either the input space or data
distribution is addressed. In the work of [45], the authors propose domain adaptation
through homogenization of the data in a post-hoc-manner, which means the data has
already been seen by the network before the training process.
A neural network that performs reasonably well on a source data set A, do not necessarily perform well on a target data set B. One main reason is that the distribution on data
set B is different, which means that the neural network is not capable of generalizing
well. The purpose of the proposed method is to regain the network’s performance by
learning a transformation ρ that adjusts B.
To achieve this, Willis & Oala define a dissimilarity-score between ρ(B) and A which is
minimized. ρ is optimized by the use of backpropagation so that the distribution of target
B gets as close to source A as possible. For a given feature map ϕ the dissimilarity-score
is defined as:
Lϕ (A, B) = kµ(ϕ(A))µ(ϕ(B))k2 + σ 2 (ϕ(A))σ 2 (ϕ(B))

2

(3.2)

For validating their experiments, the authors used the CIFAR-10 data set and reserved
less than one percent as data set B, which is additionally perturbed. After the homogenization of data set B, the accuracy of an unseen validation set was measured. Without
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homogenization, the validation sets accuracy was 26 percent. With their best experiment, it improved to an accuracy of 88.2 percent. This is still far from the 99.8 percent
accuracy on data set A and B without perpetuation but shows a significant improvement.
Unsupervised MRI Homogenization: Application to Pediatric Anterior Visual Pathway Segmentation [46]
Due to the lack of standardization in magnetic resonance imaging (MRI) protocols, a
strong variance is found between different datasets. This work presents a deep learning
architecture for the homogenization of MRI scans that additionally provides a segmentation map of important regions. The approach is based upon variational auto-encoders
(VAE)[47] with cycle generative adversarial networks [48]. The variance in MRI scans
lies within the intensity of the generated scans. A common approach is the usage of
histogram-matching techniques [49] as preprocessing to counter this problem. Some
recent works have presented neural networks to perform unsupervised image-to-image
translation [48] [11]. Those works introduce the concept of a shared-latent space between the different datasets. The paper introduces a general multi-protocol MRI homogenization network that maps all images to a combined protocol. The introduced UNIT
architecture consists of two encoders and generators. The encoders map two domains
to a shared latent space as seen in Figure 3.4. The generators map the latent space back
to images which are then used on the discriminators similar to GAN’s.

Figure 3.4: UNIT architecture mapping different domains to a shared latent space. [32].
The goal of this approach is to find the joint distribution PX1 ,X2 of two MRI protocols
X1 , X2 . The assumption is that a variable z ∈ Z in the latent space can represent both
inputs and also recover both separately. E1 and E2 are encoders that map X1 and X2 to
the latent space. The generators G1 , G2 reconstruct X1 , X2 . The training includes two
adversarial discriminators D1 , D2 used to optimize the loss function:
arg

min

max LU N IT (E1 , E2 , G1 , G2 , D1 , D2 )

E1 ,E2 ,G1 ,G2 D1 ,D2

(3.3)

The architecture then uses the networks to switch between different domains.F1→2 =
G2 (E1 (X)) and F2→1 = G1 (E2 ()) represent the mapping functions used for this. The
definition of the mapping mixes encoder and generator of different domains together.
The paper proposes a generalized UNIT architecture (G-UNIT) removing the restriction
of only two domains by simultaneously training the latent space for all domains. The
loss function is then generalized as:
n
X
LG−U N IT =
LV AEi (Ei , Gi ) + LGANi (Ei , Gi , Di ) + LCCi (E1 , G1 , ..., En , Gn ) (3.4)
i=1

20

Chapter 3. Literature review

It would be interesting to use the proposed G-UNIT network for further research as it
has already shown promising results with MRI scans which could be transferred to CT
scans.

Chapter 4

Method
4.1

PrepNet: A complete analysis

In this chapter, we will conduct an comprehensive study on PrepNet. PrepNet is a neural
network architecture that consists of an auto-encoder, a discriminator and a COVID-19
classifier. The goal of PrepNet is to minimize the variability in different medical datasets,
caused by the different imaging technologies, while retaining the important features for
image classification. For this, PrepNet uses two or more datasets as input for training
the autoencoder and uses the reconstructed images as training input for the classifier.
The COVID-19 classifier divides the CT-scans according to positive or negative Covid-19
cases. In this sense, we aim to increase the classifier performance when using different
training datasets coming from different centers. We next review, each of the core components of PrepNet.

Dataset
PrepNet uses two heterogeneous datasets namely SARS-COV-2 [7] and UCSD COVID-CT
[8] to validate the quality of the generated data. The first dataset has its origin in Brazil
while the second comes from China. The two datasets make an excellent example since
the heterogeneity is visible as seen in figure 4.1. One major concern we have is the
internal variance in the dataset UCSD COVID-CT. As we can observe in figure 4.1 the
left image has high contrast with red arrows obscuring the lung while the second and
third image from the same dataset shows higher contrast. We fear that the auto-encoder
may have trouble learning with a dataset with inconsistent imaging features. Nerveless
we will utilize both existing datasets in our further experiments as we want to use the
original work as a benchmark for our improvements.
The size of both datasets is uneven with SARS-COV-2 having 2924 CT-scans while UCSD
COVID-CT has 740. This could lead to the prioritizing of the SARS-COV-2 imaging technology, this could be solved by including up-sampling in the preprocessing pipeline. The
proportion used for training, validation, and testing can be found in table 4.1. The distribution between negative and positive samples is almost even for the UCSD COVID-CT
dataset with 394 negative and 346 positive samples. The SARS-COV-2 dataset contains
significantly more positive samples (2167) than negative ones (756).
21
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Figure 4.1: CT-scans from SARS-COV-2 [7] on the top with bright features compared to
UCSD COVID-CT[8] CT-scans with high contrast.

Dataset
SARS-COV-2 [7]
UCSD COVID-CT [8]

Type

Size

Country

2D CT
2D CT

Various
Various

Brazil
China

Dataset portions
Train
Validation
2, 046 (70%)
423 (57%)

439 (15%)
116 (16%)

Test
439 (15%)
201 (27%)

Table 4.1: Used datasets and data splits for training, testing and validation.

Auto-encoder
The auto-encoder is based on an encoder-decoder architecture that uses a combination
of convolutional layers and Relu activation, max-pooling, and skip connections. The
encoder is based on the VGG16 network but without the final linear layers and the softmax classification layer, typical to VGG16 networks. Instead, the output of the VGG16
encoder runs through an additional pooling layer into the center layer, which is the
bottleneck of the model also called embedded space. After the center block, we mirror our encoder to obtain the decoder, which consists of several convolutional blocks
with batch normalization followed by upsampling layers until the original resolution is
obtained. It is worth mentioning that during our research, we modified the architecture and performed multiple experiments to evaluate the reconstruction accuracy of the
model. Figure 4.3 shows the detailed architecture of the auto-encoder used in PrepNet.
In more detail, the task of the auto-encoder is to generate images that resemble the
original image, while removing the features that are unique to the imaging technology.
To do so, three losses were introduced. First, we have the reconstruction loss which
given an image from the labeled dataset D = {(X n , y n , pn }N
n , calculates the difference
n
between the reconstructed image X̂Pand the original image X n . This is done by using
the sum of the second matrix norm n ||X n − X̂ n ||22 . The reconstruction loss should be
as low as possible during training as it is desirable to generate images that resemble the
original. In parallel, it is necessary to remove features that are unique to the imaging
technology. This process will inevitably lead to an increase of the reconstruction loss
making them adversarial goals.
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The second loss of the auto-encoder is the forget imaging loss denoted as Lpseu . This
loss function uses a random pseudo label p̂n for the imaging technology which is taken
from a normal distribution and the classification of the imaging P
classifier for the given
n pn log p̂n . This loss
image pn . The pseudo imaging loss is then defined by: Lpseu =
leads the training towards creating images that are more dataset independent minimizing the cross dataset difference.
Training the auto-encoder first starts with a warm-up of 20 epochs where only the reconstruction loss is used. After the warm-up, the training with the combined loss is
started.
Lauto = Lrec + Lpseud

Figure 4.2: Auto-encoder architecture with convolution layers and skip connections
based on the U-Net architecture [41].

Imaging classifier
The imaging classifier has the task to find out to which dataset the reconstructed images
X̂ n belong to. The backbone used for this task is the VGG19 network [34] and modified
to classify only 2 labels. In later experiments, we increase the total amount of different
imaging technologies to 3. The VGG19 network is used with pre-trained weights from
the ImagNet dataset. It is suited for this task due to its simplicity while still holding high
performance.
To train the imaging classifier, we define the imaging loss Limg as the P
cross-entropyk
k
loss on the predicted imaging label and the actual imaging label Limg =
k (p log p̂ ).
A small imaging loss thus means that either the classifier has high performance or that
the generated images are heterogeneous. While we want to have a good-performing
imaging classifier as a baseline we also want to be able to fool this classifier with the
generated images from the auto-encoder. To achieve this, the imaging classifier is first
warmed up for 2 epochs using only the imaging loss Limg . We then train the classifier
together with the auto-encoder using the aforementioned mentioned pseudo imaging
loss Lpseudo instead of the imaging loss Limg .
COVID-19 classifier
The COVID-19 classifier used in PrepNet is based on the VGG19 architecture, where we
only change the final layers used for classification. The task of the COVID-19 classifier
is to determine if the given CT scan image contains COVID-19 related features. Due
to its simplicity and comparably high performance, the VGG19 architecture [34] was
used with pre-trained weights on the ImageNet dataset. It is important to mention that
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Figure 4.3: Adapted VGG19 architecture [34] for classification of imaging technology
with changes in the final linear layers.
the goal of PrepNet is not to achieve high COVID-19 classification performance compared to other recent works. Instead, the objective is to reduce cross-dataset variation
between COVID-19 datasets, without removing COVID-19 related features, to increases
the performance of a COVID-19 classifier.
We use as a baseline, the original’s Prepnet COVID-19 classifier trained on two datasets,
namely the SARS-COV 2 [7] and UCSD COVID-CT [8] datasets. While achieving high
performance when using the same dataset for training and validation, the COVID-19
classifier has impaired performance when using different datasets for training and validation. This shows the problem of the cross-dataset variability in CT scans. The goal
of PrepNet is to increase the cross-dataset performance while keeping the same-dataset
performance stable.
As loss function Lcovid for the COVID-19 classifier we use the binary cross-entropy between the predicted label ŷn and the actual COVID-19 label yn . Additionally, to tackle the
problem of in-balanced data, the balanced accuracy metric (BA) is used BA = TPP + TNN ,
where TP and TN denote the true positive and TN true negative samples respectively.
Training process
PrepNet is trained in 4 steps. First, the auto-encoder is warmed up over 20 epochs using
only the reconstruction loss Lrec .
phase1 : (20 epochs) Ltotal = Lrec
After that, a warm up of the imaging classifier over 2 epochs with the imaging loss Limg
alone is performed.
phase2 : (2 epochs) Ltotal = Limg
These 2 epochs use the auto-encoder to generate copies of the input images, whilst
the imaging classifier learns to assign the images to their corresponding datasets type.
Our main goal is to generate images that can fool the imaging classifier by removing
features unique to the dataset they belong to. To do so, we train the auto-encoder
and the imaging classifier with a combination of the forget imaging loss Lpseu and the
reconstruction loss Lrec . over a total of 50 epochs.
phase3 : (50 epochs) Ltotal = Lpseu + Lrec

4.1. PrepNet: A complete analysis
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Lastly, we train the COVID-19 classifier with the data generated from the auto-encoder
and validate our results with different datasets.
phase4 : (30 epochs) Ltotal = Lcovid +

Loss-functions and combined training
PrepNet combines the imaging classifier, COVID-19 classifier, and auto-encoder into a
single network. While training every single component of the network is straightforward, training the combined model is challenging. We define the auto-encoder as a
combination of encoder Eauto and decoder Dauto . So the process of creating a new image is described as Dauto (Eauto (Xn )) = X̂n , where Xn is the input image. We train the
encoder and decoder to generate high-quality copies of the original image by minimizing
the absolute sum of the difference between the original and generated image:
X
minθEa ,Da
|Xn − X̂n |
(4.1)
n=0

To achieve a more stable training, it is necessary to warm up the auto-encoder before
training in combination with the imaging classifier denoted here as Eimg . Warming
up the imaging classifier Eimg before combined training has the same reason. After
Eauto , Dauto , Eimg are warmed up we can start with the combined training. The combined loss then consists of Lpseu plus Lrec .
The forget imaging loss Lpseu is defined as the L1-loss between the pseudo label p̂n and
the classifier’s prediction on the reconstructed image Eimg (X̂n ) = pn . The pseudo label
is chosen randomly from a normal Gaussian distribution with an mean value of µ = 0
and a standard deviation of σ = 0.005.
(x−µ)2
1
p(x) = √
(4.2)
e− 2σ2
2πσ 2
The auto-encoder then tries to minimize the combination of Lrec and Lpseu , which means
that the generated images need to be as close to the original as possible to keep the
reconstruction loss Lrec low, but at the same time, it also needs to reduce the dataset
dependent features to get a low forget imaging loss Lpseu :
minθEa ,Da (

X

n=0

|Xn − X̂n | +

X

|pn − p̂n |)

(4.3)

n=0

A lower forget imaging loss Lpseu will undoubtedly lead to an increase of the reconstruction loss Lrec which is why both components are hard to train similar with adversarial
training. In our experiments, we trained PrepNet on 2 different datasets SARS-COV-2
[7] and UCSD COVID-CT [8]. During training, The auto-encoder uses images from both
datasets. The COVID-19 classifier Ecov is trained on all available datasets with a single
exception which is then used for the validation and testing. For the first tests, we use
the original two datasets.
Case 1: Lower cross-dataset, higher same-dataset accuracy
A lower cross-dataset COVID-19 detection accuracy indicates that the reconstructed images still contain many features unique to a specific dataset.
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Test dataset →
Dataset portion
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Train

SARS-COV-2
Validation
Test

Average

Train

Training dataset ↓

UCSD COVID-CT
Validation
Test

Average

Within Test
Average

Cross-Dataset
Average

0.4914
0.8106

0.4372
-

0.8590
(Baseline)

0.3402
(Baseline)

0.4041
0.7550

0.4028
-

0.8099
(−4.91%)

0.4959
(+15.57%)

Original [10]

SARS-COV-2
UCSD COVID-CT

0.9658
0.2733

0.9586
0.1887

0.9074
0.2684

0.2433

0.4308
0.8539

SARS-COV-2
UCSD COVID-CT

0.9775
0.6219

0.8596
0.4734

0.8649
0.6720

0.5891

0.4061
0.7802

0.3894
0.8039
PrepNet [10]
0.3984
0.6095

Table 4.2: COVID-19 classification performance on the original classification network as
basline compared to the PrepNet [10].
Case 2: Higher cross-dataset, lower same-dataset accuracy
An increase in the cross-dataset accuracy, while reducing the same-dataset accuracy,
usually means that we can successfully remove unique dataset features but with the cost
of losing features that are important for the COVID-19 classification.
Case 3: lower cross-dataset, lower same-dataset accuracy
In this case, the complete training is likely rather unstable. It could also be attributed to
the presence of corrupted data.
Case 4: higher cross-dataset, higher same-dataset accuracy
In this ideal case, the PrepNet COVID-19 classifier reaches higher performance in crossand same-dataset validation accuracy compared to the baseline classifier trained on the
unchanged data.
Currently, the results of PrepNet resemble the second scenario, where there is an increase
of +4.99 pp in cross-dataset accuracy while losing -1.69 pp. in the same dataset accuracy
(see table 4.2). The loss in cross-dataset accuracy means a loss in COVID-19 related
features in the generated images. A possible way to compensate for this issue is using
the loss of the COVID-19 classifier for training the auto-encoder.
Thoughts and results:
To prevent the loss of COVID-19 related features in the generation of new images we
can use the COVID-19 classification loss to back-propagate over a single gradient with
a loss function combining the reconstruction loss Lrec and the COVID-19 classification
loss Lcov .
Ltotal = Lrec + Lpseu + Lcov

(4.4)

With this novel training, the weights of the auto-encoder are directly influenced by the
COVID-19 classifier which leads to better preservation of COVID-19 related features.
A major concern of this method is training stability. The auto-encoder has to learn a
more complex task, which could lead to unstable training and finally to worse results.
While the reconstruction loss Lrec is not directly in conflict with the COVID-19 loss Lcov ,
the forget imaging loss Lpseu in combination with the COVID-19 loss Lcov could lead
to unstable training because of the opposing goals between the two. A possible way
to solve this problem is to balance the importance of each loss by using a factor η or
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adjusting the learning rate of the optimizer.
Ltotal = ηrec Lrec + ηpseu Lpseu + ηcov Lcov

(4.5)

Another possibility to stabilize the combined loss, is an architectural search optimizing
procedure, to find out the best backbone networks and parameters. Due to the complexity and computational cost of this task, we can not afford this solution for our research.
PrepNet focuses on the generation of images resembling the original input while removing dataset-dependent features that are harmful to cross-dataset training. This could be
seen as conflicting with the generation of fake data that does not have to resemble the
original as produced by GANs. But as seen in other works [43] [50] [51] in the area of
medical image generation the generated images do not need to stay close to the original
to be valid training material for a diagnostic classifier. As long as the diagnostic features
of the medical images are preserved, an architecture based on GANs can be used to
generate homogeneous training data.
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Experiment 1: Paper reproduction

Goal: As our work is based on PrepNet from Amirian et al., we first aim to reproduce
the results of their paper. The reproduction of the paper’s results is made for several
purposes; the main reason is to produce a code and knowledge base of the method to
further experiment on it and attempt to enhance its results. Another reason is to get
familiar and learn all the aspects of the model as well as the produced results. Crucial
information that is not described in the paper can be detected this way. A third reason
is to prove the quality and completeness of the documented results and method.
Process: To reproduce the paper’s results we are provided the codebase used for the
PrepNet, the prepared datasets, and model checkpoints that store the trained weights of
the encoder, preprocessing method, and COVID-19 classifier. A difficulty was that the
provided code base was used for further experimentation by the author and did not have
the state of the methods used in the research work anymore. Consequently, we had to
reproduce it with the information in the paper and extra details provided by the authors.
Our results are therefore not an exact reproduction.
We train the model using COVID-19 CT scans with a batch size of 4. We perform several
augmentation steps on these images during training; they are resized to 224 x 224 pixels,
we use a histogram equalization, and then we apply a mean and standard deviation
based on the values used for classification on the ImageNet dataset. At first, the autoencoder is warmed up for 20 epochs using the Lrec loss. We then warm up the imaging
classifier for 2 epochs using the Limg loss. After that, we start with the adversarial
training for 50 epochs. In each epoch, we first train the encoder reconstruction, then
the imaging classifier, and at the end the forget imaging. The ladder uses the sum of the
encoder reconstruction loss and imaging loss of the pseudo labels (Ltotal = Lrec +Lpseu ).
For all of these steps, we use the training data of both the UCSD COVID-CT and SARSCOV-2 datasets. The last part of the training is the COVID-19 classifier. We train the
classifier network for 30 epochs using the Lcov loss and save the best performing model
based on the validation dataset’s balanced accuracy. For the COVID-19 classifier, only
training data from one of the models is used in each run. The saved model is then
evaluated on the train, validation, and test set of the dataset used for the COVID-19
classifier (same-dataset validation) and the dataset that has not been used to train the
covid classifier (cross-dataset validation).
To find the best parameters we perform a parameter search using sweeps from Weights
& Biases (figure 4.4). We attempt to optimize the parameters maximizing the balanced
accuracy of the validation portion from the same dataset that has been used for training.
We then choose the best parameters for both datasets and use them to validate the
cross-dataset performance.
Results: In general, if we compare the original version of the PrepNet to our reproduced
one the outcome is very similar as can be observed in table 4.3. Especially noticeable
are the performances of the cross-dataset validation. The PrepNet reproduction has a
nearly 7 percent higher average score when training with the SARS-COV-2 dataset and
validating cross-dataset with UCSD COVID-19 and a 7 percent decrease when training
and validating with the opposite dataset. Because our same-dataset validation results
are very similar we assume that differences in the reconstruction process must be the
reason for it. A possible explanation would be an imbalance by the preprocessing network towards the UCSD COVID-CT dataset. An argument that would also be supported
by the slight improvement of the UCSD COVID-CT and worsening of the SARS-COV-2
same-dataset validation performance. Since the original paper did not report any of the
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Figure 4.4: Results of the parameter search on the UCSD COVID-19 dataset using the
online tool Weights & Biases. On the left side, the maximum validation accuracy of the
runs over the time they have been created is shown. On the right side, the parameter
combinations and resulting maximum validation accuracy are displayed for every run
created by the search.
Test dataset →
Dataset portion

Train

SARS-COV-2
Validation
Test

Average

Train

Training dataset ↓

UCSD COVID-CT
Validation
Test

Average

Within Test
Average

Cross-Dataset
Average

0.4372
-

0.8590
(Baseline)

0.3402
(Baseline)

0.5089
0.7703

0.4379
-

0.8085
(−5.05%)

0.4371
(+9.68%)

0.4041
0.7550

0.4028
-

0.8099
(−4.91%)

0.4959
(+15.57%)

0.4715
-

0.8148
(−4.42%)

0.4935
(+15.33%)

0.7982
(−6.08%)

0.4627
(+12.25%)

Original [10]

SARS-COV-2
UCSD COVID-CT

0.9658
0.2733

0.9586
0.1887

0.9074
0.2684

0.2433

0.4308
0.8539

SARS-COV-2
UCSD COVID-CT

0.9723
0.4884

0.9452
0.3768

0.8420
0.4438

0.4363

0.4252
0.8556

SARS-COV-2
UCSD COVID-CT

0.9775
0.6219

0.8596
0.4734

0.8649
0.6720

0.5891

0.4061
0.7802

SARS-COV-2
UCSD COVID-CT

0.9978
0.5373

0.9174
0.5205

0.8501
0.4886

0.5155

0.4654
0.9788

SARS-COV-2
UCSD COVID-CT

0.9983
0.4021

0.9143
0.4416

0.8863
0.4113

0.3894
0.8039

0.4914
0.8106

Auto-Encoder [10]
0.3797
0.8726
PrepNet [10]
0.3984
0.6095

PrepNet reproduction
0.4655
0.6552

0.4836
0.7794

PrepNet reproduction with pre-trained auto-encoder
0.4184

0.4992
0.9654

0.500
0.7385

0.5216
0.7100

0.5069
-

Table 4.3: Same and cross-dataset validation results in terms of balanced accuracy on
original data and data pre-processed using either the baseline auto-encoder, the proposed PrepNetand our reproduced PrepNet. The last two columns show the test performance averaged over both datasets when training on the same (within) or other (cross-)
dataset [10].
network’s losses. We cannot compare these to see if any larger discrepancies explain the
performance difference. However, we could compare the results by visualizing the CT
scans after preprocessing them with the reconstructed PrepNet. Furthermore, we analyzed our learning curves. Both of these resulted in very interesting findings which will
be discussed later in this chapter.
When comparing the same-dataset validation of the UCSD COVID-19 dataset, the validation and test balanced accuracy of the reproduction are both a few percentage points
higher. However, the training performance is up nearly 20 percent. Which resulted in
very high overfitting to the training data. This was not the case in the original PrepNet.
Thus, we assume early stopping on the same-dataset validation of the UCSD COVID-19
dataset has been used by the authors of the original paper.
The learning curves and preprocessed CT scans gave us two important findings that have
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RGB-channels

Red channel

Green channel

Blue channel

SARS-COV-2

UCSD COVID-CT

Figure 4.5: CT scans generated by the reproduction of the proposed PrepNet. For both
datasets the preprocessed CT scans with all three color channels on the left and each of
the color channels on the right are displayed. The CT scans of the single color channels
are converted to grayscale to better display the color’s intensity.
to be addressed. First of all, by analyzing the learning curve of the cross-dataset validation using the UCSD COVID-CT dataset for training, we discovered that the COVID-19
classification performance is very unstable, as can be seen in figure 4.6. The performance is fluctuating strongly. Evaluating only one epoch earlier or later can have an
impact of up to 40 pp. This makes it extremely hard to compare our results to the paper
reproduction. It is likely that in the PrepNet one of the peak performances was reported.
The high variance of the validation and test performance on the same cross-validation
dataset supports this thesis. We consider the stabilization of these fluctuations to be
necessary to receive valid and comparable results. Hence, it’s one of our main concerns
for upcoming experiments. We have the theory that the difference in the sample size of
the two datasets is part of the reason for it. Thus, a reasonable next experiment is to
balance the smaller UCSD COVID-CT with the larger SARS-COV-2 dataset.
Furthermore, when training the COVID-19 classifier on the larger SARS-COV-2 dataset
the balanced accuracy using cross-dataset validation stays very flat throughout the whole
process (figure 4.6). This means that learning the COVID-19 labels on the SARS-COV-2
dataset has so far neither a positive nor negative effect on the COVID-19 classification
using data from UCSD COVID-CT. The small sample size of the UCSD COVID-CT dataset
is likely a reason for this as well. This data could be artificially increased using data
augmentation. Both, applying differential data augmentation [52] and synthetic data
augmentation using GANs [53] [54] have had a positive impact for classification using
small medical image datasets.
Additionally, after visualizing the preprocessed CT scans using our reproduced network,
the results are very abstract representations of the original CT scans 4.5. By comparing
the different color channels it is noticeable that the intensity, contrast, and highlighted
areas vary greatly between them. This could be an indication that all three RGB channels have been used to store specific information of the whole CT scan rather than just
reproducing the information of the same specific color channel. Still, when comparing
the balanced accuracies of our reproduction to the original paper we can see that at
least the same amount of information could be derived from the abstract representations of the CT scans. We, therefore, argue that not necessarily good representations of
the original CT scans are needed to classify COVID-19 accurately. The abstract repro-

4.2. Experiment 1: Paper reproduction
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Figure 4.6: Learning curves of the COVID-19 classifier from our paper reproduction
using the balanced accuracy as the performance measure. The left displays the training
performance of the datasets, [00] stands for SARS-COV-2 and [01] for UCSD COVIDCT. The middle displays the performance based on the validation portion of the training
datasets. On the right, the balanced accuracy using cross-dataset is displayed.
ductions can store the information and patterns needed to do so. After discussing this
finding, we learned that Amirian et al. optimized the encoder weights to produce resembling reproductions of the original CT scan. These weights were then loaded before
each training run of the full PrepNet network. With this new information, we attempted
another reproduction of the PrepNet results.
Paper reproduction using pre-trained weights for the auto-encoder
Goal: The goal of this additional reproduction attempt using the pre-trained autoencoder weights is mainly the same as in the previous one. Additionally, we want to
analyze if the abstract images have any influence on the unstable learning curve and if
good image reproductions will improve the general performance.
Process: The only difference in the process of reproduction is the initial auto-encoder
weights. In the previous part, we warmed up its weights for 20 epochs using the Lrec
loss. In this part, we load the checkpoints with the pre-trained auto-encoder weights
into our model. This will give us good reproductions of the CT scans from the beginning. Samples of the reproduced CT scans using the pre-trained encoder weights care
visualized in figure 4.7 in the middle. The warm-up phase of the auto-encoder is therefore no longer necessary.
Results: Using the pre-trained auto-encoder that produces good CT scan representations did not improve the results. When comparing the within test average and the
cross-dataset average in table 4.3 the performance even aggravated. Noticeable are the
differences between the datasets. When training with the SARS-COV-2 set we can see
both same-dataset and cross-dataset validation improvements. Using the UCSD COVIDCT set to train the COVID-19 classifier however decreased the performance compared to
the original PrepNet as well as our previous reproduction. When comparing the learning curves on this training dataset we see that it is still fluctuating significantly in the
cross-dataset validation (figure 4.8). Although, compared to the abstract CT scans it is
a clear improvement. Positive is also that a slight uptrend on the cross-dataset validation using SARS-COV-2 as the training set is visible. In the previous reproduction, this
was not the case. Moreover, the AUC indicates a clear improvement during the training
process for both datasets. Using this performance metric additionally to the balanced accuracy will give us a more robust method to compare and validate the results of different
experiments.
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pre-processed

initial reproduction

PrepNet reproduction

SARS-COV-2

UCSD COVID-CT

Figure 4.7: CT scans generated by the reproduction of the proposed PrepNet. For both
datasets the pre-processed CT scans using histogram equalization and normalization
are displayed on the left. The initial reproduction using the pre-trained auto-encoder
weights are displayed in the middle. On the right, the reproduction after fully training
the PrepNet is shown.

4.3

Experiment 2: Using an additional Dataset

Goal: The main goal of the original PrepNet is to minimize the intra-dataset image
variation. This is done with the preprocessing step from the auto-encoder and has been
validated on the two datasets; SARS-COV-2 and UCSD COVID-CT. These datasets vary in
window length and width and have a poor cross-dataset generalization to clearly show
the merit of the proposed method [10]. In this experiment, we are adding an additional
dataset. The preprocessing Network of the PrepNet will then attempt to minimize the
intra-dataset variations between all three datasets. When choosing a third dataset that
also varies in its properties we can potentially further prove that the proposed method
does succeed in minimizing the image variations across datasets.
Furthermore, the results currently show strong overfitting to the dataset used for COVID19 classification as well as mediocre performance in cross-dataset classification. We
have the theory that using an additional dataset for COVID-19 classification reduces
overfitting to the training dataset and enhances the cross-dataset balanced accuracy. The
reason for this is that we have more and also more diverse data in the training process.
Having more training data almost always leads to better generalization to unseen data.
All of these, the validation and test data of the two training datasets as well as the train,
validation, and test data of the third (cross) dataset are unseen data. Thus, we expect a
decrease in the overfitting and better cross-dataset performance from this experiment.
Process: We chose the third dataset based on the following requirements; the dataset
must contain CT scans that are COVID-19 and non-COVID-19 classified images, the
imaging technology for these CT scans must be classified, the CT scans preferably vary
in size and distribution and it preferably contains a similar amount of images as the
other ones. The dataset “MosMedData: Chest CT Scans with COVID-19 Related Findings” (MosMed COVID-19) complies with all of these requirements [55]. The data were

4.3. Experiment 2: Using an additional Dataset

33

Figure 4.8: Learning curves of the COVID-19 classifier from our paper reproduction using the pre-trained auto-encoder weights. Balanced accuracy is used as performance
measure on the left and AUC on the right. Both line plots show the cross-dataset validation of both training datasets.
COVID

SARS-COV-2

UCSD COVID-CT

MosMed COVID-19

Negative

Positive

Figure 4.9: A sample of each dataset that is classified as COVID-19 positive and one that
is classified as COVID-19 negative. Transformations to the MosMed COVID-19 dataset
that rotate and crop the CT scans have been applied already.

obtained between the 1st of March, 2020, and the 25th of April, 2020 in Moscow, Russia.
On the contrary to the other two datasets which consist of CT slices in the png format,
MosMed COVID-19 contains 3D images in the NIftI format. Each 3D image consists of
30 to 45 slices of a patient’s lung. In our research, we only utilize three image slices of
each patient. We extract the middle slice of each lung and a slice each from the front
and back of the lung. All three slices are labeled according to the label from the 3D image and converted to the png format. Additionally, the CT scans are rotated 90 degrees
clockwise and cropped with a left and right margin of 25 pixels and a top and bottom
margin of 45 pixels to remove unnecessary lung surroundings. A positive and negative
sample of the MosMed COVID-19 CT scans can be seen in figure 4.9.
The base of the training method is the same as in the paper reproduction with the pretrained encoder weights. The difference is, that we first warm up the imaging classifier
using all three datasets. We then train the preprocessing network on all three datasets as
well. For the COVID-19 classification, we previously used just one dataset and validated
the other one. In this experiment train the COVID-19 classifier on a second dataset and
validate with the remaining third dataset.
Results: The results of these experiments are about as expected. A small drop in balanced accuracy can be observed when validating the training dataset. This is reasonable
as we now add a dataset to the training data. The classifier will therefore be optimized
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Test dataset →
Dataset portion

SARS-COV-2
Sens
Spec

Test

Avg

SARS-COV-2
UCSD COVID-CT

0.8501
0.4886

0.5155

0.9200
0.4707

SARS-COV-2 & MosMed
UCSD COVID-CT & MosMed

0.8878
0.6250

0.5736

0.9784
0.7876

AUC

Test

0.7964
0.2300

0.9298
0.2891

0.4836
0.7794

0.6283
0.1592

0.9578
0.4802

UCSD COVID-CT
Avg
Sens
Spec

AUC

Within Test
Average

Cross-Dataset
Average

Pre-trained
encoder

0.6739
0.7715

0.8148
(baseline)

0.4935
(baseline)

Yes

0.5613
(+6.78%)

Yes

PrepNet reproduction
0.4715
-

0.9381
0.5257

0.1262
0.8834

PrepNet - add MosMed COVID-19 data to training set
0.5033
0.6966

0.5489
-

0.9484
0.7320

0.0873
0.6601

0.6414
0.7831

0.8099
(−0.49%)

Table 4.4: Performance of the COVID-19 classifier when training with the additional
MosMed COVID-19 dataset compared to the paper reproduction using the pre-trained
encoder weights. The test and average columns use the balanced accuracy metric.
based on both of these datasets and generalize as well as possible between those. We can
see in table 4.4 that the within test average dropped only 0.49 pp. Considering the 6.78
pp average improvement in cross-dataset performance the within dataset decrease is a
reasonable trade-off. Cross-dataset we can further observe a more stable learning curve
in the middle line plot in figure 4.10, as well as generally better results in the metrics,
balanced accuracy, sensitivity, and AUC in table 4.4. However, the specificity is very low
cross-dataset is both the baseline and even lower in this experiment. This means that
the majority of the CT scans get predicted positive cross-dataset.

Figure 4.10: Learning curves from experiment 2 of the COVID-19 classifier using the
balanced accuracy as the performance measure. The left displays the performance of
the training using two training datasets. The middle displays the validation accuracy
of these two training datasets. On the right, the balanced accuracy using the third
validation dataset is displayed. The label [00] stands for SARS-COV-2, [01] for UCSD
COVID-19 and [02] for MosMed COVID-19
Discussion: MosMed COVID-19 is a 3D dataset, each patient has about 40 2D image
layers of its lung. COVID-19 symptoms might be visible in only a section of the lung. In
our research, we take 3 images for each patient and label them according to the patient’s
label. This could lead to false categorization. Thus, reducing the balanced accuracy of
the COVID-19 classifier which would negatively influence the effects of the proposed
PrepNet.

4.4

Experiment 3: Up-sampling the smaller dataset

Goal: The PrepNet reproduction is currently training its preprocessing network using
the SARS-COV-2 dataset and UCSD COVID-CT dataset. In this experiment, we want to
research the effects of the imbalance in the sample size of these two datasets. This could
be an issue when the preprocessing network starts focusing on the larger dataset. Thus,
the model will potentially be biased towards this dataset. We further have the theory

4.4. Experiment 3: Up-sampling the smaller dataset

Test dataset →
Dataset portion

Train

SARS-COV-2
UCSD COVID-CT

0.9978
0.5373

0.9174
0.5205

SARS-COV-2
UCSD COVID-CT

1.0000
0.6238

0.8545
0.5803

SARS-COV-2
Validation
Test

Average

Train

0.8501
0.4886

0.5155

0.4654
0.9788

0.8174
0.5945

0.5996

35

UCSD COVID-CT
Validation
Test

Average

Within Test
Average

Cross-Dataset
Average

0.4715
-

0.8148
(baseline)

0.4935
(baseline)

0.7779
(−3.69%)

0.5537
(+6.02%)

PrepNet reproduction
0.4655
0.6552

0.4836
0.7794

PrepNet reproduction with up-sampling
0.5058
1.0000

0.5172
0.6725

0.5008
0.7385

0.5077
-

Table 4.5: Cross-dataset validation results in terms of balanced accuracy using either
PrepNet reproduction or the PrepNet reproduction with data up-sampling of the smaller
dataset. The last two columns show the hold-out test performance averaged over both
datasets when training on the same (within) or other (cross-) dataset.
that this could also be a reason for the unstable and strongly fluctuating learning curve of
the cross-dataset COVID-19 accuracy. If the bias towards the larger dataset is strong the
COVID-19 classification on the other is significantly harder for the classifier since both
negative and positive labels are different in their distribution. The COVID-19 classifier
will therefore predict the ct scans close to 0.5 in the range of 0 to 1. Where a label under
0.5 means COVID-19 negative and over means positive. A minor change in the network’s
weights could entail that most of the labels go from slightly below 0.5 to slightly above
0.5. Hence, causing strong fluctuations in cross-dataset validation. Thus, the goal of this
experiment is to assess whether our theory can be verified and to evaluate the influence
of datasets with considerably varying sizes.
Process: He et al. state that a dataset with an unequal distribution of its classes can
be considered imbalanced data [56]. In our case, the different datasets resemble the
classes. Hence, the imbalance of the data is an unequal distribution of the different
datasets used in the preprocessing network. By applying standard learning algorithms
to imbalanced data, the induction rule can be applied. It describes that minority rules
are often fewer and weaker compared to majority concepts. This is the case because the
minority class or in our case dataset is both outnumbered and underrepresented [56].
To balance the data it is typical to use sampling methods that modify the imbalanced
data by some mechanism that balances the distribution [56]. In our case, we decided to
use a simple up-sampling method that duplicates the CT scans of the smaller dataset by
a specific factor to achieve a similar amount of CT scans between the two datasets.
For this experiment, we still used our method of warming up the auto-encoder with the
reconstruction loss for 20 epochs. Therefore, the experiment’s preprocessing network
results in abstract images which are then used to train the COVID-19 classifier.
Results: The outcome of using our simple up-sampling method on the smaller dataset
looks promising. First of all, when using cross-dataset validation of the COVID-19 classifier we can see an improved balanced accuracy by over 8 percentage points when
training with the up-sampled UCSD COVID-CT dataset and by over 3 percentage point
training on the SARS-COV-2 dataset (Table 4.5). Second of all, when comparing the
curves of the balanced accuracy using cross-dataset validation, the fluctuations when
training on the up-sampled dataset are reduced significantly. The learning curve now
shows a clear uptrend during the first 10 to 15 epochs and indications for overfitting
afterward. Both of these findings are visible in figure 4.11 in the line plot on the right.
On the contrary, it is noticeable that the balanced accuracy of the training data reached
100 percent on both of the datasets. However, in both cases, the validation and test accuracy decreased. This means that overfitting of the COVID-19 classifiers to the training
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Figure 4.11: Learning curves from experiment 3 of the COVID-19 classifier using the
balanced accuracy as the performance measure. The left displays the performance of
the training data. The middle displays the validation accuracy of both the same-dataset
validation and cross-dataset validation. On the right, a comparison of cross-dataset
validation with and without up-sampling (US). The label [00] stands for SARS-COV-2
and [01] for the up-sampled UCSD COVID-CT.
data increased. Which is very reasonable for the up-sampled UCSD COVID-CT dataset.
Insofar that the up-sampled dataset’s weight on the loss function is by the up-sampling
factor higher. Since, the up-sampling method simply used duplicates of the CT scans,
no additional information to classify COVID-19 is won. Nonetheless, each image is used
more often in the training process. This implies that overfitting to the training data is
likely more significant. Consequently, the use of a more complex up-sampling method is
expected to reduce the overfitting and thus produce better results overall. Regardless,
we still think that the results are an improvement to the current training method despite
the decrease in same-dataset validation accuracy. The reason for this is the improved
stability of the cross-dataset validation which we think is more relevant to the overall
performance of the PrepNet.

4.5

Experiment 4: Propagating the COVID-19 classifier gradient through the auto-encoder network

Goal: Amirian et al. suggest that the trainable preprocessing network produces artifacts
that erase some of the necessary information for COVID-19 diagnosis. In an attempt to
retrain this information the gradient of the COVID-19 classifier is propagated through
the preprocessing model. Thus, generated artifacts can be monitored by the reconstruction loss of the auto-encoder [10].
With this experiment, we aim to retrain the lost information for COVID-19 classification and reduce artifacts generated by the preprocessing network. Hence, we expect
an increase in the same-dataset validation performance. We use two different training methods for this experiment. In part 1 we train the COVID-19 classifier after the
preprocessing network, in part 2 we train the different components together.
Part 1: Training the COVID-19 classifier after preprocessing
Process: In part one of experiment 4, we only change the COVID-19 classification part
compared to the PrepNet reproduction. Instead of training solely the COVID-19 classifier, we now also train the auto-encoder at the same time. This means we are doing
backpropagation using the parameters from the COVID-19 classification network which

4.5. Experiment 4: Propagating the COVID-19 classifier gradient through the
auto-encoder network
Test dataset →
Dataset portion

Train

SARS-COV-2
UCSD COVID-CT

0.9978
0.5373

0.9174
0.5205

SARS-COV-2
UCSD COVID-CT

0.9941
0.6690

0.8340
0.5776

SARS-COV-2
Validation
Test

Average

Train

0.8501
0.4886

0.5155

0.4654
0.9788

0.8177
0.6275

0.6247

UCSD COVID-CT
Validation
Test
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Average

Within Test
Average

Cross-Dataset
Average

0.4715
-

0.8148
(baseline)

0.4935
(baseline)

0.4935
-

0.7757
(−3.91%)

0.5591
(+6.56%)

PrepNet reproduction
0.4655
0.6552

0.4836
0.7794

PrepNet experiment 4, part 1
0.5275
0.9331

0.4741
0.6293

0.4788
0.7337

Table 4.6: Cross-dataset validation results in terms of balanced accuracy for the PrepNet
reproduction as a baseline and the two parts of experiment 4 in comparison. The results
of the reproduction and part 1 are based on the reproduction without the pre-trained
auto-encoder weights.
uses a VGG19 CNN and the parameters from the auto-encoder network which uses a
VGG16 encoder and UNET decoder. We adjust the loss function to the following:
Ltotal = Lrec + Lcov

(4.6)

Ltotal is used for the gradient backpropagation over the COVID-19 classification network
and the auto-encoder. The COVID-19 classifier with added auto-encoder gradient propagation is trained for 20 epochs. We choose the model weights of the epoch with the
maximum validation accuracy for the evaluation at the end.
Results: In Table 4.6 we can see the results achieved by the paper reproduction in the
first row and the results with the updates of part 1 from this experiment in the second
row. Very unexpectedly, the same-dataset accuracy decreased by an average of 3.91 percent. Whereas, the cross-dataset accuracy increased for both datasets by an average of
6.56 percent. We assumed that propagating the gradient of the COVID-19 classifier over
the preprocessing network would increase the same-dataset accuracy. Our reasoning for
this was, that the preprocessing network could relearn necessary information for COVID19 classification. In practice, it only led to faster learning of the COVID-19 classification
on the training data which increased overfitting even further.
Moreover, the improvements in cross-dataset performance are misleading. In figure
4.12 on the left side, the learning curves of the balanced accuracy are very similar to
the paper reproduction and thus still fluctuate significantly while not showing any clear
signs of improvements during the learning period of the COVID-19 classifier. At the
right side of Figure 4.12 an increase of the Lpseu loss was caused by the changes of
this experiment. This implies that the auto-encoders ability to generalize the different
datasets deteriorates again during the COVID-19 classification period. Hence, it works
against the goal of the proposed PrepNet to minimize cross-dataset variability.
Part 2: Training the COVID-19 classifier together with the preprocessing network
Process: In part 2 of the experiment, we used the optimized encoder weights at the start
of the training. Additionally, we changed the learning of the PrepNet so that it trains all
parts of the model in every epoch. Each epoch we first train the auto-encoder using the
Lrec loss, after the imaging classifier using the Limg loss, then the auto-encoder using
the LtotalP = Lrec + Lpseu loss and now at the end the auto-encoder together with the
COVID-19 classifier using the LtotalC = Lrec + Lcov loss. We train every part of the
PrepNet with an increasing number of batches over the training period. The number of
batches used equaling the current training epoch.
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Figure 4.12: Balanced COVID-19 classification accuracy on the left comparing experiment 4 part 1 to the paper reproduction performance. Both results display the crossdataset validation using the SARS-COV-2 [00] and UCSD COVID-CT [01] datasets. On
the right the Lpseu loss of the training data over the epochs trained is displayed.
Additionally, in part 2 of experiment 4, we make a parameter and method search to
optimize the same-dataset accuracy using sweeps from Weights & Biases. For that, we
search both the optimal parameters as well as the optimal methods. The sweep adjusts
the parameters; learning rate, weight decay, and the number of epochs. For the methods,
the sweep uses up-sampling, gray-scaling, augmentation and changes the COVID-19
classifier. These different methods will be explained in more detail in later experiments.

Figure 4.13: A few examples from a parameter search for experiment 4 part 2 using
UCSD COVID-CT [01] as training dataset and the validation part of this dataset (validsame) as well as the validation part of the SARS-COV-2 [00] dataset (valid-cross). The
COVID-19 classifier is trained at the same time as the preprocessing network for 70
epochs.
Results: In Figure 4.13 some interesting observations can be made. While the curves
of the same-dataset validation continuously rise and hence improve in balanced accuracy, the curves of the cross-dataset validation quickly fall to about 30 percent accuracy
before climbing again and peaking at approximately 65 percent accuracy. Afterward,
the balanced accuracy keeps falling again over the course of the training period. The
high performance at the very beginning is a result of an imbalance between positive and
negative cases in the SARS-COV-2 dataset. Positive cases account for 74 percent of the
dataset’s validation part. We believe that the neural network learns the more general
patterns to detect COVID-19 at the beginning and that these more general patterns are
present in both datasets. This would explain the similar performance after about 15 to
20 training epochs. After which the network starts overfitting the classifier to strongly
on the training dataset. Hence, the classifier loses its generalization ability which leads
to a decline in cross-dataset validation performance.

4.6. Experiment 5: End-to-end training
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We assume that backpropagating the gradient of the COVID-19 classifier over the autoencoder network is the main reason for the overfitting. The preprocessing network focuses too strongly on the COVID-19 classification patterns of the training dataset. When
using the sum of the encoder’s reconstruction loss and the COVID-19 classifier loss the
network can potentially improve either one of these losses at an expense of the other.
Because we use just one of the datasets for COVID-19 classification an improvement of
the COVID-19 at the expense of the reconstruction loss would most likely result in a deteriorated generalization of the preprocessing network. Hence, the forget-imaging step
and COVID-19 classification step work against each other. This is the likely scenario in
this experiment because the COVID-19 classifier has more room for improvement.

4.6

Experiment 5: End-to-end training

Goal: This experiment builds upon experiment 4. The problem has been that the added
backpropagation of the COVID-19 classification gradient over the preprocessing network
led to a conflict with the learning process of the forget imaging step. It increased the
Lpseu loss and hence an increase in cross-dataset variability. To avoid that, our idea
of this experiment is to combine the different parts of the training so that we have one
general loss function for the auto-encoder and COVID-19 classifier. The backpropagation
would then be over both of these networks using these combined loss functions.
Process: In this experiment, we use the optimized encoder weights. This ensures that
the auto-encoder produces good reconstructions of the original CT scans at the beginning. Because we do not include the imaging classifier in the combined training. We first
train this imaging technology classifier for 5 epochs. After that, we start the training of
our new PrepNet idea. We define our loss function as following:
Ltotal = Lrec + Lpseu + Lcov

(4.7)

Where we use both of the training datasets for the Lrec and Lpseu loss and only one
dataset for the Lcov loss.

Figure 4.14: Learning curves of the new PrepNet idea from experiment 5 using the balanced accuracy as the performance measure. The left displays the training performance
of the datasets, [00] stands for SARS-COV-2 and [01] for UCSD COVID-CT. The middle
displays the performance based on the validation portion of the training datasets. On
the right, the balanced accuracy using cross-dataset is displayed.
Result: In figure 4.14 the larger SARS-COV-2 dataset shows a very high same-dataset
validation performance. We observe very low overfitting for this dataset. However, this
does not improve the cross-dataset validation. For cross-dataset validation using the
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Figure 4.15: Learning curves of the new PrepNet idea from experiment 5. The line plots
on the left and middle use the Ltotal loss as performance measure. The line plot on the
right uses the Lpseu loss as performance measure
UCSD COVID-19 as the validation set the balanced accuracy peaks slightly above 50
percent after declining again under 40 percent. The other way around, the cross-dataset
validation performance stagnates at around 50 percent. Which is equivalent to a random
classifier. This means that we have an overall decreased performance compared to the
PrepNet reconstruction.
If we analyze the training curve of the COVID-19 classification in figure 4.14 it is not
a continuous increment. The balanced accuracy sometimes stagnates over the epochs.
If we now compare that to the Ltotal loss of the training data in figure 4.15 the loss
is in a consistent decline over the course of the training. This means that during the
training process the model focuses its attention on a specific part of the model and does
not train all parts simultaneously. We can also see in 4.15 on the right line plot that
the Lpseu loss does not improve over the whole training process. This indicates that
the preprocessing network does not minimize its intra-dataset variability. Something
that is further visible in the middle line plot where we can observe the Ltotal loss of
the cross-dataset validation. It increases over the whole course of the training. Hence,
it does the exact opposite of its supposed effect which is minimizing the intra-dataset
variance. To make the PrepNet function properly using one single loss function and
optimizing step a way to balance the different loss functions and network parts has to
be found. We tried several runs using different weights for the loss functions. To find a
good balance between the different parts was despite that not possible. We, therefore,
conclude that combining the losses to a general loss function (Ltotal ) is a difficult task
that also needs a new approach. Considering that and its limited success we will not
explore this experiment further in this work.

4.7

Experiment 6: Training the COVID-19 classifier before the
preprocessing network

Goal: In the previous experiments, it was difficult to track the impact of the preprocessing network over time for COVID-19 classification. On the grounds of this, we will train
the COVID-19 classifier before the auto-encoder. This will give us a direct indication
of the PrepNet reproduction performance over the epochs in contrast to its classification accuracy. We expect the COVID-19 classifier’s balanced accuracy to drop slightly
over the training period of the preprocessing network. The reason is that in minimizing
the intra-dataset variance the distributions of the datasets are shifted. This generalizes
the datasets but it could potentially also lead to loss of information for COVID-19 clas-
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sification. On the contrary, the generalization of the dataset should lead to improved
performance on the cross-dataset over the course of the training.
This experiment is thought of as an observation of the outcome and not a method that
we think will achieve improved performance. A good result would be a clear indication
of whether our assumptions are true. Thus, giving us a suggestion on the parts of the
preprocessing network that have to be further investigated.
Part 1: Minimizing forget imaging loss
Process: For this experiment, we use the pre-trained auto-encoder weights. We start the
training with the imaging technology classifier for 5 epochs. Then we train the COVID19 classifier for 10 epochs using only the Lcov loss. In part 1 of experiment 6 we train
the preprocessing network using only the Ltotal = Lrec + Lpseu loss.
Results: If we look at the training curves in figure 4.16 it is noticeable that the COVID19 classification accuracy does improve over the course or a period of the training. Also,
the COVID-19 classification accuracy using same-dataset validation increases during the
whole training stretch. We expected both the training and same-dataset validation accuracy to slightly drop. This result is therefore surprising but also promising. It shows
that the preprocessing network can maintain and even improve the generalization of
the information needed to classify COVID-19. Less promising is that only one of the
cross-validation datasets can improve its accuracy by about 4 percent during the training
period. This demonstrates that generalizations of the COVID-19 identifiers cross-dataset
are present but still marginal.
This experiment shows again that in theory, the proposed method of the PrepNet works.
However, it also becomes clear that with the current architecture, setting and datasets
the performance will remain to be very limited.

Figure 4.16: Balanced COVID-19 accuracy training exclusively the preprocessing network using two different approaches. The curves of experiment 6 part 1 are displayed
in red for training with the SARS-COV-2 [00] dataset and green for training with the
UCSD COVID-CT [01] dataset. The curves of experiment 6 part two are shown in blue
for dataset [00] and gray for dataset [01].

Part 2: Maximizing the imaging loss
Process: In part 2 of experiment 6 we train the preprocessing network using only the
experimental Ltotal = Lrec − Limg loss. This is a very trivial and experimental approach
using the general idea of GANs [16]. It does in no form replace experimentation with
actual GANs and their improved forms.
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Test dataset →
Dataset portion

SARS-COV-2
Sens
Spec

Test

Avg

SARS-COV-2
UCSD COVID-CT

0.8501
0.4886

0.5155

0.9200
0.4707

SARS-COV-2
UCSD COVID-CT

0.8742
0.3909

0.4486

SARS-COV-2
UCSD COVID-CT

0.8613
0.3409

SARS-COV-2
UCSD COVID-CT

0.9136
0.7242

UCSD COVID-CT
Avg
Sens
Spec

AUC

Test

0.7964
0.2300

0.9298
0.2891

0.4836
0.7794

0.9600
0.4461

0.6283
0.2304

0.9354
0.2714

0.4504
0.8193

0.3526

0.9384
0.2769

0.6460
0.5044

0.9460
0.4142

0.5150
0.8150

0.5134
-

0.6377

0.9415
0.8769

0.8407
0.2920

0.9491
0.5615

0.4633
0.7650

0.5384
-

AUC

Within Test
Average

Cross-Dataset
Average

Pre-trained
encoder

0.6739
0.7715

0.8148
(baseline)

0.4935
(baseline)

Yes

0.4058
0.9035

0.8468
(+3.2%)

0.4666
(−2.69%)

Yes

0.6379
0.8809

0.8382
(+2.34%)

0.4330
(−6.05%)

Yes

0.4867
0.8665

0.8393
(+2.45%)

0.5880
(+9.45%)

Yes

PrepNet reproduction
0.4715
-

0.9381
0.5257

0.1262
0.8834

PrepNet - ResNet18 COVID-19 classifier
0.4806
-

0.8865
0.8659

0.0384
0.7788

PrepNet - augmentation
0.9587
0.8247

0.0873
0.8058

PrepNet - grayscaling
0.6907
0.8350

0.2524
0.6990

Table 4.7: Cross-dataset validation results in terms of balanced accuracy using either
PrepNet reproduction or the PrepNet reproduction with . The last two columns show
the hold-out test performance averaged over both datasets when training on the same
(within) or other (cross-) dataset.
Results: Although it is a very banal approach, the results are comparable to the ones of
part 1. Only on the smaller UCSD COVID-19 training datasets, the validation results are
inferior. However, the performance is in general very solid which is a potential indication
that the superior technologies of GANs and their successors might be able to make a big
impact on the generalization ability.

4.8

Further experiments

In this chapter, we list some additional experiments we worked on that do not significantly alter the training process or model architecture. The main goal of these experiments is to stabilize the cross-dataset validation and reduce overfitting.
Decreasing the network size of the COVID-19 classifier
The main objective of the PrepNet is domain adaption to minimize the intra-dataset
variability. The actual performance of the COVID-19 classifier is therefore subsidiary as
long as the classifier gives us comprehensible and comparable results. We have three
reasons that led us to experiment with this approach.
First of all, an issue that was present in most of the experiments is the strong overfitting
of the COVID-19 classifier to the training data. We want to analyze if improving this
overfitting, hence generalizing the classifier on the same dataset will translate to better
cross-dataset generalization. A method to tackle overfitting is to decrease the complexity
of the neural network. VGG19 which is used as the classification network has over
143 million trainable parameters. Many COVID-19 related works have used ResNet as
explored in our related works section [57]. For this reason, we replaced the VGG19 with
the much smaller ResNet18 with about 11 million trainable parameters.
Secondly, the strongly fluctuating learning curves in the cross-dataset validation make it
difficult to compare and interpret results. We want to analyze if a general improvement
of the classifier can stabilize the learning curves of the cross-dataset validation.
Thirdly, we wanted to know if improvements in the COVID-19 classification on a single
dataset will generally improve the cross-dataset validation as well. In previous results,
we could only improve either the same-dataset or the cross-dataset performance but not
both at the same time.
Results: Looking at both the learning curves in figure 4.17 and the performance table
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4.7 it is noticeable that the ResNet18 COVID-19 classifier did not perform well in crossdataset validation. Because of the smaller network size, we expected it to generalize
better and thus, enhance the cross-dataset performance. Yet, the outcome was that all
the important metrics aggravated compared to the baseline. It seems that the ResNet18
classifier is too small to capture all the necessary information. Positive to note is that
the learning curves are much more stable with the smaller network. On top of that, it
also improved the same-dataset validation performance on the smaller UCSD COVID-CT
dataset significantly. This is a clear signal that VGG19 had too many trainable parameters
for the information provided in this smaller dataset. Based on these results we argue
that the classifier has a significant influence on the cross-dataset generalization. We
recommend the freezing of parts of the layers as well as finding a good balance of the
network size to be further explored.
SARS-COV-2

UCSD COVID-CT

Figure 4.17: COVID-19 classification performance of the cross-dataset validation training with either the SARS-COV-2 or UCSD COVID-CT dataset.

Using augmentation
Another way of dealing with overfitting is data augmentation. With data augmentation,
we can increase the amount of data by slightly modifying the CT scans every time they
are used in the training. The simplest way to do that is by applying random modifications
to a copy of the original image data. We experimented with the following augmentations
which are visualized in figure 4.18:
• Random crop: Instead of resizing the image directly to a width and height of
224 pixels each, we make the CT scans slightly larger with 240 pixels for each
side. After that, we use an augmentation that randomly crops a square image
of 224-pixel side length. We also add a margin of 4 pixels to the outside of the
crop window. This prevents the crop window to go fully to the outer edge, which
minimizes the possibility of cropping part of the lung.
• Random horizontal flip: This will flip the CT scans horizontally with a 50 percent
chance.
• Color jitter: Color jitter randomly changes the brightness, contrast, and saturation
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of the CT scan.
• Random affine: This performs an affine transformation that preserves collinearity
and ratios of distances.
Original

Random Crop

Random Horizontal Flip

Color Jitter

Random Affine

Figure 4.18: Overview of the augmentations we experimented with. Histogram equalization and normalization are applied to all CT scans.
Results: Although, we experimented with different combinations of the presented augmentations. While in certain experiments and runs some improvements were present,
none of these improved the performance of the proposed PrepNet reliably. This result is
surprising and we have no good explanation for it. In theory, it should be possible to
find good augmentations. In practice, however, it has proven to be difficult finding the
right transformations. Nevertheless, we are still confident that augmentation can have
a positive impact especially in combination with data up-sampling. However, based on
these results we do not think that this should be the priority for further experimentation.
Converting the preprocessed images to grayscale
Transfer learning is a commonly used method in machine learning [44]. As medical image data is typically very sparse transfer learning has also been widely adopted on medical image classification [58]. The problem using medical image data is that most stateof-the-art convolutional networks are pre-trained using the ImageNet dataset. However,
the images of this dataset are in color while the CT scans are in grayscale. Thus, the pretrained CNNs have three color channels as input but the CT scans consist of only one.
Xie et al. proved that pre-training CNNs on both, color and grayscale ImageNet data
does improve the classification performance on medical grayscale images [59]. To adapt
the grayscale images to a model trained on color images with three input channels, the
single channel of the grayscale image was simply duplicated for each color channel [59].
In our case, the pre-processing network already gives us a 3-channel output. This means
we first have to convert this output to grayscale. This is done using this formula for the
different color channels [60]:
Y = 0.299R + 0.587G + 0.114B

(4.8)

Y is the converted grayscale image with one input channel that is then duplicated for
every color channel (figure 4.19). Hence, we have a 3-channel input for our pre-trained
COVID-19 classification CNN that contains the same data in every color channel. In
figure 4.20 it is noticeable that the pre-processing network slightly shifted the color of
the CT scans. Grayscaling the images will ensure that this color shift will not affect the
classification network.
Results: Grayscaling the images did improve the classification results in nearly all categories. In the evaluation in table 4.7 we can see improvements in both within test
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Figure 4.19: Grayscale conversion and model flow of the CT scans and its color channels.
Both the auto-encoder and COVID-19 classifier use three input channels. Auto-encoder
in- and output are displayed using the color representation of each RGB-channel.
Dataset

pre-processing

PrepNet reproduction

after grayscaling

SARS-COV-2

UCSD COVID-CT

Figure 4.20: CT scans generated by the reproduction of the proposed PrepNet. For both
datasets the preprocessed CT scans with all three color channels on the left and each of
the color channels on the right are displayed. The CT scans of the single color channels
are converted to grayscale to better display the color’s intensity.
average as well as in the cross-dataset average. Also, the sensitivity, specificity, and area
under the curve improved for most of the combinations.
If we compare the three color channels from the output of the auto-encoder in figure
4.19 it is noticeable that the color channels vary slightly in intensity. The grayscale
transformation resolves these intensity issues to guarantee that the color channels do
not influence the classification. For that reason, we argue that this approach should
be used for the PrepNet as it ensures a standardized input to the COVID-19 classifier,
corrects color shifts, and thus improves the classification performance.

Chapter 5

Discussion
In this chapter, we summarize the different results from all the experiments and bring
them into perspective. We especially aim to provide an overview based on the initial
objectives as well as updated ones derived from the results of our experiments. We provided a comprehensive outline of our research objectives and goals in chapter 1.3. We
will use the ones based on the validation and improvements of the PrepNet. The first
goal is that we aim to validate the results of the proposed PrepNet by reproducing them.
The second, that we intend to alter the PrepNet by changing the training process and
architecture to increase the overall performance.
Henceforward, in our first experiment, we reproduced our paper based on two parts;
at first by warming up the auto-encoder for 20 epochs as stated in the original PrepNet
paper and the second part by using pre-trained optimized encoder weights. Although we
do not have a fully identical reproduction of the PrepNet we produce nearly equivalent
results in part one of the experiment. These results are interesting given that our reproduction produced very abstract representations of the CT scans after the preprocessing
network. On the grounds of that, we conclude that the classification network does not
require natural representations of the CT scans as long as the information necessary for
classification is preserved. By using the pre-trained auto-encoder weights, which give
us natural representations of the CT scans, our performance was even to a slight extend lower. An explanation for this is that we did not perform a parameter optimization
which we conducted in part one.
We gained additional insights by analyzing the different learning curves. One of these
is that the cross-dataset balanced accuracy score is highly unstable during the classifier
training. The other that we have significant overfitting on the same-dataset validation.
By analyzing the predictions of the COVID-19 classifier we found that for cross-dataset
validation the predictions are all very close to 50%. This explains the unstable learning
curves as only a marginal update to the classifier’s parameters can cause a large amount
of CT scans to be labeled differently. Hence, the stability of the learning curve is directly
influenced by the model’s overall cross-dataset classification performance. In the current
state is does barely differentiate predictions of the dataset that is not used for training.
Hence, general improvements in cross-dataset validation should in theory stabilize the
learning curve. On top of that, the results show that the strong fluctuations are most
present when training with the much smaller UCSD COVID-CT dataset. On the grounds
of these findings, we based our next two experiments as it is very crucial to stabilize the
training curve.
The first of these two experiments is the use of an additional training dataset in combina46

47

tion with each of the existing two. This will provide us more and also more diverse data
to train on. With that, we increased the training size significantly which will make the
small sample size of the UCSD COVID-CT dataset less relevant. The additional dataset
also provided us more contrasting data. This should lead to better generalization to unknown data especially cross-dataset.
The cross-dataset performance increased by an average of 6.78 pp which is a significant
improvement. Meaning that the generalization improved as suggested in our second
theory. Moreover, the learning curve stabilized notably which supports the theories that
poor cross-dataset performance, as well as the small sample size of the UCSD COVIDCT dataset, are causing these fluctuations. Our conclusions of this experiment are that
the use of additional datasets in the training process improves the generalization performance and hence the classification accuracy and training stability.
In the second experiment we conducted to improve the stability of the network, we
applied an up-sampling method to the smaller dataset. We argued that up-sampling
the smaller dataset increases its low representation weight. Since training on the small
dataset resulted in strong fluctuations this should minimize this effect. The experiment
did indeed stabilize the learning curve of the cross-dataset validation. Based on these
findings we propose the use of dataset up-sampling in the PrepNet. We further suggest
researching the usability of more advanced up-sampling methods in the PrepNet. The
current method of duplicating the smaller dataset by the factor of the size difference
leaves much potential for improvements.
The original PrepNet reported a lower same-dataset COVID-19 classification performance.
Amirian et al. argued that PrepNet produces artifacts that can be relearned by propagating the COVID-19 classification gradient through the preprocessing network. We
implemented this suggestion in experiments 4 and 5. The results in these experiments
varied greatly for the reason that it was difficult for the optimizer to find a balance
between the optimization of the different loss functions. The PrepNet was not able to
improve all three parts of it at the same time. The three parts of the model being; the CT
scan reconstruction which uses the Lrec as measure, the imaging technology variance
minimization which uses the Lpseu as performance measure and the COVID-19 classifier
which uses the Lcov . In experiment 4 backpropagating the COVID-19 gradient through
the auto-encoder erased the effects of the forget imaging part. In experiment 5 the Lpseu
stagnates throughout the learning process which means that the auto-encoder does not
generalize the image variance. Hence, in the scope of our research, we were not able to
find this balance. We argue that finding this balance has the potential to significantly increase both the same-dataset and cross-dataset performance. This is however a complex
task for the reason that the loss functions have conflicting interests.
In part one of experiment 6, we proved the validity of the forget imaging step. It
intends to minimize the intra-dataset variability. We demonstrated and visualized its
effect over the training period. While it demonstrates improvements, these were still
marginal. Nonetheless, we argue that the findings of this experiment in combination
with the initially reported performance are proving the validity of the proposed PrepNet
for CT image homogenization.
Two of the further experiments we conducted were intended to reduce overfitting. In
the first, we decrease the COVID-19 classifiers model size and in the second apply data
augmentation to the training data. The replacement of the VGG19 COVID-19 classifier
with the smaller ResNet18 did both reduce overfitting in the same-dataset validation
and stabilize the training using cross-dataset validation. Its drawback was a decline in
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all the cross-dataset performance measures. This demonstrates the significance of the
classifier backbone and its size to the overall performance of the PrepNet. Additionally,
it proves that an improvement in the same-dataset validation does not imply the same
cross-dataset.
We explored that data augmentation is widely used to reduce overfitting in medical image data. With data augmentation, we can create additional viable training data by
applying transformations to the initial training set. We conducted trials with various
transformation methods in different combinations and with varying parameters. None
of our trials however improved the performance without an important trade-off in another dataset or on another performance measure. This result is very surprising and it is
hard to find an explanation for it. One theory we have is respective to the properties of
the datasets used in PrepNet. We will discuss these later in this chapter.
One of the further experiments we implemented is grayscaling of the CT scans before the
classification process. The backbone CNNs used for transfer learning in the PrepNet have
an architecture based on three image channels, whereas the CT scans are in grayscale.
This led to color and contrast shifts during the reconstruction process. The grayscaling
method we used corrected this which improved the general performance of the PrepNet.
On the grounds of that, we propose this method as an addition to the PrepNet.

Figure 5.1: Samples of the UCSD COVID-CT dataset that contain artifacts or show significant variance in brightness, quality and contrast.

After a thorough analysis of the datasets we used, we found two major issues that have
to be addressed. The first one only concerning the UCSD COVID-CT dataset. This dataset
consist of many samples that contain artifacts such as arrows, letters, and scales, vary
greatly in brightness and contrast, or are of low resolution. A few of these examples can
be seen in Figure 5.1. In the PrepNet we classify these to the same imaging technology
which we see as a potential issue because of the significant variances in brightness and
contrast. Moreover, added arrows, letters, and other artifacts will be learned and used by
the classification network as valid information. Additionally, the sample size of the UCSD
COVID-CT dataset is already minuscule. This enhances the impact of the problematic
samples even further.
The other concern in the datasets is the mislabeling of CT scans. In the SARS-COV-2
and MosMed COVID-19 dataset, we have multiple lung slices for each patient that are
labeled according to his COVID-19 classification. However, a patient being COVID-19
positive does not imply that all of the lung slices provide evidence for this finding. In
Figure 5.2 we can see that the three slices on the right display a bright mark on the
bottom right of the lung. This bright mark is not visible in earlier layers which could
indicate that these have been falsely categorized. As we are no specialists in this field
this is an assumption based on these explanations and findings.
Based on the grounds of these observations we recommend the use of 3D-image data
for COVID-19 classification. We argue that using multiple slices of a patient without
labeling each of the slices individually can lead to false categorization. Additionally, we
suggest validating the proposed PrepNet on different datasets. We argue that the UCSD
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COVID-CT dataset is of questionable quality for validating the PrepNet.

Figure 5.2: Slices of the lung of a single patient from the SARS-COV-2 dataset. The lung
shows a bright mark on the left bottom on the three right slices.

Chapter 6

Future work
In this chapter, we recommend future work that we are confident can improve the performance of the proposed PrepNet. In the experiments and discussion, we already suggested several additions and changes to the PrepNet. In this chapter, we will summarize
the most promising ones and also provide further ideas based on our literature research.
Further exploring the up-sampling and data augmentation method
Improving the up-sampling method is directly connected with improving data augmentation. In both of these methods, we intend to create new viable training data based
on the existing training data. Thus, the first step is to find a good data augmentation
method. As we did not have success with the transformations used in our experiments,
we suggest further explore this field for valid solutions. One of which could be to use
VAE or GANs to produce synthetic data. The generated data can then be used as a substitute to the simple duplication we currently apply as our up-sampling method. Moreover,
it can also be analyzed as the data-augmentation method.
Validating the performance on alternative datasets
We explored concerns in the quality of the used datasets and their classification process.
We argue that these quality concerns can potentially diminish the performance of the
proposed PrepNet. On the grounds of this, we suggest conducting further experimentation on different datasets. For CT scans we recommend the use of 3D volumetric image
data or Dicom CT scans. This would enhance the validity of the method but also significantly increase the model size. To avoid this the number of lung slices could be limited,
e.g. using three slices in grayscale would maintain the model’s size while increasing
the model’s validity. Alternatively, other medical image classification tasks that use 2D
image data can be explored.
Balancing learning process in end-to-end training
Balancing the learning process of the different training parts of the PrepNet has proven
to be a difficult task in our research. Both the loss functions and the different CNN backbones influence this process. For this reason, we suggest two approaches that can be
explored in future works to balance the learning process.
The first approach is an architectural search. PrepNet uses four CNN feature extractor
networks; a VGG16 encoder, a UNET decoder, a VGG19 imaging classifier, and a VGG19
50
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COVID-19 classifier. The architectural search optimizes the feature extractors by replacing them with different backbones that vary in size and architecture. This could be
further improved by exploring the freezing of early layers when using transfer learning.
In the second approach, we suggest the addition of weights to the loss functions. When
adding multiple specific losses to a total loss, the optimizer often ignores parts of it.
Weighting these losses differently could potentially balance the optimization process.
The goal is that none of the specific losses gets ignored. We suggest conducting a parameter search for these losses to see if a balanced learning process can be attained.
Applying UNIT architecture to CT scans
In the literature section, we discussed the work of Carlos Tor-Diez et al. [46] which
applies the unsupervised image-to-image translation (UNIT) [11] architecture on magnetic resonance imaging (MRI) scans to homogenize MRI protocols. This approach already showed promising results in the original work and could be applied on CT scans
replacing the current PrepNet architecture. The main difference is the usage of multiple decoders mapping the various domains, which in our case are the different imaging
technologies, to a latent space Z. PrepNet only uses one encoder for all imaging technologies mapping the input to the embedded space of the auto-encoder. UNIT instead
uses multiple generators which are all trained adversarially with a discriminator like
GAN’s. The PrepNet’s technology classifier is no longer needed, instead, the network is
trained on the assumption that a shared latent space exists (see figure 6.1) which can be
used to create images from multiple domains. This latent space is learned by combined
training of sub-networks. E1 and G1 form a variational auto-encoder (VAE)[47], E1 , G2
form an cross-dataset image translator X1 → X2 , G1 , D1 form a GAN, E1 , G1 , D1 form
an VAE-GAN [61] and finally G1 , G2 , D1 , D2 form a coupled generative adversarial network (CoGAN) [62]. This solution is more complex than the existing PrepNet but uses
an existing and tested architecture that could only need minimal changes to be used in
our domain. One major difference with this approach is generating images in a different existing domain instead of a newly created domain like PrepNet did. This does not
change the possible usage of the generated data as training material for classification
tasks.

Figure 6.1: UNIT architecture mapping different domains to a shared latent space. Alternative architecture for cross-dataset variance minimization of CT scans. [32].
Usage of generative adversarial networks to increase shared latent space
The usage of generative adversarial networks could be a valid approach to generate
higher quality images in comparison with the currently used auto-encoder. The current
PrepNet focuses on staying close to the original image with the reconstruction loss Lrec
while trying to remove dataset dependent features with the forget imaging loss Lpseu
with the additional task to keep covid related features. But as seen in other medical
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image generation tasks [43] it is not necessary to create images that resemble the original to use them as training material for classification. This means that if we remove the
need for the reconstruction loss it could be a valid approach to use a GAN as a generator
instead of the previously used auto-encoder. With the task of staying close to the original
image gone the generator has more freedom in the removal of dataset-specific features
which could lead to higher quality images. This approach introduces a broader latent
space on which we can map various imaging technologies.
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Glossary
ReLU is an activation function used commonly in deep learning methods. The function
uses the identity function f (x) = x when x < 0 and f (x) = 0 if x < 0.
AdamW is an recent optimizer used in deep learning which decouples the weight decay from optimization steps. weight decay and learning rate can be optimized separately.
AUC represents the true positive rate in respect to the false positive rate when classifying and can have values ranging from 0 to 1 with 1.0 being a perfectly predicting
network.
Sensitivity is defined as the rate of correctly classified negative samples.
Specificity is defined as the rate of correctly classified positive samples.
ROC curve The ROC curve compares the false positive rate with the true positive rate.
A bigger area under the curve is preferable.
Balanced accuracy The balanced accuracy metric is the mean value between the sensitivity and specificity of a classification model.
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Abbreviations
DNN Deep neural network
CT Computed tomography
CNN Convolutional neural network
MRI Magnetic resonance imaging
PET Positron emission tomography
US Ultrasonography
PT-PCR Reverse transcription polymerase chain reaction reverse transcription –polymerase chain reaction
GAN Generative adversarial neural network
PPV Positive predictive value
N-CLAHE Contrast Limited Adaptive Histogram Equalization
ROC Receiver operating characteristic
AUC Area under ROC curve
pp Percentage points
UNIT Unsupervised image-to-image translation
VAE Variational auto-encoder
CoGAN Coupled generative adversarial network
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Neural Network-based Image Synthesis to Improve
Automatic Segmentation of Medical Images for COVID
Diagnosis
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Thilo Stadelmann, stdm
Datenanalyse (DA)
Software (SOW)
IT
Institut für angewandte Informationstechnologie (InIT)

Gruppengrösse: 2
Kurzbeschreibung:
COVID has changed our daily lives. As the virus spreads over the world and more and more people get
infected, we need automatic/semi-automatic mechanisms to facilitate the triage of healthy vs. non-healthy
patients. One possible way to achieve this is through the usage of deep learning models by analysing CT or
X-rays images and finding out the infected regions. To achieve this, CNN segmentation models usually
require large training datasets. However, the amount of annotated patient data is limited.
Generative modeling approaches like GANs can in principle help to mitigate this problem by generating
new and realistic training data through superior density estimation abilities - but is this specific inductive
bias enough to help an image segmentation model to learn more out of the same underlying training data?
Goal
(i) To find out whether generative models, such as Generative Adversarial Networks (GANs), can be useful
to generate plausible patient data; (ii) to study whether the synthetic generated data improves the
generalisation and discriminative properties of baseline CNN models for COVID segmentation & diagnosis.
Datasets

-

CT machine learning dataset: https://github.com/ieee8023/covid-chestxray-dataset
Lung infection segmentation dataset: https://zenodo.org/record/3757476#.Xpz8OcgzZPY
UCSD COVID-CT database: https://github.com/UCSD-AI4H/COVID-CT
MosMed COVID-19 Chest CT database: https://mosmed.ai/en/
COVID-19 CT segmentation dataset: http://medicalsegmentati-on.com/covid19/

Milestones

-

Literature Review on recent CNN techniques for medical image segmentation.
Literature Review on recent GAN techniques for medical image generation.
Implementation and reproduction of selected approaches.
Analysis of the potential of a hybrid approach to improve baseline results.
Scientific report to argue for challenges, methods, results, and future work (BSc. thesis).

Voraussetzungen:
- Having attended classes on artificial intelligence or machine learning is mandatory.
- Experience on Convolutional Neural Networks/Generative Adversarial Networks is a plus.
- Having developed AI models using Pytorch is a plus.
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PrepNet architecture models
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A.3. Github repository

A.3

Github repository

The code used to execute the experiments can be found in the github repository

https://github.zhaw.ch/amir/COVID-19.

If access is needed please contact us.
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